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Two Further Spectrum Arguments: 

On the Axiom of Continuity and an Anti-abortion Argument 

 

 In chapters two through five, I presented various spectrum arguments.  These arguments 

illustrated an inconsistency between certain standard views regarding how to make trade-offs 

between different alternatives along a spectrum, certain factual premises, and the transitivity of 

the “all-things-considered better than” relation.  The features that underlie spectrum arguments 

arise in many contexts.  Thus, there are many situations where we must choose between certain 

plausible ways of comparing alternatives, certain factual premises, and the transitivity of the 

relation invoked in comparing the different alternatives.   

 In this chapter, I shall present two further spectrum arguments.  The first concerns the 

axiom of continuity, a fundamental axiom of expected utility theory.  The second concerns a 

well-known anti-abortion argument.  The discussion will help show the range of different 

contexts in which spectrum arguments may arise.  As importantly, it will illuminate the 

particular topics addressed in new ways, and force many people to either revise their thinking 

about these topics, or reject transitivity.   

Part One:  The Axiom of Continuity1 

8.1  Three Premises of Expected Utility Theory 

 As noted earlier, expected utility theory is a powerful and influential theory.  It underlies 

game theory, decision theory, and much of modern economics.  Expected utility theory is a 

normative theory, not a descriptive theory.  It purports to tell us how people ought, rationally, to 

choose between alternatives, not how people actually choose between alternatives.  The central 



tenet of expected utility theory is that for any choice situation it is rational to choose the 

available alternative with the greatest expected utility.  Roughly, the expected utility of an 

alternative is arrived at by determining the value of each possible outcome that might result if 

that alternative is chosen, weighing the value of each outcome by multiplying it by the 

probability of its occurring if that alternative is chosen, and then summing the resulting set of 

weighted values.   

 Suppose that A is one of the alternatives available to a subject, S, and that if S chooses A 

either outcome X will occur with probably p, or outcome Y will occur with probably 1-p.  Then, 

letting EV(A) represent the expected value for S of choosing A, and VX and VY the values for S 

of outcomes X and Y, respectively, expected utility theory tells us that EV(A) = p*VX + (1-

p)*VY.  So, for example, if outcome X would have a value for S of 100 (henceforth, I shall 

generally drop the qualifier “for S”), and outcome Y a value of 50, and if the probability of X 

occurring if one chooses A would be .75, and the probably of Y occurring if one chooses A 

would be .25, then the expected value of A would be .75*100 + .25*50.  That is, EV(A) = 75 + 

12.5 = 87.5.  According to expected utility theory, then, for any set of alternatives, A … N, it 

will be rationally permissible to choose A if and only if the expected value of A is at least as 

high as the expected value of any of the other available alternatives, and one ought, rationally, to 

choose A if its expected utility is higher than that of any of the other alternatives. 

 Expected utility theory rests on various axioms, or premises.  For my present purposes, it 

is sufficient to distinguish three. 

 One premise underlying expected utility theory is an axiom of transitivity.  It holds that 

for any three alternatives A, B, and C, if, all things considered, A is at least as good as B, and all 

things considered, B is at least as good as C, then all things considered, A must be at least as 

good as C.  In this context, the claim that A is at least as good as B means that given the choice 
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between A and B, all things considered it would be rational to choose A.  More pertinently, for 

our present purposes, it means that rationality requires us to regard A as at least as good of an 

alternative as B.  Of course, as indicated, advocates of expected utility theory also believe that 

this is equivalent to the view that if EV(A) ≥ EV(B) and if EV(B) ≥ EV(C), then necessarily 

EV(A) ≥ EV(C).  A related axiom of transitivity embodied by expected utility theory is that for 

any three alternatives A, B, and C, if, all things considered, A is better than B, and all things 

considered, B is better than C, then all things considered, A must be better than C.  Of course, in 

this context, the claim that A is better than B means that given the choice between A and B, all 

things considered one ought, rationally, to choose A.   

 A second premise that expected utility theory depends on may be called the principle of 

substitution of equivalence (PSE).  Roughly, this principle requires that for any x and y, if x = y, 

then x and y are interchangeable in any formulas where they occur.  PSE is difficult to deny.  

Indeed, outside of modal or intensional contexts, PSE appears to be a basic principle of logic or 

mathematics.  It is worth emphasizing that PSE holds for any x and y, whether simple or 

complex.     

 A third premise underlying expected utility theory is the principle of continuity.   

Roughly, this holds that for any three outcomes A, B, and C, if someone, S, prefers A to B and B 

to C, then there must be some probability p such that rationality requires S to regard the prospect 

of receiving A, with probability p, or C, with probability 1-p, as at least as good as the prospect 

of receiving B for sure.  Let us represent this state of affairs as follows:  there must be some p 

(ranging between 0 and 1) such that VB ≤  pVA + (1-p)VC.  Breaking this position down into its 

two elements, we can say that, given the principle of continuity, there must be some probability 

p (ranging between 0 and 1) such that VB = pVA + (1-p)VC, according to which rationality 

requires S to regard the prospect of receiving A, with probability p, or C, with probability 1-p, as 
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equally as good as the prospect of receiving B for sure; and likewise there must be some 

(different, and slightly larger) probability p (ranging between 0 and 1) such that VB < pVA + (1-

p)VC, according to which rationality requires S to regard the prospect of receiving A, with 

probability p, or C, with probability 1-p, as better than the prospect of receiving B for sure. 

 The principle of continuity has many supporters.  But it has detractors as well, and lacks 

the intuitive transparency and plausibility of the other two premises.  Correspondingly, it 

warrants separate elucidation and discussion. 

8.2  Examining Continuity--Easy Cases versus Extreme Cases 

 As just noted, the principle of continuity is a premise of expected utility theory.  But 

unlike PSE, continuity's appeal rests not on mathematics or logic, but on a particular normative 

conception of rationality.  It is thus more easily challenged, and in fact, as we shall see in a 

moment, many reject it.  Still, there are cases, and there are cases, and it is useful to distinguish 

between cases where continuity is questionable, and cases where it is difficult to deny.  For the 

purposes of argument, I shall distinguish between four kinds of cases.   

 Case I:  Outcomes A, B, and C differ little in value.  So, what we stand to 

lose if we get C, rather than B, is relatively insignificant, though so, too, is what 

we stand to gain if we get A rather than B. 

 Case II:  Outcomes B and C differ little in value, but outcomes A and B 

differ greatly.  So, what we stand to lose if we get C, rather than B, is relatively 

insignificant, though what we stand to gain if we get A, rather than B, is very 

significant. 

 Case III:  Outcomes A, B, and C differ greatly in value.  So, what we 

stand to gain if we get A, rather than B, is very significant, but so, too, is what we 

stand to lose if we get C rather than B. 
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 Case IV:  Outcomes B and C differ greatly in value, but outcomes A and B 

differ little.  So, what we stand to gain if we get A, rather than B, is insignificant, 

while what we stand to lose if we get C, rather than B, is very significant. 

 Continuity is plausible for instances of case I.  For example, let A = having $1,000,001 

per year throughout a long life, B = having $1,000,000 per year throughout a long life, and C = 

having $999,999 per year throughout a long life.  (Henceforth, I drop the tag "throughout a long 

life."  Unless noted otherwise, each example discussed involves a long life, for which a once-

and-for-all-time decision must be made.)  Here, outcomes A, B, and C differ little in value, and it 

seems clear that there would be some p such that I should be at least as happy with the prospect 

of getting A with probability p or C with probability 1-p as with the prospect of getting B for 

sure.  (In fact, in my own case, this would be so for any p ≥ .5.)   

 Continuity is even more plausible for instances of case II.  For example, if A = having 

$1,000,001 per year, B = having $2 per year, and C = having $1 per year, there is surely some p 

where I should be at least as happy with the prospect of getting A with probability p or C with 

probability 1-p as with the prospect of getting B for sure.  (In my own case, this would be so for 

almost any p!  But for those attracted to a maximin strategy, consider your reaction to the 

different outcomes if p = .5, or perhaps .9.2)   

  I shall call cases I and II the easy cases for continuity.  There is widespread agreement 

that continuity holds as a requirement of rationality at least for the easy cases.   

 Continuity is more dubious for instances of case III.  For example, let A = having 

$2,000,000 per year, B = having $1,000,000 per year, and C = having $0 per year.  Many would 

accept continuity here, too, maintaining that surely there must be some p such that, rationally, I 

should be at least as happy with the prospect of getting A with probability p or C with 

probability 1-p as with the prospect of getting B for sure.  And they would point out that if p is 
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close enough to 1, the expected value of the former prospect might be nearly twice that of the 

latter.3  Still, some people, most notably satisficers4 or risk avoiders, would reject this view.  

They would argue that a bird in the hand--especially a fine bird--is not only worth two in the 

bush, it is worth two fine birds that are almost in hand.  They might urge that a million dollars 

per year is "enough," and that rationality doesn't require that one maximize expected utility.  On 

their view, it is not worth taking even the tiniest chance of losing a certain $1,000,000 per year, 

even for the sake of a substantial gain that is almost--but not quite--certain to be realized. 

 For many, instances of case III are enough to raise doubts about continuity.  But the 

strongest objection to continuity arises with instances of case IV.  Peter Vallentyne offers an 

example of the following sort.5  Consider three possible outcomes.  In B, one has $1,000,000 per 

year and, indeed, a full, rich, life.  In A, one has $1,000,001 per year and, an ever-so-slightly 

fuller, and richer, life.  In C, one has a life of pain and misery that ends with a torturous, 

lingering, death.  Vallentyne denies that there is any p such that rationality requires him to be at 

least as happy about the prospect of receiving either outcome A with probability p or outcome C 

with probability 1-p, as about the prospect of having B with certainty.   

 Many share Vallentyne's intuition about such examples, and the common assumption is 

that the intuition trades on our attitudes to risk versus certainty.  But, clearly, the issue isn't 

merely one of certainty versus risk, rather it is one of certainty of a great outcome versus risk of 

a much worse outcome, especially when there is little to be gained by taking the risk.  That is, in 

general people have no objection to risking a certain outcome in hopes of significant gain if the 

downside risk is relatively small (case II), what they balk at is risking a certain outcome for a 

slightly better one if the downside risk is huge (case IV).  What seems crazy, in Vallentyne's 

example, is the idea that rationality should require a willingness to trade the certainty of a full 
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rich life for the prospect of a slightly better one, when doing so means taking some risk--no 

matter how small--that we would end up with an entire life of pain and misery.   

 Advocates of expected utility theory may regard Vallentyne’s position as incoherent.  But 

it isn’t incoherent.  Rather, it denies the central tenet of expected utility theory, that the 

rationality of choosing an alternative is always determined by the expected value of the 

alternative, as defined by expected utility theory.  Put differently, Vallentyne drives a wedge 

between two notions that expected utility theorists see as equivalent, namely the value, or 

rational desirability, of an alternative for an agent, and the expected value of that alternative.  

Suppose, in the example above, that if I choose X, I get B for sure, while if I choose Y, I get A 

with probability p or C with probability 1-p.  Vallentyne isn’t denying the truth that, as expected 

utility theorists have defined the notion, there is some p, such that EV(Y) ≥ EV(X).  That truth is 

a simple, straightforward, mathematical fact.  What he is denying is that rationality requires me 

to regard alternative Y as at least as good as alternative X.  That is, Vallentyne accepts that for a 

given subject, S, the value, or rational desirability, of Y might not be at least as good as X, even 

though its expected value, as that notion is defined, is at least as great.   

 Vallentyne offers his example as an objection to continuity, and hence as a threat to 

expected utility theory.  Yet many would deny that the example poses a serious threat to 

expected utility theory.  They might readily accept that continuity fails in "extreme" cases of the 

sort Vallentyne imagines, yet they might insist that continuity holds for the vast majority of 

cases.  Minimally, they might urge that continuity holds for the so-called "easy" cases--cases I 

and II--and hence that expected utility works fine for at least those cases.  Moreover, they might 

urge, these are in fact the kinds of cases we are mainly worried about when invoking game 

theory, decision theory, or economics.  
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 This reaction to Vallentyne's example is natural, and intuitively appealing.  But it must be 

rejected.  As we will see next, examples like Vallentyne's pose a much greater challenge to 

expected utility theory than is normally recognized.   

8.3  From Safe Bets to High Stake Bets--The Challenge6 

 The problem facing expected utility can be stated simply.  If we agree, as many do, that 

continuity fails in "extreme" cases of the sort Vallentyne describes, then one can generate a 

contradiction between the axiom of transitivity, the principle of substitution of equivalence, and 

continuity even for the "easy" cases for which it supposedly holds.  Correspondingly, we must 

accept continuity for all cases, reject it even for easy ones, reject the axiom of transitivity, or 

reject the principle of substitution of equivalence.  (Of course a fifth possibility, accepting an 

inconsistent set of views, always remains as a final, unpalatable, option.  Though I confess that 

all of the options in this area are unpalatable, though to varying degrees!) 

 To illustrate the contradiction in question, let us start with a simple "extreme" example 

where many would reject continuity.   

 Let B be an outcome where I receive $1,000,000 per year, A an outcome where I receive 

$1,000,001 per year, and Z an outcome where I receive $0 per year.  According to the principle 

of continuity, there must be some probability p, such that VB = pVA + (1-p)VZ, where this 

means that rationality requires me to regard the prospect of receiving A, with probability p, or Z, 

with probability 1-p, as equally as good as the prospect of receiving B for sure.  But many deny 

this.  So, let us assume this represents the kind of "extreme" example for which many agree 

continuity should be rejected. 

 But consider examples where the gap between the certain alternative and the worst risky 

alternative is small.  For such cases, I think most people would readily accept the requirement of 

continuity.  For example, if B is an outcome where I receive $1,000,000 per year, A an outcome 
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where I receive $1,000,001 per year, and C an outcome where I receive $999,999 per year, most 

people would readily grant that there must be some p such that I should rationally regard as 

equally good the prospect of receiving outcome B with certainty and the prospect of receiving 

either outcome A with probability p or outcome C with probability 1-p.  That is, there must be 

some p such that (1) VB = pVA + (1-p)VC.  But then, consider outcomes B, C, and D, where B 

and C are as above, and D is an outcome where I receive $999,998 per year.  Surely, most will 

accept that there is some probability q, such that (2) VC = qVB + (1-q)VD.  But then, by the 

principle of substitution for equivalence, one can replace VC in (1) with qVB + (1-q)VD (from 

(2)), at which point one can show via basic, though rather complex and messy, algebraic 

manipulation, that there is a probability r (where r = p/(1 + pq - q)) such that (3) VB = rVA + (1-

r)VD.  Thus, from (1) and (2) one can conclude that there must be some probability r such that 

one should rationally regard as equally good the prospect where one receives $1,000,000 per 

year for sure, and the prospect where one either receives $1,000,001 per year, with probability r, 

or $999,998 per year, with probability (1-r).   

 But then, next consider B, D, and E, where E is an outcome where one receives $999,997 

per year.  Since the gap between D and E is small, most would readily admit that continuity 

holds for B, D, and E, that is, that there must be some probability s such that (4) VD = sVB + (1-

s)VE.  But then, if one replaces VD in (3) with sVB + (1-s)VE (from (4) by the principle of 

substitution for equivalence) one can then show that there must be some probability t such that 

(5) VB = tVA + (1-t)VE.  Iterations of this reasoning lead to the conclusion that there must be 

some probability x such that (N) VB = xVA + (1-x)VZ, where Z, as above, is the outcome where 

one receives $0 per year.  But, by hypothesis, those who reject continuity in "extreme" cases 

deny (N).   
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 Note, from (1), (3), (5), and (N) we have that VB = pVA + (1-p)VC = rVA + (1-r)VD = 

tVA + (1-t)VE = xVA + (1-x)VZ.  But if we reject that VB = xVA + (1-x)VZ, then we know that 

we must choose between (a) continuity even in "easy" cases where there is very little difference 

between the middle outcome and the worst outcome, (b) the principle of substitution of 

equivalence, or (c) the axiom of transitivity.  Each of these choices seriously threatens our 

common understanding of the rational requirements for comparing and ranking outcomes.   

 Let us be clear how the preceding argument works.  I have shown that if we accept 

continuity for "easy" cases, where the gap between the certain "middle" outcome and the 

uncertain worst outcome is small, and we accept the principle of substitution for equivalence, 

then we can prove that there is a sequence of prospects, S1, S2, S3, ..., Sn-2, Sn-1, Sn such that 

for any two adjacent members of the sequence, Si and Sj, Sj is equivalent to Si.  That is, given 

that we accept continuity for the easy cases, we do not merely believe that Sj is not worse than 

Si, in Parfit and Broome’s sense of “not worse than,” rather, we believe that rationality requires 

us to regard Sj is at least as good as Si.  Yet, although we think Sn is at least as good as Sn-1, 

that Sn-1 is at least as good as Sn-2, ..., that S3 is at least as good as S2, and S2 is at least as 

good as S1, we may, like Vallentyne and others, reject continuity for “extreme” cases, and hence 

deny that rationality requires us to regard Sn is at least as good as S1.  Clearly, if this is our 

view, we are rejecting the axiom of transitivity. 

 By now it should be patently clear why our judgments about such a spectrum conflict 

with the axiom of transitivity.  It is because we think the relevant and significant factors for 

comparing certain members of the spectrum—those constituting “easy” cases—are different 

from the relevant and significant factors for comparing other members of the spectrum—those 

constituting “extreme” cases.  Specifically, it seems relevant to how we choose between 

competing alternatives whether or not what one stands to gain, or lose, if one chooses one 
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alternative or another is hugely significant or inconsequential.  If the difference in possible losses 

associated with two alternative choices is inconsequential, it may seem perfectly rational to let 

one’s assessment of those choices be determined solely by considerations of expected utility, as 

expressed by the principle of continuity; whereas if the difference in possible gains associated 

with two alternative choices is inconsequential, while the difference in possible losses associated 

with those same alternatives is hugely significant, it seems perfectly rational to allow one’s 

assessment of those choices to be determined at least partly by considerations other than 

expected utility, as expressed by the principle of continuity.   Given this, of course, we should 

expect our rational judgments along a spectrum of such choices to violate the axiom of 

transitivity, for the reasons given in Chapters Six and Seven.  As for many, of course, they do.   

 To be sure, most economists, game theorists, and decision theorists will deny that 

continuity should be rejected in "extreme" cases of the sort Vallentyne imagines.  Indeed, they 

will take the preceding argument as a reductio of the intuition in question, rather than as a threat 

to the axiom of transitivity, the principle of substitution of equivalence, or continuity even in so-

called "easy" cases.  But I suspect that there are many people whom they will have a hard time 

convincing that rationality requires that they be willing to trade the certainty of a full rich life for 

the prospect of a slightly better one, when doing so means taking some risk--no matter how 

small--that they would end up with a life of pain and misery.  Moreover, I believe there is strong 

reason to resist such a conclusion, even if this requires substantial revision in our understanding 

and assessment of expected utility theory and practical reasoning. 

8.4  Objections and Responses 

 In response to the preceding argument, some people defend the principle of continuity 

even in so-called "extreme" cases of the sort Vallentyne imagines.  One common response to my 

argument runs as follows. 
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 Many of us believe that we currently have full, rich, lives.  Yet we will make a left turn 

across a busy street to save $1 in filling our car with gas.  Likewise, we'll leave a hotel and cross 

busy intersections to save a few dollars on the cost of a meal.  These actions, and countless 

similar ones that we routinely make, seem perfectly rational.  Yet, in such cases, we seem 

perfectly willing to risk a full, rich, life for the sake of a slight gain.  Moreover, though small, the 

probability of risk to life and limb is still much greater in such cases than the probability of risk 

that the principle of continuity would require us to accept in "extreme" cases, since that 

probability, recall, might be inconceivably small.  Thus, it is argued, if, as most believe, our 

actions in such cases are not irrational, one cannot criticize the principle of continuity for 

requiring us to be willing to take vastly smaller risks in cases where the potential gains are 

similarly slight. 

 This response is initially plausible, but it should, I think, be questioned.  First, it might be 

claimed that our actions in such cases are not, in fact, rational, if the cases are truly as described.  

That is, if the best way of understanding them truly is in terms of our putting full rich lives at 

risk merely for the sake of insignificant gains.  But setting such a response aside, one might note 

that it is one thing to grant that such actions might be rationally permissible, quite another to 

maintain that they must be rationally required.  Thus, it is one thing to maintain that it is not 

irrational to risk great personal harm for the sake of a slight gain if that is what one most wants 

to do, it is quite another to maintain, as the principle of continuity does, that rationality requires a 

willingness to accept some small probability of great harm--no matter how great--for the 

possibility of a slight gain--no matter how slight.  The former may seem plausible for reasons 

that do not support the latter. 

 Second, the real-world cases this response appeals to are not analogous to the possible-

world "extreme" case where, I claimed, continuity fails.  In my "extreme" case I am supposed to 
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trade-off the certainty of a full rich life for the prospect of a slightly better one, when doing so 

means taking some risk--no matter how small--that I would end up with a life of pain and 

misery.  In the real-world cases there is no certainty of a full rich life if we don't adopt the more 

risky alternative.  If I turn into the gas station on my right, instead of the one on my left, I may 

be hit by a car foolishly passing on the right.  If I stay in the hotel, I may break my neck 

tumbling down the escalator, or die of a heart attack from eating the richer food.  It is one thing 

to trade off between different pairs of risky alternatives, preferring one risky alternative with a 

slightly higher payoff to another less risky alternative with a slightly lower payoff.  It is another 

matter altogether to trade the certainty of a high payoff, for the probability of a slightly higher 

one, if there is also a probability, however small, of a much worse outcome.   

 Third, and most important, my example involves a unique, once-in-a-lifetime opportunity 

to guarantee a full, rich, lengthy life with $1,000,000 per year.  The decision whether to risk 

turning left across a busy street, or crossing several busy intersections to save a few dollars, is 

not analogous.  We are constantly confronted by such decisions, where, at best, adoption of the 

cautious alternative merely increases the probability of temporarily preserving the status quo.  

Moreover, and this is the key point, because of the pervasive contingencies of human existence, 

in general, an inability or unwillingness to expose oneself to slight increases in risk will result in 

a crimped, impoverished, life.   

 In saying that one is not being irrational in crossing a busy street for the sake of a few 

dollars, one is acknowledging the rationality of a certain kind of desire, disposition, or lifestyle.  

Our judgment reflects a global judgment of the actor, and of the kind of life he has chosen to 

live.  We view the act as the kind of act that rational agents typically do, and precisely because 

they have good reason to be disposed to do such acts.  One could minimize one's risks by never 

venturing out, never meeting others, never eating foods that you have not grown yourself, and so 
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on.  But such a life would be lacking in much of what makes human life valuable.  We judge the 

life of someone who engages the world as more valuable,7 even if more risky.  Correspondingly, 

we regard someone as rational in developing and acting in accordance with those desires and 

dispositions that promote the more valuable life.  Crossing busy streets is the kind of activity that 

rational people do.  It involves some increase of risk to the status quo, but the alternative to 

taking such risks is to preserve a status quo that is not nearly so worth preserving. 

 In sum, in my example, one has a momentous once-in-a-lifetime choice where a risk 

avoider can guarantee a tremendously valuable life.  In the apparent counterexamples, one's 

choice is of a kind frequently confronted, where to be a risk avoider regarding such actions is 

almost certain to lead a crimped existence.  The examples are not analogous.  Our judgment that 

a rational person might choose the riskier alternative in the latter case, clearly does not support 

the judgment that a rational person must choose the riskier alternative in the former case. 

 There is a second objection to apparent counterexamples to continuity.  Recall that 

continuity merely requires that for any alternatives where we prefer A to B, and B to C, there 

must be some p, such that we should be indifferent between X, the alternative where we receive 

B for sure, and Y, the alternative where we receive A with probability p, or C with probability 1-

p.  In particular, p can be as close to 1 as one likes, so the probability of the undesirable outcome 

(1-p) can be as close to 0 as one likes.  For example, as Derek Parfit likes to colorfully put it, the 

probability of C could be as small as .000 ... 001, where the total number of zeros equaled the 

number of atoms in the universe.8  But, it is argued, we can't possibly accurately imagine 

probabilities this small.  Correspondingly, for "extreme" cases we should trust theory over 

intuitions.  Since our theory--expected utility theory in general, and the principle of continuity in 

particular--seems acceptable for the "easy" cases, where our intuitions seem well-grounded, we 
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should also accept it for the "extreme" cases, where its judgments may seem counterintuitive, but 

our intuitions cannot be trusted. 

 The idea here might be illustrated as follows.  Imagine that there is an urn containing 

some number of white and red balls.  We will receive A if a white ball is randomly selected from 

the urn, C if a red ball is.  If we know there are five white balls and five red balls, we may be 

fairly good at intuitively judging the probability that we shall select a red ball.  Similarly, if there 

are nine white balls and one red ball, or perhaps even 99 white balls and one red ball.  But if we 

are told that while there is only one red ball, the number of white balls is a billion, or a zillion, or 

equal to the number of atoms in the universe, there is no way we can accurately "intuit" our 

probability of randomly selecting a red ball.  Thus, we cannot trust our intuitions about such 

cases--which are precisely the kind of "extreme" cases where continuity allegedly fails. 

 This objection raises a legitimate worry.  Our intuitions are not finely calibrated to reflect 

extremely small, or large, probabilities.  Thus, in "extreme" cases, we will inevitably attach 

either greater or less intuitive weight than we should to the likelihood of the worst outcome 

occurring.  It is, however, slightly ironic that one might turn to this kind of defense to defuse our 

strong intuitive reactions to such cases.  Since, typically, the greater danger lies in people 

underestimating the probability of a terrible outcome occurring, rather than in their 

overestimating the probability of such an outcome.  Humans are notorious for treating a very 

small chance of a bad event happening as if there were no chance of it happening.  This is a 

grave mistake.  Of course, it is a mistake that most individuals will get away with most of the 

time.  Still, as Derek Parfit writes, for reasons he amply presents, "when the stakes are high, no 

chance, however small, should be ignored."9 

 In the extreme case of the offered counterexample to continuity, an inflated estimate of 

the probability of the worst outcome may lead me to choose X, where I receive B for sure, rather 
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than Y, where I receive A with probability p or C with probability 1-p.  As the example was 

described, this would almost certainly cost me an extra dollar a year, and an ever-so-slightly 

fuller and richer life than I would have led had I chosen B.  This slight difference in the quality 

of my life, caused, let us now suppose, by our inflated estimate of C’s probability, may be a 

source of rational regret, but it won't be of much significance. 

 Suppose, on the other hand, that we underestimate C’s probability.  Impressed by C’s 

extreme unlikelihood, we decide as if there were no chance of C’s occurring and, on this basis, 

we choose Y rather than X.  Unfortunately, we are the victims of bad luck of truly cosmic 

proportions, and we end up with a life of pain and misery rather than the full, rich, life with 

$1,000,000 per year that we would have been guaranteed had we chosen X.  Here, it seems, our 

underestimation of C’s probability could be the source of tremendous rational regret.   

 Of course, defenders of continuity might deny this.  They might insist that we can only 

rationally regret our miscalculation of C’s probability, and the corresponding difference in 

expected utility between X and Y, not the tremendous difference in actual outcome that our 

miscalculation led to because of horrendous bad luck.  But this is precisely what some opponents 

of continuity in extreme cases will deny.  They may insist that if we can effectively guard against 

horrendous bad luck at very little cost to our well-being, and we fail to do so, then our choice is 

open to serious rational regret.  Indeed, strong opponents of continuity might even claim that in 

such circumstances our choices would be open to serious rational criticism.  On such a view, not 

only wouldn’t rationality require us to choose in accordance with expected utility, in such 

circumstances, it would preclude us from doing so.   On the stronger position, one couldn’t avoid 

rational criticism, if the disastrous outcome ensued, merely by correctly pointing out that the bad 

outcome only occurred because of horrendous bad luck.  Though true, the disastrous result could 

have been completely guarded against at virtually no cost.   
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 So, acknowledging that we are intuitively incapable of accurately assessing extremely 

small, or large, probabilities, does not yet support the conclusion that we must accept continuity 

for "extreme" cases as well as "easy" cases.  We may judge that the dangers of underestimating 

the probability of the worst outcome far exceed the dangers of overestimating its probability.  

Such a judgment would provide direct grounds for rejecting continuity in extreme cases, one not 

based on our intuitive calculation of the expected utilities of X and Y.   

 Note, by the axioms of expected utility theory, our intuitive calculation of the expected 

utilities of X and Y must either support the principle of continuity or be mistaken.  But this is not 

an argument against our intuitions about "extreme" cases, since those cases are being offered as a 

challenge to the axioms of expected utility theory.  Appealing to the axioms of expected utility 

theory doesn't refute such a challenge, it merely begs the question against it. 

 In thinking about the rationality of one's choice where probabilities are involved, it is, I 

think, useful to consider cases where that choice would be made repeatedly.  Imagine, for 

example, that I am a benevolent leader of a large population.  I am going to urge on my fellow 

citizens a principle of choice that each will follow.  If they choose X, they will each receive B--

$1,000,000 per year and a full, rich, life.  If they choose Y, they will either receive A--

$1,000,001 per year and an ever-so-slightly fuller, richer, life, or C--a life of pain and misery.  

Suppose first that if they choose Y, the odds of C are only one in a million.  If there are a million 

people who will follow my advice I would urge each to choose X.   I know that with a million 

people choosing, the odds are great that one of them would end up with C if each chose Y.  

Thinking of my fellow citizens as I might members of my own family--remember, I am a 

benevolent leader--I much prefer the outcome where each of them is guaranteed B, to the 

outcome where virtually every one has A, but one ends up with C.  In accordance with the kinds 

of reasoning evidenced in Chapters Two through Five (by, for example, the Second Standard 
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View, the Third Standard View, View Three, and the Minimize Great Additional Burdens View), 

it won't seem worth it to me to trade off an incredibly huge loss for one, for the sake of tiny gains 

for many others, even for almost a million others.   

 What if instead of one in a million, the odds are one in a billion, or one in a zillion, or one 

in the number of atoms in the universe?  To be sure, these are inconceivably large numbers.  But 

if I imagine the size of the population increasing proportionally, so that the number of my fellow 

citizens who will follow my advice is a billion, or a zillion, or equal to the number of atoms in 

the universe, then my advice would be the same.  I would urge each to choose X, knowing that if 

each chose Y, the odds would be high that one of them would end up with a life of pain and 

misery. 

 In considering this position, it may help to recall our earlier discussion of the Repugnant 

Conclusion, and the Lollipop for Life case.  I believe that the response people make against 

trusting our intuitions about continuity in "extreme" cases is the same kind of response total 

utilitarians make to the problem of aggregation.  But few people are willing to "bite the bullet" 

and accept the total utilitarian's response to the Repugnant Conclusion and the Lollipop for Life 

case.  And I believe they are right not to do so.  Similarly, I believe one should reject such a 

response to my claims about continuity. 

 Just as I think one cannot trade off between lollipops and lives, so I think one cannot 

trade off between tiny increases in well-being for many, and an immense loss in well-being for 

one.  On my view, well-being is not aggregative in the way it would need to be for me to urge 

my fellow citizens to choose Y.  Just as I think the moral value of a human life exceeds any 

number of lollipop licks, so I think no matter how large the population might be, the outcome in 

which everyone has B--$1,000,000 per year and a full, rich, life--is better than the outcome in 
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which everyone has A--$1,000,001 per year and an ever-so-slightly fuller, richer, life--except, 

regrettably, for one person who has C--a life of pain and misery.   

 Similarly, imagine that I am to live a large number of lives successively.  Each life will 

be confronted with the choice between X and Y, and I must adopt a principle of choice for each 

of my future selves.  If the number of my future selves was large enough that the odds were high 

that even one of them would end up with C if they each chose Y, then I would want each to 

choose X.  I realize that this would cost each of an innumerably large number of future selves a 

small amount of well-being (equal to the difference between A and B), but I think that that 

would be a cost well worth innumerable future selves bearing, to prevent one of my future selves 

having C rather than B.  Here, as before, I think the tiny differences between A and B don't 

aggregate as they would need to to outweigh the difference between B and C.   

 So we find ourselves in familiar territory.  Unless one is willing to bite the bullet 

regarding the problem of aggregation, one has good reason to recommend X rather than Y to 

innumerable citizens, or future selves, confronting that choice.  But this suggests it may be 

rational to choose X rather than Y for oneself.  Though the risk of ruining one's life might be 

small, it may not be worth taking, for the rough equivalent of a few extra licks of a lollipop.  

 In sum, there remains reason to doubt the principle of continuity for "extreme" cases.  

But, as we have seen, if one rejects the principle of continuity in certain "extreme" cases, then 

expected utility theory is deeply problematic.  One cannot simply assume that expected utility 

theory may only fail in rare "extreme" cases, but will work fine for the vast majority of "normal" 

cases.  To the contrary, if one rejects the principle of continuity in certain "extreme" cases, then 

one must reject continuity even in the "easy" cases for which it seems most plausible, reject the 

axiom of transitivity, or reject the principle of substitution of equivalence. 
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 To give up the principle of continuity even for easy cases would have radical 

implications for practical reasoning.  But so, too, would giving up the axiom of transitivity or the 

principle of substitution of equivalence.  Indeed, I suspect the implications of any of these moves 

would be so great, that many people will be tempted to reject the position causing all the trouble-

-namely the view that continuity should be rejected in certain "extreme" cases.  I am tempted to 

this view myself, but for reasons indicated here, and in previous chapters, this, too, I find deeply 

problematic.   

Part Two:  Reassessing a Familiar Anti-abortion Argument* 

8.5  Another Spectrum Argument--From Infant to Zygote 

 In her classic article, "A Defense of Abortion," Judith Thomson quickly summarizes and 

dismisses a standard conservative argument against abortion.  She writes: 

 We are asked to notice that the development of a human being from 

conception through birth into childhood is continuous; then it is said that ... to 

choose a point in this development and say "before this point the thing is not a 

person, after this point it is a person" is to make an arbitrary choice, a choice for 

which in the nature of things no good reason can be given.  It is concluded that 

the fetus is, or anyway that we had better say it is, a person from the moment of 

conception.  But this conclusion does not follow.  Similar things might be said 

about the development of an acorn into an oak tree, and it does not follow that 

acorns are oak trees, or that we had better say they are.  Arguments of this form 

are sometimes called "slippery slope arguments"--the phrase is perhaps self-

explanatory--and it is dismaying that opponents of abortion rely on them so 

heavily and uncritically.10 
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 Following Thomson, and many others, I have long thought the argument in question a 

bad argument.  In charitable moods, I described it as weak; more commonly, I disparaged it as 

silly.  Like Thomson, I believed the argument was exactly as strong, and hence as weak, as those 

line-drawing arguments purporting to prove that acorns were oaks, heaps of sand were the same 

as grains, and hairiness was the same as baldness.  However, I now think I was deeply mistaken.  

In fact, I now think that if it is presented carefully, the conservative argument is an extremely 

strong argument.  If I am right, then it is hardly “dismaying” that opponents of abortion have 

relied on such an argument so “heavily and uncritically.”  Indeed, what is “dismaying” is that 

defenders of abortion have dismissed the argument in question so lightly and uncritically.   

 To illustrate this, I will first detail one version of the conservative argument.  I will then 

show how reflections on this argument naturally raise questions about the consistency of certain 

plausible views with the transitivity of the “all-things-considered better than” relation.  Next, I 

will consider an objection to the argument that seemingly removes the threat to transitivity.  

However, I will argue that the argument can be revised to meet the objection, as long as 

transitivity holds. 

8.5  A First Pass at the Conservative’s Argument 

 I begin with some background.  Suppose John decides that Jim's dying would be better 

than Joe's.  When asked why, he notes that Jim is taller, heavier, hairier, is missing a leg, has 

blue eyes rather than brown, etc.  Many believe that, by themselves, such purely physical 

differences are morally irrelevant.11  They think that the moral demands of impartiality or 

equality preclude our attaching greater value to one being over another on the basis of purely 

physical differences.  Next, suppose that John defends his preference by pointing out that Joe is 

smarter, more musical, has a better memory, more complex beliefs, more developed desires, etc.  

Once again, many believe that, by themselves, such psychological differences provide no reason 
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at all to attach greater value to Joe's life than Jim's.  To be sure, our confidence in the "equal 

worth" of all human beings might be shaken if the psychological gaps were enormous--if, 

perhaps, Jim lacked consciousness, or most of the capacities we regard as distinctively human.  

But, in general, we do not attribute individual moral worth on the basis of psychological 

differences that lie within a normal, and fairly large, range.   

 The first version of the conservative argument can now be put as follows.  Assume the 

death of A270 would be very bad, where A270 is a newborn infant.  More particularly, assume 

that for moral, and not merely cultural, reasons infanticide should be treated as roughly on a par 

with murder.12  Then consider the fetus one day before birth, A269.  Since human development 

is a gradual process from conception until death, presumably there are physical and 

psychological differences between A270 and A269.  However, these differences are very slight.  

Such physical and psychological differences will be insignificant compared to those obtaining 

between Jim and Joe as imagined above.  Correspondingly, since the relatively large physical 

and psychological differences between Jim and Joe give no reason at all to value Joe's life more 

than Jim's, it seems the much smaller physical and psychological differences between A270 and 

A269 lack moral significance.  That is, we admit that there are small differences between A270 

and A269, but we deny that they are morally relevant to our assessment of the value of the two 

lives.  Thus, considered by themselves, A269's death would be as bad as A270's, all things 

considered.   

 It is clear how the argument runs from here.  A268 is compared with A269, A267 with 

A268, and so on.  Eventually, one is comparing A1, the newly fertilized ovum, with A2, the one-

day old zygote.  With each comparison, there will be some physical or psychological differences, 

but these differences will lack moral significance.  Specifically, at any stage of its development, 

we should be morally indifferent between the death of an embryo or fetus at that stage, and the 
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death of the embryo or fetus one day later.  Considered just by themselves, there would be no 

morally relevant reasons to think the latter outcome worse than the former.   

 So, the argument is that, the “all-things-considered better than” relation, A269's death is 

as bad as A270's, A268's death as bad as A269's, A267's as bad as A268's, ..., and A1's as bad as 

A2's.  But, then, the transitivity of the “all-things-considered better than” relation entails that 

A1's death must be as bad as A270's.  The death of the newly fertilized ovum is as bad as the 

death of a newborn infant. 

 Importantly, this argument does not hinge on the obviously false claim that A270 is 

identical to A269, A269 identical to A268, ..., and A2 identical to A1, in order to ground, via 

transitivity and Leibnitz's Law13, the dubious claim that if A270 is a person then A1 is a person, 

or "anyway that we had better say it is."  To the contrary, the argument clearly recognizes that 

there are small physical or psychological differences between adjacent members of the spectrum 

from A270 to A1.  The key to the argument is simply the plausible premise that the differences 

between adjacent members of the spectrum are not morally significant.  That is, differences 

between adjacent members of the spectrum are not large enough, or the right kind of differences, 

for the adjacent members to have a different moral status.  It is this, quite plausible, premise that, 

combined with transitivity, yields the conservative's conclusion that the fertilized ovum's moral 

status must be the same as the infant's.  Thus, the conservative might insist that if we should treat 

an infant as a person, we should also treat a fertilized ovum as we would a person--because the 

two have the same moral status.  But, this is not the same as claiming that if the infant is a 

person, then the fertilized ovum is too.  (Perhaps we should treat an advanced Dolphin as we 

would a person, that doesn't mean that an advanced Dolphin actually is a person.14) 

8.6  A Response to the Conservative’s Argument 
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 One obvious response to the conservative’s argument would be to dispute the argument's 

key premise that the physical or psychological differences between adjacent members of the 

developmental spectrum are of no moral significance, where for these purposes any members of 

the spectrum that are one day apart, or less, are counted as “adjacent.”  This response might be 

put as follows.  

 Grant that there is a spectrum from fertilized ovum to infant such that the physical or 

psychological differences between adjacent members of the spectrum are smaller, in absolute 

terms, than the physical or psychological differences between Jim and Joe.  Still, such 

differences can have moral weight when comparing embryos or fetuses, even if they lack moral 

weight when comparing adult humans.15  Specifically, although, phenomenologically, it seems 

that for any stage of development, we should be indifferent between the death of that stage, and 

the death of the stage obtaining just one day later, in fact, the small differences in development 

must have some moral significance.  Unfortunately, the moral significance is so small as to be 

intuitively imperceptible, and this explains our willingness to mistakenly accept the claim that, 

considered just by themselves, we should be morally indifferent between whether an embryo or 

fetus dies one day earlier or later.   

 On this view, an entity's moral status is a function of, or supervenient on, its natural 

characteristics in such a way that even small, seemingly trivial, differences in natural 

characteristics can make a difference to an entity's moral status.  But, not surprisingly, if the 

natural differences are small enough, the difference in moral status will not be intuitively 

noticeable.  This explains how the key premise of the conservative's argument can seem so 

plausible, yet still be false.  

 The crux of this response is to argue that A270’s death really is worse than A269's, 

though, unfortunately, imperceptibly so.  Similarly, A269's death is imperceptibly worse than 
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A268's, A268's is imperceptibly worse than A267's, and so on.  This, then, explains the widely-

held judgment that A270’s death is clearly worse than A1’s.  After all, together, a series of small 

imperceptible changes can add up to a quite significant, and easily perceptible, change.16  So, 

just as a sequence of relatively small developmental changes from A1 to A270 eventually results 

in major physical and psychological differences, a sequence of imperceptible changes in moral 

status from A1 to A270 eventually results in major differences in moral significance between the 

death of a fertilized ovum and the death of an infant. 

 The preceding seems to support both transitivity and the view that an infant's death is 

much worse than a fertilized ovum's.  Ultimately, however, I think such a response is insufficient 

to defeat the conservative’s position; for, as we shall see next, the conservative's argument can 

be recast to avoid this response.   

8.7  A Revised Version of the Conservative’s Argument17 

 Suppose one grants that the moral status of an embryo or fetus is constantly changing 

throughout development.  So, we suppose, even for adjacent members of the spectrum from 

A270 to A1, the death of the later member will in fact be worse than the death of the earlier one.  

Still, it seems clear that the difference in moral status between adjacent members of the spectrum 

is relatively slight.  Indeed, it is so slight that, at first blush, at least, it is intuitively 

imperceptible.  This is why we thought, wrongly we are now supposing, that A269’s's death is as 

bad as A270's.   

 But, then, let us not simply compare A270's death to A269's.  Let us compare A270's 

death to the combination of A269's death and another event that is perceptibly bad; one, let us 

say, that is clearly of some significance, though still relatively minor.  Suppose, for example, that 

one of two outcomes will occur.  If A270* occurs, a particular individual will die as a newborn 

infant, but there will be no other bad consequences.  If A269* occurs, the same individual will 
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die one day before birth and, in addition to this, a student in a class will be accidentally misled 

about the timing of an exam.  This will result in the student failing, ultimately causing both her 

and her parents significant aggravation and worry.  Which outcome, if either, would be better, 

A270* or A269*?   

 Considering the death of the individual by itself, there is little reason to prefer A270* or 

A269*.  As noted previously, most would intuitively think that there is no difference between the 

moral status of the individual's death in A270* or A269*.  But even granting, for the sake of 

argument, that the individual's death would be better in A269* than A270*, since the extent to 

which it is better is so slight as to be (normally) imperceptible, it seems we should grant that 

A270*--which is clearly better than A269* with respect to the plight of the student and her 

parents--would be better than A269*, all things considered.  The moral loss involved in 

postponing the individual's death by one day--assuming there is any--would be more than offset 

by the moral gain involved in the student's not being misled about the exam.    

 Next compare A268* with A269*.  A268* stands to A269* as A269* stands to A270*.  

Specifically, A268* involves the death of the fetus one day earlier than would occur in A269*; it 

also involves the same student being misled with the same consequences as would occur in 

A269*, together with a second student being misled with analogous consequences.  All things 

considered, A269* would be better than A268*.  Grant, if one wants, that the death of the fetus 

in A269* would be slightly--even if imperceptibly—worse than its death in A268*.  Still, if the 

same fetus is going to die anyway, and it is just a question of whether it is one day earlier or 

later, there is precious little to choose between A269* and A268* on that account.  On the other 

hand, A269* is clearly better than A268*, in terms of its sparing one student and her parents 

significant aggravation and worry.   So here, as before, it seems the moral loss involved in 
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postponing the fetus's death by one day--assuming there is any--would be more than offset by the 

moral gain involved in avoiding the extra aggravation and worry.   

 It is clear how this argument proceeds.  A267* is compared with A268*, A266* with 

A267*, and so on.  Eventually, A1* is compared with A2*.  With each comparison the earlier 

member of the spectrum stands to the later one as A269* stands to A270*, and A268* stands to 

A269*.  With each comparison the extent to which the earlier member of the spectrum is clearly 

better than the later one outweighs the extent to which it is (imperceptibly) worse.  

Correspondingly, it appears that, all things considered, A270* is better than A269*, A269* 

better than A268*, ..., and A2* better than A1*. 

 Suppose we accept the pairwise rankings of the spectrum from A270* to A1*.  The 

transitivity of the “all-things-considered better than” relation then entails that A270* is better 

than A1*.  But, for many, this is hard to accept.  A270* is an outcome involving the death of a 

newborn infant.  A1* is an outcome involving the death of a fertilized ovum, together with the 

aggravation and worry of 270 students and their parents.18  I think A270* is much worse than 

A1*, and I think most people share this view.   

 One can see how this revised argument might support the conservative's position.  Most 

believe that human life is enormously valuable.  It is so valuable that the sort of aggravation and 

worry that accompanies failing an exam--however real and significant in its own way--counts as 

virtually nothing in comparison with a human life.  So, the fact that 270 (or 2700!) students and 

their parents might suffer aggravation and worry gives us very little reason to think A1* worse 

than A270*.  Correspondingly, the only reason we might think A1* worse than A270* is if we 

thought the death of the fertilized ovum was as bad, or at least almost as bad, as the death of the 

infant.  If we thought that, then we might think the extra aggravation and worry could "break the 

tie" or "tip the balance" between two alternatives that were otherwise virtually on a par.  I 
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suggest, then, that if transitivity commits us to the view that A1* is worse than A270*, we 

should admit that the moral status of a fertilized ovum is (roughly) on a par with that of a 

newborn infant.   

8.9  Assessing the Revised Conservative Argument 

 Some anti-abortionists will readily accept the revised conservative argument.  Still, 

many, including most pro-choice advocates and even some anti-abortionists, believe that 

considered just by itself, the death of a day old zygote is far better than the death of a newborn 

infant.  Those sharing this view must respond to the recast version of the conservative's argument 

in one of several ways.   

 First, one might accept the conservative’s claim that A1* is worse than A270*, but deny 

that this shows that a day old zygote must be enormously valuable.  In particular, one might deny 

the assumption that the aggravation and worry suffered by 270 students and their parents as a 

result of the 270 students accidentally failing an exam would be relatively insignificant in 

comparison with the death of a newborn infant.  One might do this by contending that the death 

of a newborn infant is not nearly as significant as the conservative’s argument assumes, or that 

the aggravation and worry suffered by the students and their parents is of much greater 

significance than the conservative’s argument assumes, or by some combination of the two.  

Clearly, if the death of a newborn infant isn’t very significant, or if the aggravation and worry 

suffered by the students and their parents is of “sufficiently” great significance, then A1* could 

be worse than A270* even if the death of a day old zygote wasn’t very significant.   

 This response merits consideration, since it is arguable that most people do “overvalue” 

the life of a newborn infant.  Still, for those who believe that the extraordinary value of a human 

life doesn’t really obtain until, say, the age of two, the conservative could run a version of the 

argument in order to establish that in fact the life of a one year old must also have extraordinary 
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value, even if it is a bit less than that of a two year old.  And then he might rerun the argument 

twice to establish first, that the newborn must also have tremendous value, even if a bit less, than 

the one year old, and then, that the one day zygote must also have great value, even if a bit less 

than the newborn.  To be sure, such an argument would be somewhat diluted relative to the 

original argument, but it would almost certainly be enough to challenge the view of many pro-

choice advocates that the death of a one day zygote is, by itself, morally innocuous.   

 In any event, though it merits consideration, ultimately, I think most would find the 

response in question unpersuasive.  In the first place, one cannot “devalue” the significance of a 

newborn’s death too much, without undermining the view that considered just by itself, the death 

of a day old zygote is far better than the death of a newborn infant.  But this view, which I share, 

is the starting point of those opponents of the conservative’s argument whose position I am 

currently considering.  More specifically, even if there is a tendency to “overvalue” a newborn’s 

life, most participant’s in the abortion debate accept the view that the death of a newborn infant 

is of great moral significance, what they dispute is whether the death of a zygote or early fetus is 

of similar moral significance.19  For most people, then, defeating the conservative’s argument by 

significantly deflating the importance of the infant’s death will not be a plausible option.   

 By the same token, I am skeptical about how much one can plausibly “inflate” the 

disvalue of the aggregate aggravation and worry suffered by 270 students and their parents.  Put 

simply, though each individual student and his or her parents might suffer genuine aggravation 

and worry as a result of the student’s accidentally failing an exam, most people would regard 

such suffering as utterly trivial in comparison with the loss of an infant’s life.  In addition, 

reflecting a position like the Minimize Great Additional Burdens View, most people would agree 

that 270 individually separate instances of such suffering would not add up, in the way they 

would need to, to largely offset the loss of an infant’s life.  Ultimately, then, I think most people 
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would accept the conservative’s assumption that the aggregate aggravation and worry suffered 

by 270 students and their parents as a result of the 270 students accidentally failing an exam 

would be relatively insignificant in comparison with the death of a newborn infant.  Moreover, I 

think they would be right to do so.  Hence, we should look elsewhere for a rejoinder to the 

conservative’s argument.   

 Second, one might deny the conservative’s premise that there is no perceptible difference 

between the moral status of the fetus on a day to day basis, and so contend that even intuitively 

there will be one or more adjacent members of the spectrum where the extra day’s development 

will clearly make a larger moral difference to the goodness of the outcome than the aggravation 

and worry suffered by one extra student and her parents as a result of the student accidentally 

failing an exam.  On this view, we will actually be able to point to particular pairs, like A249* 

and A250*, or A26* and A27*, and see clearly see that the earlier member of the spectrum is 

better than the later one.  Correspondingly, there will be no argument, via transitivity, that 

A270* is better than A1*, and the conservative’s argument that the moral status of the day old 

zygote must be comparable to that of the newborn infant will have been defeated.   

 This response would obviously work, if it were defensible.  But I doubt that it is.  At 

least, I doubt that it works now, as an empirical claim, about what we do intuitively perceive 

regarding the spectrum from zygote to infant.  Many of us “see” a clearly perceptible, and large, 

difference between the moral status of a one day old zygote and a newborn infant.  Of course, if 

the conservative’s argument is right we are mistaken about this, and we are suffering some form 

of moral illusion, but that need not concern us here.  The point is that, for now anyway, there 

simply isn’t any n such that we “see” a perceptible difference between an n day old fetus, and an 

n+1 day old fetus.  If I know that a zygote will die at day one or day two, from a perceptible 

intuitive standpoint both seem virtually morally indistinguishable, and similarly if I know that a 
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fetus will die at day 47 or day 48, at day 152 or 153, or at day 249 or 250.  To be sure, I can tell 

myself that since fetuses develop on a daily basis, there must be some daily change in their moral 

status, and so infer, perhaps, that the death of a day older fetus must be morally worse than the 

death of a day younger fetus.  But, intuitively, I don’t actually perceive a difference in the moral 

significance of the two.  Correspondingly, it really does seem, intuitively, that if the fetus is 

going to die for sure anyway, it doesn’t matter much whether it dies one day earlier or later, and 

that if its dying one day earlier would be correlated with an extra student and her parents 

suffering the aggravation and worry associated with the student’s accidentally failing an exam, 

then it would be better, all things considered, for the fetus to die one day later.  It seems, then, 

that the conservative’s premise that there is no perceptible difference between the moral status of 

the fetus on a day to day basis, is on firm empirical ground. 

 The preceding suggests two related responses one might give to the conservative’s 

argument.  One might grant that, empirically, there is no n such that we actually perceive a 

difference between the moral status of an n day fetus and that of an n+1 day fetus.  Still, one 

might contend that this just reflects our ignorance of the details of fetal development, coupled 

with the fact that the fetus develops largely outside of our empirical experience.  Thus, it might 

be contended, if we better understood the significant fetal development that occurs on a daily 

basis, and perhaps more directly interacted with fetuses, so that we could experience and 

appreciate the development that does occur daily, we would perceive morally significant 

differences of sufficient magnitude between at least some n day old fetuses and some n+1 day 

old fetuses, such that we would no longer regard A(n+1)* as morally better than An*.  If this 

counterfactual were true, of course, it would undermine the conservative’s argument.   

 Alternatively, one might concede that no matter how detailed and intimate our knowledge 

of fetal development might be, our moral “antennae” are not sufficiently sensitive to detect a 
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significant moral difference between an n day old fetus and an n+1 day old fetus.  Nevertheless, 

one might contend, this might just reflect a shortcoming in our moral antennae, which may be 

well-suited for detecting certain kinds of morally relevant factors, but less well-suited for 

detecting other kinds of morally relevant factors.  On this view, there may be some n’s such that 

the morally relevant difference between a fetus of n+1 days and one of n days is significantly 

greater than the morally relevant difference between an extra student and her parents suffering 

aggravation and worry, even though we are only “attuned” to the latter difference, so the former 

is imperceptible.  This view, like the preceding one, grants the conservative’s claim that 

intuitively, for each n, A(n+1)* will seem better than An*, but it denies that we should trust our 

intuitions about this matter.   

 I believe each of the two responses just noted merits consideration.  Indeed, either might 

be right.  But I confess that were I an advocate of the conservative’s argument I’d find them less 

than compelling.  Rather than showing that the conservative’s argument is mistaken, they 

express the conviction that the conservative’s argument must be mistaken.  They do this by 

contending that we cannot trust the widely-held intuitions that underlie the conservative’s 

position, and speculating, more or less as articles of faith, that if only we had better empirical 

data or more “accurate” moral antennae we would see that the conservative’s fundamental 

premise, that for each n, A(n+1)* is better than An*, is mistaken.  This might be true, of course, 

but it might not.  Understandably, then, the conservative might believe that she has offered a 

powerful argument in favor of her position that has not been refuted, and that given this she is 

warranted in maintaining her position.  Indeed, I suspect that the conservative might charge her 

opponents with wishful thinking, and contend that such responses hardly rise to the level of an 

argument, depending as they do on speculative articles of faith that rest on the question-begging 

presupposition that the conservative’s conclusion, and hence her argument, must be mistaken.   
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 Before going on, let me explore the first of the two preceding responses a bit further.  

Presumably, one might contend that there is some special feature, such as the capacity for self-

consciousness, which underlies the significant difference between the moral status of a one day 

old zygote and a newborn infant, and it is possible that advances in neural science might reveal 

that in fact there might be a given day of synaptic development such that on day n the fetus does 

not have self-consciousness, but on day n+1 it does.20  It might then be claimed that the death of 

an n day old fetus might be insignificant, while the death of an n+1 day old fetus might be 

hugely significant, and thus, contrary to the conservative’s underlying premise, the death of the 

fetus on day n together with the aggravation caused to a student and her parents due to her failing 

an exam would be better than the death of the fetus on day n+1.   

 In response to such a position, the conservative might offer several considerations.  First, 

the conservative might claim that such a position is empirically dubious.  Specifically, it might 

be doubted that self-consciousness is an all or nothing phenomenon that arises in one day.  

Rather, it might be claimed that self-consciousness is a complex psychological phenomenon that 

can be a matter of degree, and that it almost certainly develops, and deepens, over a period of 

weeks and months along with underlying neural developments in the fetus’s brain.   

 Second, it might be denied that the value of a newborn infant rests principally on any 

single property or capacity, even one as significant as the capacity for self-consciousness.  

Instead, it might be claimed that the value of a newborn rests on a host of complicated 

psychological properties and capacities that develop during different periods from the time of 

conception to the time of birth.  Hence, even if there is one significant difference between the 

fetus at day n, and the fetus at day n+1—say, in terms of its capacity for self-consciousness--

there will be so many other significant similarities that develop at different rates—say, in terms 

of its capacity to respond to stimuli, or to feel hunger, pain, comfort, or pleasure—that the 
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overall value of the fetus at day n, and day n+1 will be substantially similar, so that in fact the 

death of the fetus on day n+1 would still be better than the death of the fetus on day n, together 

with the aggravation caused to a student and her parents due to her failing an exam.   

 Third, even if the conservative granted that there might be a single crucial day of 

development, such that before that day the fetus lacked a special feature, like the capacity for 

self-consciousness, but after that day it possessed that feature, the conservative might then deny 

that the possession of the capacity itself could ground a hugely significant difference in the value 

of the two entities.  After all, presumably there would have been an enormous amount of 

physical and psychological development preceding the crucial day, such that with but one more 

day of normal neural development the fetus would have the special capacity for self-

consciousness.  Surely, the conservative might argue, any fetus that has developed to that degree, 

such that it is within one day of possessing self-consciousness, must be almost as valuable an 

entity as the entity that actually possesses self-consciousness, and the loss of such an entity, but 

one day away from being self-conscious, must be almost as tragic as the loss of the entity one 

day later, when it actually has the capacity.   

 Here are two analogies.  First, imagine that one has a special kind of bearer bond that 

takes a year to mature.  Penalties associated with cashing the bond early are such that if one 

cashes the bond at a bank prior to the date of maturity, the bond has a cash value of $50,000, 

while after the date of maturity, the bond has a cash value of $1,000,000.  Surely, the real value 

of the bond one day before the maturation date—as evidenced by what one could normally sell 

such a bond for--is nearly $1,000,000, and it would be almost as tragic to lose the bond one day 

before, as on the day of, maturity.  Second, imagine that one is surrounded by food, yet starving 

to death because one’s body cannot effectively absorb the food’s nutrients.  Over the course of 

several weeks, one desperately ingests a series of medicines that gradually alter one’s 
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gastronomic enzymes so that one will be able to break down, and absorb, the food’s nutrients.  

Suppose one has taken all the medicine one needs, and one’s body has already changed 

sufficiently that with but one more day of natural development it will begin producing the 

necessary enzymes.  Surely, being the kind of entity that already has the capacity to naturally 

develop, within just 24 hours, the capacity to produce the enzyme is almost as valuable as being 

the kind of entity that already has the capacity in question, because it has actually already 

undergone the one further day of development.  Put differently, surely it would be nearly as 

tragic to die of starvation one day prior to developing the capacity for producing the enzyme, as 

to die of starvation the day one has developed that capacity, but before one has had sufficient 

time to effectively utilize it.   

 To be sure, the relevance of the preceding analogies might be challenged.  It might be 

argued that such analogies fail to distinguish between things that are intrinsically valuable—like 

self-consciousness—and things that are extrinsically valuable—like money and enzymes.  Put 

roughly, it might be argued that while it is true that if a means to an end is valuable, any 

proximate means to that means must be similarly valuable, it doesn’t follow, and isn’t true, that 

if a state or end is itself intrinsically valuable, any proximate means to that state, or end, 

(including an antecedent state that would naturally and soon develop or evolve into the 

intrinsically valuable state) it itself similarly valuable.  Without trying to settle the question of 

whether we should ultimately accept the analogies or not, I think there is good reason to suppose 

that if the loss of a fetus on day n+1 would be tragic, because it possesses a special feature x, the 

loss of the fetus on day n would be almost as tragic, given that it was but one day of normal 

development away from possessing the special feature x.  Put differently, the loss of a fetus 

possessing a capacity that it will possess only briefly and barely utilize, seems not much worse 

than the loss of a fetus that presently lacks that capacity, but would have developed it but one 

 35 



day later.  Correspondingly, the crucial premise that the conservative argument rests on retains 

its intuitive force that, all things considered, if the fetus is going to die anyway, then it is better 

for it to die on day n+1, than for it to die one day earlier together with a student and her family 

suffering the aggravation and worried caused by the student accidentally failing an exam.    

 Finally, suppose the conservative granted that there was a crucial 24 hour period during 

which an important capacity, like the capacity for self-consciousness developed, such that before 

that development the fetus would have the moral status of a one day zygote, and after which the 

fetus would have the moral status of a newborn infant.  The conservative might then simply 

rerun her argument focusing on the 24 hour period during which the crucial development 

occurred, rather than on the original 270 weeks of gestation during which the crucial 

development was originally thought to occur.  That is, the conservative might argue as follows. 

 Divide the crucial 24 hour period of development into 270 equal segments of five 

minutes and twenty seconds, such that B1 equals the crucial moment when the development of 

self-consciousness begins and B270 the crucial moment, 24 hours later, when the full capacity of 

self-consciousness obtains.  Surely, it seems, there would be no significant moral difference 

between the death of the fetus at one moment, and the death of the fetus five minutes and 20 

seconds earlier, or later.  That is, if the fetus was going to die anyway, it wouldn’t matter much 

whether it died at Bn or Bn+1, and in particular, it would be better, all things considered, for the 

fetus to die at Bn+1, than for it to die at Bn together with a student and her parents suffering 

from the aggravation and anxiety caused by the student accidentally failing an exam.  

Specifically, it seems that the death of the fetus at B270 would be better than the death of the 

fetus at B269 together with one student and her parents suffering such aggravation; the death of 

the fetus at B269 together with one student and her parents suffering such aggravation would be 

better than the death of the fetus at B268 together with two students and their parents suffering 

 36 



such aggravation; the death of the fetus at B268 together with two students and their parents 

suffering such aggravation would be better than the death of the fetus at B267 together with three 

students and their parents suffering such aggravation, and so on.  By transitivity, this would 

imply that the death of the fetus at B270 would be better than the death of the fetus at B1 

together with 270 students and their parents suffering such aggravation.  But the aggravation of 

270 students and their parents is trivial in comparison with the death of a newborn infant, which 

is what, by hypothesis, the death of the fetus at B270 is comparable with in terms of moral 

significance.  It follows that the death of the fetus at B1 must be almost as significant as the 

death fetus at B270, or it wouldn’t be true that the death of the fetus at B270 would be better 

than the death of the fetus at B1 together with 270 students and their parents suffering 

aggravation.  Hence, the death of a fetus without self-consciousness is similar in moral 

significance to the death of the newborn infant; and so, too, is the death of the one day old 

zygote, given the hypothesis of the example, that the fetus without self-consciousness has the 

same moral status as the one day zygote.   

 Here the conservative grounds her conclusion on transitivity, and two straightforward 

normative assumptions.  The first assumption is that if the fetus is going to die anyway, a mere 

difference of five minutes and twenty seconds in the timing of when it dies will not be morally 

significant.  In particular, any difference in moral significance that such a small difference in 

timing might have would be outweighed by the moral significance associated with the 

aggravation and worry that a student and her parents would suffer as a result of the student 

accidentally failing an exam.  The second assumption is just that the normative significance of 

the aggravation and worry that 270 students and their parents would suffer as a result of the 

students’ accidentally failing an exam would be trivial in comparison with the death of a 

newborn infant.  While either of these assumptions may be mistaken, both seem deeply 
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plausible.  In fact, I think most people would readily accept each of these assumptions, if they 

didn’t imply that the death of a one day fetus was almost as bad as the death of a newborn infant.  

It appears, then, that the conservative’s argument cannot be easily dismissed, as Judy Thompson 

and so many others—including myself—have long believed.   

 Now there are various ways in which the conservative’s opponent might revise the 

preceding responses to the conservative’s argument, and various ways the conservative might 

reply to such revisions.  I shall not canvass all the possibilities here.  Instead, I want to suggest 

an entirely different response to the conservative’s argument.  One might grant the normative 

premises underlying the conservative’s argument, but deny that they entail the conservative’s 

conclusion.  As should be evident, one might do this by challenging the assumption of 

transitivity.    

 But how can we give up transitivity?  By now the strategy for challenging transitivity is 

clear.  As we have seen, we can give it up, and should give it up, if the factors that are relevant 

and significant for comparing different alternatives all things considered vary depending on the 

alternatives being compared.    

 Return to the original revised version of the conservative’s argument.  We might agree 

that any adjacent members of the spectrum from A1 to A270 will be similar in physical and 

psychological characteristics.  In particular, we might agree that for all n, from 1-270, the 

difference between the fundamental nature of An and An+1 will merely be one of degree.  But, 

we note, the end points of the spectrum are radically different, both physically and 

psychologically.  A270, the newborn infant, is almost fully developed physically, with highly 

developed, interrelated, and functioning circulatory, digestive, endocrine, hematopoietic, 

integumentary, lymphatic, muscular, nervous, reproductive, respiratory, skeletal, and urinary 

systems.  A1, the one day old zygote, carries the blueprint for the eventual development of these 
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systems (in its DNA and RNA), but it entirely lacks these systems in the form that they exist in 

the newborn.21  More importantly, associated with its highly developed nervous system, 

especially its cerebral cortex, A270 is sentient, feels pleasure and pain, experiences satisfaction 

and frustration, and probably already possesses the capacity that will enable it to form 

attachments and expectations.  Again, A1 entirely lacks these fundamentally important abilities.   

 For many, the differences between A1 and A270 are so stark, and so significant, that it 

seems reasonable to regard the newborn infant as differing in kind from the one day old zygote.  

Correspondingly, for many, the spectrum from fertilized ovum to infant exemplifies the fact that 

together a sufficient number of differences in degree can sometimes amount to a difference in 

kind.   

 Given the preceding, it shouldn’t be surprising if transitivity fails over the spectrum from 

A1 to A270.  After all, one might reasonably believe that the factors that are relevant and 

significant for comparing two alternatives that merely differ in degree, may differ from those that 

are relevant and significant for comparing alternatives that differ in kind.  And, of course, as 

we’ve seen, if the factors that are relevant and significant for comparing different alternatives 

vary depending on the alternatives being compared, transitivity fails to even apply across the full 

range of alternatives.  Thus, in particular, if the relevance and significance of the factors that 

determine how A1 compares with A2, A2 with A3, … A268 with A269, and A269 with A270, 

can differ from the relevance and significance of the factors that determine how A1 compares 

with A270, then transitivity fails to hold across the spectrum from A1 through A270.   

 Considering the conservative’s argument, we can grant that for each n, the difference 

between An and An+1 is a matter of degree, and more particularly, that the difference between 

An and An+1 is sufficiently small that whether or not a student and her family suffered anxiety 

and worry as a result of the student accidentally failing an exam might be relevant in choosing 
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between outcomes where either An or An+1 will obtain.  That is, in choosing between two 

outcomes that are in other respects roughly similar, we might plausibly believe that the 

aggravation suffered by a student and her parents obtaining in one outcome, but not the other, 

would be both relevant and significant, receiving its “full” weight, as it were, and being the 

decisive factor in determining which of the two outcomes was better all things considered.  On 

the other hand, we might also believe that the difference between A1 and A270 is so great, that it 

amounts to a difference in kind.  Correspondingly, we might believe that in comparing outcomes 

involving different kinds like A1 and A270 are, such factors as the aggravation and worry 

suffered by some students and their parents do not have the same relevance and significance that 

they do when comparing outcomes that merely differ in degree.  Thus, we might readily accept 

the conservative’s view that the aggravation and worry suffered by 270 students and their parents 

is trivial in comparison with the loss of a newborn infant.  Note, this might reflect the anti-

additive aggregationist view, that the aggravation and worry suffered by 270 students and their 

parents don’t add up in such a way as to be 270 times worse than a single student and her parents 

suffering so.  Indeed, we might even think that in terms of its impact on an outcome’s overall 

comparative goodness, there will be contexts—such as those where a newborn’s death hangs in 

the balance—where the aggravation and worry suffered by 270 students and their parents isn’t 

much worse than that suffered by a single student and her parents.  In accordance with this 

reasoning, just as the aggravation and worry of a single student and her parents would be trivial 

in comparison with a newborn’s death, so, too, would the aggravation and worry of 270 students 

and their parents. 

 I have suggested that we can view the development of the fetus as an instance where a 

number of differences in degree can amount to a difference in kind, in part because many regard 

the one day old zygote as a radically different kind of entity, both physically and mentally, than a 
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newborn infant, and in part because it is easy to see that the relevance and significance of the 

factors for comparing alternatives that merely differ in degree can vary from the relevance and 

significance of the factors for comparing alternatives that differ in kind.  But as should be 

evident, one needn’t insist on a literal transformation of kind between early and late stages of 

fetal development to make the same point.  One might grant that the early and late fetuses are the 

same kind of entity—members of the species homo sapiens—but still note that the differences 

between early and late fetuses are sufficiently great that the relevance and significance of the 

factors for comparing those stages differ, at least in part, from the relevance and significance of 

the factors for comparing adjacent stages of fetal development.  This is plausible, and all one 

needs to make it the case that transitivity would fail to apply across the full spectrum of fetal 

development. 

 I conclude that the opponent of the conservative’s argument can grant the conservative’s 

normative premise that for each n, A(n+1)* would be better than A(n)*, where A(n+1)* will 

involve the death of An+1 (the fetus on day n+1 of development) together with the aggravation 

and worry caused to 270-(n+1) students and their parents, while A(n)* will involve the death of 

An together with the aggravation and worry caused to 270-(n) students and their parents.  The 

opponent of the conservative’s argument can also grant the conservative’s normative premise 

that the aggravation and worry caused to 270 students and their parents would be trivial in 

comparison with the death of a newborn infant.  But believing that such factors as the 

aggravation caused to students and their parents can vary in their relevance and significance, 

depending on whether the alternatives of which they are a part are in other respects “sufficiently” 

similar or “sufficiently” different, the opponent of the conservative’s argument can deny that 

transitivity applies across the spectrum of fetal development.  Correspondingly, the opponent of 
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the conservative’s argument can deny the conservative’s conclusion, since it rests on the 

transitive assumption.   

 In sum, a revised conservative argument for the impermissibility of abortion cannot, I 

think, be readily dismissed as “merely” another example of the fallacious slippery slope 

argument.  Such an argument turns on premises that many will find deeply plausible.  Still, on 

reflection, the conservative’s argument provides yet another example where our reasoning might 

lead us to conclude that transitivity fails to apply to a certain spectrum of alternatives.  If this is 

the case, then the conservative’s conclusion can be resisted, since it assumes that transitivity 

holds for the spectrum in question. 

 Let me conclude this section by considering one further response to the conservative’s 

argument.  Some may try to block the revised conservative argument by appealing to Francis 

Kamm's "Principle of Irrelevant Alternatives."22  Kamm suggests that if we can only save Jim or 

Joe, treating them as equals requires that we "use a random decision procedure to select between 

them."  She further suggests that even if saving Jim was the only way to also "save a patch of 

beautiful flowers, which gives pleasure to a great many people," so that saving Jim would 

maximize utility, "it would be wrong to decide against Joe and for Jim solely for the sake of this 

extra utility."  Kamm believes that the moral requirement to treat people as equals precludes our 

appealing to "irrelevant utilities" in deciding whom to save. 

 Similarly, some might argue that if we had to choose between saving one embryo or 

fetus, and another that was only one day older, we could not do so on the basis of an "irrelevant 

utility," such as whether saving one would enable some student and her parents to avoid 

aggravation and worry.  Hence, it might be argued, if we should choose alternatives without 

regard to irrelevant utilities, we should choose between A270*, A269*, A268*, etc. solely on the 

basis of the moral status of the embryos and fetuses themselves.  Thus, we could favor A269* 
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over A270*, A268* over A269*, and so on, on the view that for any stage of development, it 

would be imperceptibly better for an embryo or fetus at that stage to die, than for one that was a 

day older to die. 

 Many questions could be raised about the notion of an "irrelevant utility."  But I am 

sympathetic to Kamm's point.  It expresses a powerful deontological position.  Still, it is 

important to recognize that the point is not relevant to my recast conservative argument.  

Kamm's point rests on a distinction between the right and the good.  My recast argument rests on 

claims about comparative goodness, not claims about the right.  Perhaps we shouldn't choose 

between two embryos or fetuses on the basis of "irrelevant utilities" such as the aggravation and 

worry resulting from a failed exam.  But this does not mean that the extra utility is irrelevant 

regarding which outcome is better.   

 Kamm, herself, is clear about this.  She notes that "we may permissibly decide against 

tossing an ordinary coin to select between Jim and Joe and in favor of tossing a magic extra-

utility coin that causes extra utility when it is tossed--it might, for example cause flowers to grow 

wherever it lands."23  Kamm's fundamental concern is that we be sure to treat Jim and Joe as 

equals by giving them an equal chance.  But she clearly recognizes that an outcome where one of 

them is saved and there are beautiful flowers would be better than an outcome where one is 

saved and there are no beautiful flowers.  Indeed, she would produce the former outcome, rather 

than the latter, as long as she could do so consistent with treating both Jim and Joe as equals. 

 I conclude that the Principle of Irrelevant of Utilities may be important for how we can 

permissibly choose between outcomes like A270*, A269*, A268*, etc.  But the principle is not 

relevant to the ranking of those outcomes.  A270* is better than A269*, even if we could only 

permissibly bring about A270* with the help of a magic-utility coin.   

8.10 Concluding Remarks 
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 In this chapter, I have discussed two further spectrum arguments.  My main interest in 

these arguments is the way they exemplify the kind of reasoning discussed in previous chapters.  

However, I believe that each is of these arguments is independently interesting in its own right. 

 I first discussed the axiom of continuity.  I began by distinguishing between four 

different kinds of cases to which the axiom of continuity might be applied.  I then noted that 

while most people find continuity overwhelmingly plausible for certain cases—especially, for 

“easy” cases, where the difference between B, the certain middle outcome, and C, the uncertain 

worst outcome, is small; many people find it deeply implausible for certain other cases—

especially, for “extreme” cases, where the difference between B and C is huge, while the 

difference between B and A, the uncertain best outcome, is insignificant.   

 Most people, I suggested, may be unperturbed about the notion that the axiom of 

continuity might be plausible for a wide-range of cases, without being plausible for certain other 

cases.  And this should not be surprising.  A large body of philosophical work supports the 

common intuitive notion that a factor or principle that has relevance or significance in one 

context, need not necessarily have the same relevance or significance in all contexts.24  

However, I then showed that complacency about this issue is not an option.  Specifically, I 

proved that the following four positions are inconsistent:  (1) continuity holds for “easy” cases,

(2) continuity fails for “extreme” cases, (3) the principle of substitution of equivalents, and (4) 

the transitivity of the “all-things-considered better than” relation.  So, at least one of the four 

positions m

 

ust be rejected.   

 Of course, if, in fact, we are right to believe that continuity applies in “easy” cases, but 

not in “extreme” ones, then there will be no difficulty in understanding why we should reject the 

transitivity of the “all-things-considered better than” relation.  For as we have seen in previous 

chapters, if different factors are relevant and significant for comparing different alternatives, then 
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transitivity either fails to apply, or fails to hold, across those alternatives.  And this is precisely 

what seems to be going on in the spectrum argument concerning continuity.  There is a spectrum 

of cases, such that each pair of adjacent members of the spectrum exemplifies an “easy” case to 

which continuity seemingly applies, while the endpoints of the spectrum exemplify an “extreme” 

case to which continuity seemingly fails to apply.  Still, while it is easy to see why transitivity 

will either fail, or fail to apply, to a set of pairwise comparisons across a spectrum of alternatives 

given our conviction about continuity’s scope, the centrality of transitivity to our understanding 

of practical reasoning puts pressure on that conviction.  So here, as elsewhere, something has to 

give.  But it is not clear, to me at least, what that should be.  What is clear is that, for many, 

giving up any of (1)-(4) will not be easy. 

 I next considered a familiar conservative argument against abortion.  This is an argument 

that has been summarily dismissed, by Judith Thomson and many others, as yet another example 

of the obviously fallacious “slippery slope” argument.  I suggested that the conservative’s 

argument could be revised in such a way that it could not be easily dismissed.   

 I noted that the revised conservative’s argument rests on two main premises.  The first 

premise is that in terms of moral significance, the difference between a fetus dying one day 

sooner or later is sufficiently small, that it could be outweighed by the aggravation and worry 

caused to a student and her parents as a result of the student accidentally failing an exam.  So, in 

particular, if the fetus is going to die anyway, either on day n or day n+1, and the outcomes 

would be similar in other respects, then the outcome in which it died one day later would be 

better than the one in which it died one day earlier and a student and her parents, who would 

otherwise be spared, suffered such aggravation and worry.  The second premise of the 

conservative’s argument is that the aggravation and worry caused to 270 students and their 
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parents, as a result of the students’ accidentally failing an exam, would be trivial in comparison 

with the death of a newborn infant. 

 It is not only conservatives who would accept these premises.  I believe most people 

would find them very plausible.  But we saw that, combined with iterated applications of the first 

premise and the transitivity of the “all-things-considered better than” relation, together these 

premises entail the conservative’s conclusion that the death of a one day old zygote must be 

almost as bad as the death of the newborn infant.  Clearly, then, those who would reject the 

conservative’s conclusion must give up one of the three positions leading to that conclusion.  

Specifically, they must either find a way to deny one of the two premises, or they must claim that 

transitivity either fails, or fails to apply, across the spectrum of fetal development.   

 Although there are various ways one might try to deny the conservative’s two main 

premises, we saw that here, as elsewhere, denying transitivity will be a viable option insofar as 

one recognizes and finds compelling the reasoning underlying the two main premises.  This is 

because, arguably, the conservative’s premises reflect the view that a certain factor—in 

particular the aggravation and worry caused to students’ and their parents—differs in its 

relevance and significance depending on whether one is comparing alternatives that involve 

members of the fetal spectrum that are adjacent to, or at opposite ends from, each other.  But, of 

course, for such cases transitivity does either fail, or fail to apply. 

 Still, as ever, the centrality of transitivity to our conception of practical reasoning puts 

pressure on our willingness to “explain away” its apparent failures or failures of applicability.  

Hence, for those who remain convinced that the conservative’s conclusion is untenable, there 

will remain considerable pressure to reject or revise at least one of the conservative’s main 

premises, along with its underlying reasoning. 
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 I have suggested that the conservative’s argument can be revised in such a way that it 

cannot be simply dismissed as a slippery slope argument.  But many people will have doubts 

about this.  Many will suspect that Judy Thomson was correct to charge the conservative with 

offering a slippery slope argument, and that my revised conservative argument is no better off in 

this respect.  More generally, the very nature of spectrum arguments of the sort this book 

discusses—proceeding, as they do, by making a series of pairwise comparisons from one end of 

a spectrum to another—raises the specter of the puzzling, but obviously fallacious, Sorites 

Paradoxes.  Indeed, a common reaction to all of the spectrum arguments this book presents is to 

dismiss them as Sorites Paradoxes, turning on issues of vagueness and indeterminacy.  Many 

variations of this position might be taken; but ultimately, I believe they all fail to undermine the 

significance of my arguments.  I turn to this important topic next.   

                                                 
1  My thinking about this essay's topic has evolved over many years, and there are many to whom I am indebted for 

their comments and support.  The essay was first begun while I was a Fellow at Harvard's Program in Ethics and the 

Professions, and it was completed while I was a Visiting Fellow at All Souls College.  I am most grateful to both the 

Program, and All Souls, for providing ideal research environments.  I am also grateful to numerous audiences for 

their reactions to this paper's ancestors, including those at Brown University, Harvard University, New York 

University, the University of Massachusetts at Amherst, St. Andrews University in Scotland, the Program in 

Economics, Justice and Society at the University of California at Davis, the Society for Ethics and Legal Philosophy 

in Cambridge, and the World Health Organization.  My memory is too faulty to properly acknowledge all those who 

have given me useful comments on this topic, but they include Baruch Brody, Gerald Cohen, Tyler Cowen, Roger 

Crisp, Keith DeRose, Fred Feldman, Charles Fried, David Gauthier, James Griffin, Susan Hurley, Shelly Kagan, 

F.M. Kamm, Liam Murphy, Thomas Nagel, Ingmar Persson, John Roemer, Tim Scanlon, Amartya Sen, Ernest 

Sosa, Peter Unger, and Peter Vallentyne.  John Broome, Stuart Rachels, and J. David Velleman deserve special 

mention for their influence on this essay.  Finally, Derek Parfit initially inspired my work on this topic, and he has 

consistently been both my biggest source of encouragement and my most penetrating critic.  
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2  This example assumes the value of $2 is not significantly different from the value of $1.  If we imagine a scenario 

where the difference of one dollar meant the difference between life and death, then this wouldn't be an example of 

case II. 

3  For the sake of discussion, I assume, contrary to fact, that there is no significant diminishing marginal utility of 

income between $1,000,000 per year and $2,000,000 per year. 

4  Satisficers are people who believe there is a point where "enough is enough," after which they eschew a 

maximizing strategy in decision making.  For an interesting discussion of the attractions of satisficing, see Michael 

Slote's Beyond Optimizing:  A Study of Rational Choice (Harvard University Press, 1989). 

5  Vallentyne's example is contained in his illuminating review of John Broome's Weighing Goods (Basil Blackwell 

Inc., 1991); see "The Connection Between Prudential and Moral Goodness," The Journal of Social Philosophy 24 

(1993):  105-28. 

6  The argument of this section is taken from my "Weighing Goods:  Some Questions and Comments," Philosophy 

and Public Affairs 23, no. 4 (1994):  350-380.  However, most of the discussion of the argument is new.   

7  Or at least as not less valuable, which is all one really needs to defend this position. 

8  Cite to Chris Meacham?  As one of my more numerate graduate students once put it, that doesn’t even BEGIN to 

convey how small the probably could actually be!  The number of zeros could be VASTLY larger than that! 

9  Reasons and Persons, p. 75, (Oxford University Press, 1984). 

*  Much of this paper was written while I was a Fellow in the Program in Ethics and the Professions at Harvard 

University.  I am most grateful to the Program, and especially Dennis Thompson, for providing a nearly ideal 

research environment.  I am also grateful to numerous audiences for their reactions to this paper's ancestors, 

including those at Brown University, Harvard University, New York University, the University of Massachusetts at 

Amherst, the Program in Economics, Justice and Society at the University of California at Davis, and the Society for 

Ethics and Legal Philosophy in Cambridge.  My memory is too faulty to properly acknowledge all those who have 

given me useful comments about intransitivity, but they include Baruch Brody, John Broome, Tyler Cowen, Roger 

Crisp, Keith DeRose, Fred Feldman, Charles Fried, David Gauthier, Shelly Kagan, F.M. Kamm, Liam Murphy, 

Thomas Nagel, Ingmar Persson, John Roemer, Tim Scanlon, Amartya Sen, Ernest Sosa, Peter Unger, Peter 

Vallentyne, and J. David Velleman.  Stuart Rachels deserves special mention.  He commented extensively on earlier 
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drafts, and buttressed my views with his own powerful arguments against transitivity.  Derek Parfit inspired my 

work on intransitivity, and has been both my biggest source of encouragement and my most penetrating critic.  

Finally, I would like to thank this volume's editors for their patience and helpful comments.    

10  Thomson, Judith Jarvis (1971), "A Defense of Abortion," Philosophy & Public Affairs 1, no. 1:  47.     

11  If Joe's being shorter, or lighter, enabled him to save ten people who would otherwise die, that might give us an 

indirect reason to think Jim's death would be better than Joe's, but that is another matter.   

12  There are powerful reasons to doubt this claim, but they need not concern us here.  I assume, for simplicity, that 

it is seriously wrong to kill a newborn infant.  A similar argument could be run for those who think it is seriously 

wrong to kill a two-year old, but not a newborn.   

13  Leibnitz's Law states that A is identical to B, if and only if, every property of A is a property of B and vice versa.  

For reasons familiar from philosophy of language, it does not hold for modal or intensional properties.   

14  I here follow common usage, where "person" means "human being," which itself can be interpreted in various 

ways.  Many philosophers use "person" as a technical term, for example, to mean an entity with a serious right to 

life.  On that usage, if two beings have the same moral status, and one is a person, so is the other.   

15  Note, one needn't grant the "if" clause.  Perhaps small physical or psychological differences always have some 

weight, but the weight is negligible, or lexically outranked by other factors, in the case of normal adults. 

16  My discussion here is indebted to chapter 3 of Parfit's Reasons and Persons, especially section 29.  Parfit notes 

the natural, but deeply mistaken, tendency to treat small or imperceptible benefits, harms, or chances, as if they were 

no benefit, harm, or chance.  He then illustrates that serious consequences can result from this mistake, since, 

together, many small or imperceptible benefits, harms, or chances can add up to very large benefits, harms, or 

chances.   
17 Somewhere in this chapter, perhaps here, add a note regarding Warren Quinn’s arguments.  I developed mine 

independently of his, and both were inspired by Parfit.  This version of the spectrum argument is the closest, in 

structure, to Quinn’s.  Indeed, I think they are the same kind of argument.  I used to think his was mistaken, a clear 

answer…  but that assumed a intrinsic aspect view, I now realize.  And in this context the essentially comparative 

view seems especially plausible.  No fact of the matter how good it is considered just by itself… compared with one 
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alternative certain factors seem relevant.  Compared with other alternatives others seem relevant.  In this scenario 

transitivity must be rejected….   Might want to include some of this in the text.  But perhaps not….   

18  I here assume a normal gestation period of 270 days. 
19   There are notable, wellknown, exceptions to this position, Tooley, Singer, McMahan? Check on and list…  But 

they are clearly in the minority on this topic, and most people do not find their arguments compelling. 

20 Insert relevant cite to Shelly Kagan, and our discussion about this topic years ago. 

21 To be sure, as a living organism A1 is capable of performing some of the same rudimentary functions necessary 

for survival as A270, such as the ability to digest nutrients and deal with waste; but it does so in an entirely different 

way and with entirely different “hardware.”  Indeed, it does so in the same primitive way as other single-cell and 

multi-cell organisms, which we regard as having nothing like the normative status of a newborn infant. 

22  My discussion here draws on Kamm, F. M. (1993), Morality, Mortality Volume 1:  Death and Whom to Save 

from It (Oxford University Press).  Quotes are from pages 146-48. 

23 Insert page reference.   

24  Insert usual cite to Shelly, Frances, Jonathan, and myself—among contemporary authors.  But also might include 

Tom Hurka and Chris Korsgaard, among others, as well as rich tradition of Moore, gestalt, and hermeneutic 

traditions…. 


