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On the Value of Utility and its Relation to Other Moral Ideals 

I have argued that in comparing outcomes, often we adopt an additive 

aggregationist approach, but often we adopt an anti-additive aggregationist approach.  

Each approach seems plausible depending on the context or the alternatives being 

compared.  In this chapter, I shall consider how such approaches fit with our 

understanding of the value of utility, and the relation between utility and other ideals.  I 

shall then consider some further issues relevant to our understanding of the nature of the 

good, and the relations, scope, and structure of moral ideals. 

11.1  Preliminary Remarks 

I don’t know what the complete list of moral ideals is.  Nor do I know how much 

different ideals matter relative to each other in different contexts and for different 

comparisons.  But it is commonly supposed that utility is one ideal that is relevant for 

making certain comparisons.  That is, it is commonly held that there are many outcomes, 

A and B, such that A’s being better than B regarding utility provides some reason to 

judge A as a better outcome than B.  In the following sections, I will consider several 

ways of thinking about the value of utility, and its relation to other ideals, in light of my 

previous considerations.   

For the purposes of discussion, I shall assume that in addition to utility (U), only 

four other ideals are relevant for comparing the outcomes that I shall consider:  equality 

(E), maximin (M), perfectionism (P), and freedom (F).   Thus, I assume there is nothing 

to choose between the relevant outcomes in terms of other moral ideals such as virtue, 

duty, desert, rights, etc.  This assumption is, of course, controversial—both for what it 
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includes and excludes—so it is worth stressing that I make this assumption only for ease 

of presentation, and that none of my substantive claims hinge on it. 

Also, I won’t be providing anything like adequate characterizations, analyses, or 

measures of the different ideals I shall be considering.  Fortunately, I don’t need to do so 

for this chapter’s purposes.  It will be enough to give a rough idea of what the different 

ideals are concerned with, and how they will be correlated with the outcomes I shall be 

considering.  So, vastly simplifying for the purposes of discussion, I assume the 

following.  Equality is concerned with how equally deserving people fare relative to each 

other.  If the people in a given outcome are equally deserving and equally well off that 

outcome is perfect regarding equality; if, among equally deserving people, some are 

worse off than others, that is bad, and the larger the gaps the worse the outcome is 

regarding equality.  Maximin aims for the worst-off group to fare as well as possible, so 

the worse-off an outcome’s worst-off group is, the worse the outcome is according to 

maximin.  A fortiori, if the worst-off group in outcome A fares better than the worst off 

group in outcome B, A would be ranked better than B according to maximin, and this 

would be so in proportion to the degree to which A’s worst-off were better off than B’s.  

Perfectionism is concerned with that which is "best" or "highest" in human or global 

achievements.  On different views, the best outcome might be the one with the "greatest" 

achievements in social, political, moral, cultural, intellectual, or individual development.  

In what follows, I shall assume—again, this is only a simplifying assumption—that 

improvements in the best-off group's level are directly correlated with improvements 

regarding perfectionism.  So, A will be ranked higher than B regarding perfection if its 

best-off group is better off than B’s.  Finally, freedom is concerned with people’s ability 

to rationally formulate and realize a life plan among a range of desirable alternatives.  I 
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shall assume a correlation between overall levels of welfare and freedom of the following 

sort:  people who are very badly off will typically have few desirable life plans that are 

genuinely realizable for them, while people who are very well off will typically have 

many such life plans from which to choose.  Given this assumption, outcomes where 

people are well off will be ranked higher than outcomes where people are poorly off 

regarding freedom. 

This concludes my preliminary comments.  Let us now turn to a consideration of 

two different models for understanding the value of utility, and the relation between 

utility and other moral ideals.   

11.2 A Standard Model for Utility 

 In thinking about utility, I believe many people implicitly accept seven basic 

assumptions: 

1.  Utility is non-instrumentally valuable—meaning that there is some 

value to utility over and above the extent to which it promotes other 

valuable ideals. 

2.  Utility is intrinsically valuable, even if it is not the only thing that is—

meaning that each unit of utility contributes to the value of an outcome, 

and each unit contributes the same amount of value as every other. 

3.  The ideal of utility is strictly neutral with respect to sentient beings, 

places, and times—meaning that a given amount of utility will count just 

as much no matter who experiences it, where it is experienced, or when it 

is experienced. 

4.  The ideal of utility is strictly impartial—meaning that each sentient 

being’s utility counts as much as any other’s. 
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5.  Insofar as one cares about utility, one should care about total utility.  

6.  How good an outcome is regarding utility is a simple additive function 

of how much utility sentient beings have in that outcome.  

7.  How good an outcome is all things considered is an additive function 

of how good it is regarding each ideal, so insofar as an outcome gets better 

regarding utility it will, to that extent, be getting better all things 

considered.  This assumes a numerical model for judging outcomes, 

according to which for each moral ideal relevant to assessing outcomes, 

each outcome will merit a (rough) numerical "score" representing how 

good that outcome is with respect to that ideal, and how good the outcome 

is all things considered will be represented by the numerical score arrived 

at by summing the individual scores of each relevant ideal. 

I do not mean to imply that the preceding assumptions are wholly distinct.  

Perhaps 2 and 3 are equivalent, and 4, 5, and 6 are derivable from them; but whatever the 

precise logical relations between them, surely 2-6 are intimately related.  I am mainly 

spelling out some widely-shared assumptions about the value of utility and its relation to 

other ideals. 

I also do not mean to imply that everyone accepts 1-7.  Average utilitarians would 

reject 5, strict Kantians would reject all of the assumptions, and many would reject the 

additive elements underlying 6 and 7.  Nevertheless, 1-7 have great appeal.  In fact, 

though rarely explicitly formulated, I believe that, together, 1-7 represent perhaps the 

most natural and prevalent way of thinking about utility and its connection to our all-

things-considered judgments.   
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The standard model reflects an additive aggregationist approach in several 

separate ways.  First, it adds up utility within lives, to determine how good each 

individual life is regarding utility.  Second, it adds up utility across lives, to determine 

how good each outcome is regarding utility.  Third, it assumes that each outcome has a 

distinct value representing how good that outcome is with respect to each ideal, and it 

adds up the values of each ideal to determine how good the outcome is all things 

considered.  Finally, it is worth noting that the model needn’t focus on the value of utility 

within and across lives to determine how good an outcome is regarding utility.  One 

could arrive at the same ranking of outcomes regarding utility by adding up all of the 

utility occurring at every space-time point in the outcome.   

Throughout this work, I have suggested that there are many cases, and contexts, 

where an additive aggregationist approach seems plausible.  Given this, it shouldn’t be 

surprising if many people have implicitly adopted a model like 1-7 for thinking about the 

value of utility and its relation to other ideals.  For such cases, and contexts, such a model 

will seem plausible, and capture our intuitive judgments.  But I have also argued that 

there are many cases where an anti-additive aggregationist approach seems plausible.  I 

have argued that this is so both within, and between, lives.  For such cases, we need an 

alternative model for thinking about the value of utility and its relation to other moral 

ideals.  I will sketch one such model below, noting that there are various different ways 

of fleshing it out.  But before doing that, let me discuss two features of the standard 

model that some may question in addition to its additive assumptions. 

11.3 Is All Utility Non-Instrumentally or Intrinsically Valuable? 

Some people will reject 1-4 of the standard model for utility.  Specifically, some 

will deny that utility is always non-instrumentally valuable, will claim that not all utility 
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is intrinsically valuable, or will argue that whether or not utility is valuable can depend 

on who receives it.  Believing that utility consists, at least partially, in pleasure, or 

preference satisfaction, their view reflects the following positions:  some pleasures or 

preference satisfactions are not valuable, indeed, some are positively disvaluable; and 

whether some pleasures or preference satisfactions are valuable depends, in part, on who 

is experiencing them.  The thinking underlying these positions is familiar, and can be 

stated briefly.  I shall illustrate it in terms of pleasure, but similar points can be made in 

terms of preference satisfaction, or other plausible candidates for utility. 

Some believe that there are some things one should not take pleasure in, and that 

if one does take pleasure in them that is a bad thing, not a good thing.  For example, this 

is the case, some think, about the pleasure a sadist receives from watching an innocent 

person suffer.  Holders of this view need not deny that the sadist’s pleasure is genuine 

pleasure, and hence that the sadist’s utility has increased.  But they insist that while the 

sadist’s pleasure may be subjectively good, it is not objectively good.  I shall return to the 

distinction between subjective and objective good later, but the key thought is simply that 

while the sadist’s pleasure may be good for him, there is no respect in which it makes the 

outcome better.  Advocates of this view challenge 1 and 2 of the standard model for 

utility.  Perhaps utility is non-instrumentally valuable or intrinsically valuable, 

subjectively, for the possessors of that value, but not all utility is non-instrumentally 

valuable or intrinsically valuable, objectively, for the goodness of outcomes. 

Similarly, just as some believe that the objective value of pleasure depends on the 

kind of pleasure it is, some believe that the objective value of pleasure can depend on the 

nature of the agent experiencing it.1  For example, some believe that there is nothing 

objectively valuable about an evil person receiving great pleasure; and, more generally, 
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that there is no objective value to the pleasure that a bad person receives beyond that 

which they deserve.2  So, for example, while there may be nothing intrinsically 

disvaluable about the pleasures of enjoying perfect health, or the pleasures of good food, 

good company, or financial success, some believe that there is no respect in which an 

outcome is made better when an evil person experiences such pleasures, assuming that 

such pleasures contribute to his being better off than he deserves to be.  As before, those 

who hold such a view need not deny that the evil person is experiencing pleasure in such 

cases, and hence has greater utility.  Likewise, they can admit that the greater utility is 

subjectively good for the evil person experiencing it.  What they deny is that such utility 

makes the outcome in any way objectively better.  This view denies 3 and 4 of the 

standard model of utility—we shouldn’t be neutral or impartial between an evil person 

receiving a certain amount of utility and a good person receiving such utility. 

A variation of this position would admit some value to an evil person’s utility 

beyond what they deserve, but deny that it is as valuable as the comparable utility of the 

innocent or good person.  So, for example, assuming that both an evil person and an 

innocent or good person would get ten units of utility from activity x, the evil person’s 

utility would have some objective value, contributing to the goodness of the outcome, but 

the innocent or good person’s utility would have even more.  Here, utility is understood 

in a way that corresponds to a descriptive measure of the amount of pleasure that 

someone receives, rather than an evaluative measure of the objective value of that 

pleasure.  I shall return to the importance of this kind of distinction later.   

 The above views are controversial.  Arguably, the sadist’s or evil person’s utility 

is just as valuable, qua utility, as that of the innocent or good person, but the former is 

(perhaps) outweighed by other bad features of the situation; for example, the suffering of 
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the innocent person in which the sadist is taking delight, or the injustice of the evil person 

getting more than he deserves.  Still, it is worth noting that even those who hold the 

views in question might accept revised versions of 1-4.  Specifically, they might grant 

that 1-4 are plausible for so-called “innocent” pleasures, and as long as they are coming 

to sentient beings that are themselves good, innocent, or not undeserving of them.   

I suggest, then, that while some might want to restrict the scope of utility to 

accommodate the concerns in question, this could be done if necessary.  Accordingly, 

even those who worry about the unqualified versions of 1-4, might agree that suitably 

modified versions of 1-4 have great plausibility. 

11.4  Total Versus Average Utility 

 Some people reject assumption 5 of the standard model of utility, because they 

think we should be concerned about average rather than total utility.  As we will see 

soon, for some comparisons, at least, there may be good reason to reject assumption 5; 

but even if there is, I don’t believe that insofar as we care about utility we should be 

concerned with average utility.    

Average views are dubious for familiar reasons.  Consider, for example, diagram 

11.1, which illustrates an example of Derek Parfit’s.3  

 

          zero level 

 

    

 

                H1     H2 

             H3 
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Diagram 11.1 

H1 represents Hell One.  It is populated by millions of completely innocent 

beings suffering excruciating pain of unimaginable proportions.  Their lives are far worse 

than any lives ever lived on earth, well below the point at which life ceases to be worth 

living.  If they could, everyone in Hell One would rationally choose to immediately kill 

themselves.  Unfortunately, they can’t:  everyone in Hell One is doomed to remain there 

for all of eternity.  Surely, insofar as we care about utility, we should think that Hell One 

is an unbelievably horrible outcome and do everything we possibly could to prevent such 

an outcome from obtaining.   

H2 represents Hell Two.  It is like Hell One, with the same size population of 

millions of innocent beings suffering excruciatingly, except that, somehow, everyone in 

Hell Two is even worse off than those in Hell One, though not by much.  Clearly, insofar 

as we care about utility, we should regard Hell Two as even more horrible than Hell One. 

Next, consider Hell Three.  Hell Three includes both Hell One and Hell Two.  In 

Hell Three there are twice as many innocent people suffering unbelievable torments as 

there are in either Hell One or Hell Two alone.  Surely, if anything in the world is clear, it 

is that Hell Three is much worse than either Hell One or Hell Two alone.  Surely, insofar 

as we care about utility, we should find Hell Three the most objectionable of the three 

hells, and the one we have most reason to prevent from obtaining. 

Now suppose the devil has created Hell Two.  He tells us that we can improve the 

outcome by pushing a button labeled H1.  When we ask him what will happen if we push 

the button, he smiles and informs us that doing so will create an equal number of 

innocent people to those who are already in Hell Two, and that they will be tormented 

mercilessly, though not quite as badly as those in Hell Two!  Specifically, by pushing the 

 9



H1 button we will be bringing about Hell One, and adding it to the previously existing 

Hell Two, thereby transforming the outcome from Hell Two into Hell Three.  Surely, we 

ought not to push the button!  More to the point, insofar at we care about utility, we ought 

not to push the button.  There is simply no respect in which one improves an outcome 

regarding utility, by creating millions of innocent people and subjecting them to the 

excruciating pain of unimaginable proportions that obtains in Hell One. 

But notice, Hell Three has a higher average level of utility than Hell Two!   Still, 

the only reason that adding Hell One to Hell Two increases the average level of utility in 

the outcome is that the unfortunate innocents in Hell Two are even worse off than those 

in Hell One.  Adding Hell One to Hell Two does absolutely nothing to lessen the 

horribleness of Hell Two’s situation regarding utility.  Likewise, the presence of Hell 

Two does absolutely nothing to lessen the horribleness of Hell One’s situation regarding 

utility.  Given this, there is absolutely no reason to believe that Hell Three is better than 

Hell Two regarding utility.  As indicated, one does not improve a situation regarding 

utility in any respect, merely by adding millions of excruciatingly tormented people to an 

already horrific situation.  Thus, I submit that while average utility may often be 

correlated with other morally relevant factors, it is not itself morally relevant.   

Here is another example, regarding perfection, rather than utility.  Consider the 

three following works:  Michelangelo’s 1499 Pieta, Rembrandt’s 1658 Self-Portrait, and 

Da Vinci’s Mona Lisa.  There is general agreement that these are three masterpieces, 

amongst the greatest artistic works produced within Western Civilization.  Suppose, 

ridiculously of course, that we could precisely rank all three works in terms of their 

perfection, on a scale of 1-100, and that the Pieta ranked 98, the Self-Portrait 94, and the 
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Mona Lisa 91, where any ranking in the 90’s reflected true genius, and the vast majority 

of artworks didn’t rank above 50.   

Next, suppose that I decided to become an art collector, and that I wanted to 

acquire the most perfect masterpieces I could get my hands on, where my sole criteria in 

assembling my collection was that it, and the works within it, be as close to perfect as 

possible.  Suppose that I could acquire, as the very first piece in my collection, the Pieta.  

Alternatively, for the very same amount of money, I could acquire the Pieta and both the 

Self-Portrait and the Mona Lisa.  Specifically, suppose that the latter two masterpieces 

would be thrown in for free, if I wanted, as long as I promised to include them in my 

collection.  Surely, it would be ludicrous for me to turn down two of the greatest 

masterpieces in the history of Western Civilization, merely because if I did so it would 

lower the average level of perfection in my collection!   

I can understand the view that it would be a mistake to add a lot of schlock to my 

collection, even if it were given to me for free.  That seems to me clearly true.  I can also 

understand the view that it would be a mistake to add a lot of genuinely important art to 

my collection, if it weren’t a work of true genius.  That seems to me less clearly true, but 

still a plausible position.  I can even understand the view that adding the Self-Portrait and 

the Mona Lisa wouldn’t improve my collection, relative to my just owning the Pieta.  

Perhaps, insofar as one cares about perfection, one should be solely concerned about the 

quality of the very best work in one’s collection.  While I find such a view deeply 

implausible, I don’t find it completely absurd.  But what I can’t understand, and do find 

absurd, is the idea that adding two of the greatest works in the history of Western 

Civilization would actually make my collection worse regarding perfectionism, simply 

because doing so would lower the average level of perfection of my collection’s pieces.  
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As above, I think there are many cases where a collection’s average level of perfection 

may correlate with underlying factors that one should care about; but I see absolutely no 

reason to believe that insofar as one cares about an outcome’s perfection, one should care 

about the outcome’s average level of perfection.  As with average utility, average 

perfection is not itself morally significant.    

Consider one final example, to illustrate the weakness of focusing on averages.  

Suppose, contrary to fact, that members of families with three children were very happy, 

members of families with two or four children were almost as happy, members of 

families with one or five children were pretty unhappy, and members of families with 

zero or six children were miserable.  Suppose, next, that one knew that in community A, 

the average number of children was three, while in community B, the average number of 

children was two and a half.   Based on that information, one would have no idea whether 

the people in A were happier than those in B, or even whether those in A were “on 

average” happier than those in B.  The problem, of course, is that even though the 

“average” family size in A is “ideal,” and the average family size in B is less than ideal, 

that tells us nothing important about the actual sizes of the families in A and B.  For all 

we know, half the families in A have zero children, and the other half have six; while half 

the families in B have three children, while the other half have two.  In that case, 

everyone in B would be a much happier than everyone in A, and B would rightly be 

regarded as the much happier society.  Here again, we see the danger of focusing on 

averages, rather than on the underlying factors that generate those averages.   

There may be some conventional cases where averages are particularly salient 

and significant.  For example, the batting title may go to the hitter with the highest 

average, and the team bowling championship may go to the team with the highest 
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average scores.  Here, one may not care at all about the underlying scores that produce 

those averages; all that matters is the averages themselves.  Still, I suggest that in most 

morally important cases averages are only significant when they are fortuitously 

correlated with underlying factors that are themselves morally significant; and hence that 

the significance of the former is derivative from the significance of the latter.  Thus, it is 

generally mistaken and can be deeply misleading to focus on the average level of an 

outcome with respect to a given ideal, in assessing how good that outcome is regarding 

that ideal.   

I think, then, that insofar as one cares about utility, one ought not to care about 

average utility.  More generally, I believe that an outcome’s average level, with respect to 

a given ideal, is not itself of moral significance.  Having said that, let me make three 

qualifying remarks about these considerations. 

First, it is all too common in moral philosophy for someone to argue against a 

moral ideal by showing that that ideal, considered alone, has deeply implausible 

consequences.  But as I have argued elsewhere,4 and shall discuss in chapter N, such 

arguments are weak.  For each ideal, it may be easy to construct examples where that 

ideal, considered alone, has deeply implausible consequences.  This wouldn’t show that 

we should reject every putative moral ideal.  All it would show is that morality is very 

complex, and that no moral ideal, alone, can capture all of our all things considered 

judgments.   

Still, we should distinguish between cases which merely reveal that an ideal has 

implausible implications all things considered, from cases where an ideal seemingly lacks 

force altogether.  In the former cases, but not the latter, we still feel the force of a moral 

ideal, but recognize that the ideal is outweighed by other ideals that we also value.  Thus, 
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in the latter cases, it isn’t that the reasons a purported ideal provides for preferring one 

outcome to another are outweighed by competing reasons but, rather, that the purported 

ideal provides no reasons for preferring one outcome to another.   

This distinction is crucially important.  We might think that insofar as one cares 

about utility one should care about average utility, but agree that Hell Three is much 

worse than Hell Two all things considered.  Here, one would be holding that Hell Three 

is better in one important respect—namely, with respect to average utility—but 

recognizing that there are other important respects in which Hell Three is worse, and that 

these far outweigh the respect in which it is better.  But when I think about the cases in 

question, that isn’t my reaction.  I see, of course, that Hell Three has a higher average 

level of utility than Hell Two; but I don’t see that that makes Hell Three normatively 

better than Hell Two in any respect.  That is, on reflection, it seems clear that insofar as I 

care about utility, I should regard Hell Three as unequivocally worse than Hell Two, and 

that Hell Three’s higher average of utility provides one with absolutely no reason to 

regard Hell Three as a better outcome than Hell Two. 

Second, even if I am completely right regarding the forgoing considerations, I 

readily grant that this does not, and cannot, conclusively establish that average views 

have no role to play in our best understanding of moral ideals.  After all, as indicated in 

chapter N, like many, I accept the kind of view that Frances Kamm called “the principle 

of contextual interaction.”  In accordance with this, it is possible that an ideal might have 

no weight in certain contexts, and yet still have weight in other contexts.  This is like the 

possibility discussed in section 11.3, that certain pleasures might have no weight if 

experienced by an evil person, and yet have positive weight if experienced by an 
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“innocent” or good person.  Thus, even if average utility has no weight or significance in 

cases like Hell Three and Hell Two, it might have weight in other scenarios.   

 So, I am open to the possibility that someone will offer a convincing argument for 

the significance of average utility, or the average of some other ideal, in certain cases.  

But I haven’t seen such an argument yet, and am doubtful whether one will be produced.  

Given the previous considerations, I think the onus is on average-view advocates to 

present some cases where we need to rely on average views to adequately capture our 

moral views.  

 Finally, let me emphasize that my remarks have no bearing on the question of 

whether average utilitarianism might be more plausible than total utilitarianism as a 

complete moral theory.  It might.  Utilitarians believe that utility is all that matters.  So 

they need a principle of utility that captures all of our moral judgments by itself.  Since 

total utilitarianism notoriously ignores distributional considerations in ranking outcomes, 

and average utilitarianism often seems to reflect distributional considerations in its 

rankings, the latter may do a better job of tracking our all things considered judgments 

than the former.  After all, most of us believe that distributional considerations do matter.   

Still, if one is a pluralist, as I am, the question to be addressed is not whether total 

or average utilitarianism is more plausible as a complete moral theory, but whether either 

or both reflect moral ideals that need to be incorporated into our full moral theory.  As 

indicated, I think average utilitarianism does not plausibly reflect our concern for utility.  

I also think it is not the best way of capturing our distributive concerns.  Such concerns 

are better captured, more directly, through principles like equality, maximin, minimize 

great additional burdens, or consolidate substantial additional benefits.  I suspect, then, 

that we won’t have to make room for average utilitarianism in our complete moral theory. 
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Total utility is another matter.  There are many cases where it seems that insofar 

as we care about utility, we care about total utility.  And for many of these cases, the 

standard model for utility and its relation to other ideals seems plausible.  But, there are 

many cases where the standard model doesn’t seem plausible, and where the total view 

seems dubious even insofar as our concern is with utility.  Unsurprisingly, these are the 

cases for which an anti-additive aggregationist approach seems right.  I shall illustrate 

this, and suggest some possible ways of responding to it, in the following sections. 

11.5  Revisiting the Repugnant Conclusion 

In chapter N, I discussed Derek Parfit’s Repugnant Conclusion, which is 

illustrated with the aid of diagram 11.2.  

 
A Z

 

 

Diagram 11.2 

According to the Repugnant Conclusion if only there are enough people in Z, Z will be 

better than A, and this is so no matter how large A’s population is, and even if those in A 

are as well off as anyone who has ever lived, while those in Z have lives barely worth 

living.  As Parfit writes, "this conclusion [is] very hard to accept."5   
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 In initially presenting the Repugnant Conclusion, I observed that most people 

agree with Parfit that the Repugant Conclusion is, indeed, repugnant.  I offered it as one 

of several examples where people intuitively reject a simple additive aggregationist 

approach to assessing outcomes.  We can now understand better to what that rejection 

commits us.  It commits us to rejecting the standard model for utility and its relation to 

other moral ideals, when comparing outcomes like A with outcomes like Z.  This is 

because the standard model of utility entails the Repugnant Conclusion, given certain 

plausible assumptions about how to value A and Z with respect to other relevant moral 

ideals.   

 Recall that, for the purposes of this discussion, we are assuming that only the 

ideals of utility (U), equality (E), maximin (M), perfectionism (P), and freedom (F), are 

relevant for comparing A with Z.   Also recall that for our present purposes, we are 

assuming a correlation between how good an outcome is regarding the levels of the best 

off people, and how good it is regarding perfectionism; and also a correlation between 

how well off people are, and how good an outcome is regarding freedom; where freedom 

is understood, roughly, in terms of the abilities that people have to formulate, pursue, and 

achieve a life plan of their own choosing.6  On these assumptions, if we first imagined a 

Z-like world, Z’, that had the same size population as A, we would judge that A was as 

good as Z’ regarding E—since, in each outcome, each person is as well off as everyone 

else in that outcome, each outcome is perfect regarding equality; but we would judge that 

A was much better than Z’ regarding U, M, P, and F.   

The standard model of utility and its relation to other ideals would rightly yield 

this judgment.  In accordance with assumption seven, a numerical “score” would be 

given to A and Z’ for each ideal that mattered, and those individual scores would then be 
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added together to yield the total scores for each outcome, representing how good they 

were “all things considered.”  As indicated, A and Z would receive the same numerical 

score for equality, but A would receive much higher scores for U, M, P, and F.  For 

illustrative purposes, let’s suppose that, regarding each relevant ideal, A’s scores are E = 

100, U = 90, M = 90, P = 90, and F = 90, while Z’’s scores are E = 100, U = 10, M = 10, 

P = 10, and F = 10.  Since A’s total score would be 460, while Z’’s total score would be 

130, A would clearly, and plausibly, be ranked higher than Z’, on the standard model.   

Next, suppose that other people at the very same level are added to those in Z’, so 

as to gradually transform Z’ into Z.  Since maximin focuses on the expectations of the 

representative member of society’s worst-off group, and merely adding more people to Z’ 

at the very same level neither increases nor decreases the expectations of the 

representative member of the outcome’s worst-off group, it is plausible to contend that 

there will be no significant difference between Z’s score regarding M and Z’’s score.7  

Similarly, it is plausible to believe that while merely adding more people to an outcome, 

with lives worth living, may not improve the outcome regarding perfection or freedom, it 

won’t worsen it either.  It appears, then, that Z will get the same score as Z’ for E, 

basically the same score as Z’ for M, and at least as good scores as Z’ for P and F.  So, it 

is safe to say that Z’s scores will be E = 100,  M ~ 10,  P ≥ 10, and F ≥ 10.  So, on the 

standard model, Z’s overall score will be approximately equal to, or greater than, 140, 

plus whatever score it receives for utility.   

But, on assumptions 2-6 of the standard model of utility, even if there is only a 

tiny bit of utility in each person’s life in Z, each bit of utility will have the same intrinsic 

value, and will contribute to how good the outcome is regarding utility by the same, 

constant, amount.  In particular, how good Z is regarding utility will be a simple additive 

 18



function of how much total utility there is in each of Z’s many lives.  So, as long as there 

are enough people in Z, Z’s score for utility will exceed 320.  Thus, given assumption 7 

of the standard model, if only Z is large enough its overall score will exceed 460, and it 

will be ranked as better than A all things considered.   

We see, then, the standard model for thinking about utility and its relation to other 

moral ideals implies the Repugnant Conclusion.8  This is not surprising, but it is 

important.  The standard model for utility reflects an additive aggregationist approach to 

the assessment of outcomes.  But the Repugnant Conclusion is one of many examples 

about which people have strong anti-additive aggregationist intuitions.  Correspondingly, 

if we want to avoid the Repugnant Conclusion, and capture our other anti-additive 

aggregationist intuitions, we must develop an alternative model to 1-7 for understanding 

utility and the role it plays in our all-things-considered judgments.  More carefully, even 

if we think the standard model is appropriate for certain comparisons, we need to develop 

an alternative model for assessing outcomes, to employ for those comparisons where an 

anti-additive aggregationist approach seems most plausible and appropriate.  Let us 

consider one such model next. 

11.6  The Gymnastics Model for Moral Ideals 

 Reflecting on the Repugnant Conclusion most of us are reminded that we are not 

strict total utilitarians.  After all, if we were strict total utilitarians, we wouldn’t find the 

Repugnant Conclusion repugnant!  For most, this reminder hardly comes as a revelation.  

While utility matters a lot, virtually everyone agrees—including virtually all modern 

consequentialists—that it is not all that matters.  If this “reminder” were all there were to 

be gleaned from considering the Repugnant Conclusion, it would not be particularly 

interesting.  But it is not.  In thinking about the Repugnant Conclusion, and other similar 

 19



cases, we learn a further, deeper, lesson.  We learn that mere increases in quantity of 

utility are not sufficient—or so we think—to outweigh significant losses regarding other 

ideals.  This is why Z is worse than A.  Though better regarding utility, it is not better 

regarding equality, and it is much worse regarding other ideals, like maximin, 

perfectionism, and freedom. 

 The importance of the further lesson cannot be exaggerated.  As seen above, it 

implies that for certain comparisons, at least, we need to reject the standard model for 

thinking about utility, and its relations to other ideals.  Additionally, it suggests that for  

certain comparisons there may be an upper limit to how good situations can be regarding 

utility.  Moreover, if this is so for utility, it is probably also so for the other ideals, and 

hence, for certain comparisons there may also be an upper limit to how good situations 

can be all things considered. 

 Consider an analogy from sports.  In gymnastics competition, the best all-around 

gymnast is determined by adding together each person's score in each event.  For women, 

there are four events, each with a maximum score of ten; so, the maximum total score one 

can attain is 40.  While one can approach, and even attain, a perfect performance, one can 

never exceed the maximum score.  So, to be the best all-around gymnast, it isn't enough 

to near, or even attain, perfection in the floor exercises.  One must also excel on the 

balance beam, the vault, and the uneven parallel bars.  For example, suppose that Olga 

was perfect in the floor exercises, earning a 10, but dreadful in the other events, earning a 

3 in each; while Nadia was consistently strong, though not perfect, in all of the events, 

earning a 9 in each.  Nadia’s total score would be 36, Olga’s would be 19, and Nadia 

would rightly be judged a much better all-around gymnast than Olga.   
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 On reflection, it seems something like this may also hold for certain of our all-

things-considered judgments.  Perhaps, in comparing certain situations, all things 

considered, we must compare them in terms of each ideal, where there is a maximum 

score they can get for each ideal, determined by how much the ideals matter vis-à-vis 

each other.  And perhaps, having already taken account of how much the ideals matter 

vis-à-vis each other in setting their upper limits, we can arrive at an outcome’s all-things-

considered score by simply adding up the scores it gets for each relevant ideal.  Suppose, 

for example, that in assessing certain outcomes, U, E, M, P, and F were equally important 

and all we cared about.  Then we might assign numbers to outcomes such that the highest 

score an outcome could get for each ideal would be, say, 100 and the perfect outcome—

were it possible—would score 500.  Similarly, to note a more complicated example, if we 

thought P and F were equally important, but twice as important as E and M, and half as 

important as U, then we might assign numbers to outcomes such that the highest score an 

outcome could get would be, say, 150 for P and F, 300 for U, and 75 each for E and M.  

In that case, the perfect outcome would score 750.  Clearly, the highest score for each 

ideal sets an upper limit to the score that an outcome can receive for that ideal.  

Outcomes will receive the highest score for an ideal if they are perfect regarding that 

ideal; to the extent that they are less than perfect, they will receive appropriately lower 

scores.  Also clearly, on this view there will be an upper limit on how good an outcome 

can be all things considered.  Let us call such a position the gymnastics model for moral 

ideals.   

 On one version of the gymnastics model, a "perfect" outcome regarding U--one 

that could not be improved upon and would merit the highest possible score regarding U-

-would have infinite total utility.  On this view, no finite world will be perfect regarding 
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utility.  So, on this gymnastics model, a finite world may approach the maximum score 

for utility, but it can never attain that score or go beyond it.  Note, on the gymnastics 

model, there is no limit on how much utility can be added to an outcome.  In addition, for 

any finite outcome, it may always be possible to improve that outcome regarding utility--

even if only slightly.  However, as there is an upper limit on how good an outcome can 

be regarding utility, there is also an upper limit on how much an outcome can be 

improved--that is, be made normatively better--regarding utility.  So, after a point, mere 

increases in the amount of utility will not substantially increase the value of an outcome, 

even regarding utility.  It follows that, on the gymnastics model, mere increases in utility 

alone, however great, will not generally be sufficient to outweigh significant losses in 

other respects. 

 To illustrate this position, let us again make the simplifying assumption that each 

ideal matters equally, and let us (arbitrarily) assign scores to A and Z of up to 100 for U, 

E, M, P, and F.  A is perfect regarding E, and (by hypothesis) very good for U, M, P, and 

F.  So let us suppose that E = 100, U = 90, M = 90, P = 90 and F = 90.  A would then 

have an all-things-considered score of 460.  Z is also perfect regarding E and, on the 

version of the gymnastics model we are currently supposing, we may suppose that it is 

also nearly perfect9 regarding U, but it is much worse regarding M, P, and F.  For Z, 

then, let us suppose E = 100 and U = 99, but M = 10, P = 10, and F = 10.  Z would then 

have an all-things-considered score of 229--a full two hundred and thirty-one points 

lower than A's on a scale of only 500!   

Notice, even if one thought that utility was the most important ideal, the 

gymnastics model could capture our intuition that the Repugnant Conclusion really is 

repugnant.  Suppose, for example, that we thought utility was three times more important 
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than any other ideal, so that the maximum score for utility was 300, while that for the 

other ideals was 100.  Presumably, A which has billions of people all of whom are 

incredibly well off, would have a really high score for utility, while we are supposing that 

Z, which has countless people with lives barely worth living, would nearly have the 

maximum score regarding utility.  It might then be that A’s scores would be E = 100, U = 

275, M = 90, P = 90 and F = 90, for an all things considered score of 645, while Z’s 

scores would be E = 100, U = 299, M = 10, P = 10, and F = 10, for an all things 

considered score of 429.  We see that counting utility for much more than the other ideals 

would reduce the significance of the difference between A and Z—making the 

Repugnant conclusion somewhat less repugnant—relative to when U was no more 

important than the other ideals; but there would still be a gap of 216 on a scale of only 

700.   

One can see, then, how a gymnastics model could account for the genuine 

repugnancy of the Repugnant Conclusion.  To be a really good outcome, overall, one 

must be good with respect to all, or most, of the ideals that significantly matter.  A is, but 

Z, decidedly, is not. 

 Does the gymnastics model entail the controversial claim that there is a 

diminishing marginal utility of utility?  No, at least not in a way that is obviously 

objectionable.  Unfortunately, there is an ambiguity in the usage of "utility," an 

ambiguity fostered by a rich philosophical tradition.  "Utility" is often used 

interchangeably with such notions as "happiness," "welfare," and "quality of life."  

Moreover, given the influence of classical utilitarianism and its followers--according to 

which something is valuable to the extent, and only to the extent, that it promotes 

increases in happiness, welfare, or quality of life--"utility" is also often used 
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interchangeably with the notion of "value."  The gymnastics model does not imply that 

there is a diminishing marginal utility (happiness) of utility (happiness)--that is, that the 

better off someone is the less their happiness would be increased by each extra unit of 

happiness.  I share the view that such a position is unintelligible.  However, the 

gymnastics model does imply that there is a diminishing marginal utility (value) of utility 

(happiness)--that is, that the objective value of increasing a situation's happiness by a 

certain amount is less if the situation already has a lot of happiness than if it doesn't.  

Such a position is not unintelligible; it merely requires that one break the particular 

intimate connection between value and happiness prescribed by utilitarianism.  Here, the 

difference between the subjective and objective perspective of these matters is important, 

about which I shall say a bit more later.  

Let us next consider an example where one outcome is much better than another 

with respect to an ideal other than utility, but much worse in other respects.  Take, for 

example, the outcome described by Kurt Vonnegut Jr. in his anti-egalitarian diatribe 

“Harrison Bergeron.”10  Vonnegut describes a totalitarian regime blinded by the ideal of 

equality.  In its zeal to promote the perfectly equal society, it weeds out all independence, 

creativity, and talent:  disfiguring the beautiful, burdening the strong, crippling the 

intelligent, and so on.  In doing this, it drastically limits people’s options, destroys the 

bonds of friendship, loyalty, and love, and levels everyone down to a drab, soulless, 

existence.  As Vonnegut expects, most people react with horror to the scenario he 

describes.  The gymnastics model can easily account for why we think such an outcome 

would be very bad, even if it were perfect regarding equality (a rather dubious claim, in 

fact, given the significant inequalities of power, and such, that presumably obtain 

between the totalitarian leaders and their sheep-like citizens/victims). 
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Vonnegut has described an outcome that would be much worse in terms of every 

other significant ideal than the free society with which he implicitly compares it. Thus, in 

essence, Vonnegut has asked us to compare a supposedly equal, tyrannical society, 

whose scores for each ideal might be:  E = 100, U = 10, M = 10, P = 0 and F = 0, with an 

unequal free society whose scores might be:  E = 10, U = 90, M = 90, P = 95 and F = 

95.11  Unsurprisingly, we rank the free unequal society, whose all things considered score 

might be 380, as vastly better than the unfree equal society, whose all things considered 

score might be 120.  Here, as above, the gymnastics model provides a plausible way of 

thinking about the relations between ideals, and how they combine to yield an all things 

considered judgment.   

There is a logical limit to how much one can reduce a situation's inequality, but 

no logical limit to how much utility obtains.  Because of this, it is natural to suppose 

there is a limit to how much one can improve a situation regarding equality, but none 

regarding utility.  Nevertheless, for certain comparisons, at least, this supposition seems 

mistaken.  However much more we may care about one ideal relative to another, they 

play similar roles in our all-things-considered judgments.  No one ideal matters more 

than all, or most of, the others put together.  So, no matter how good an outcome is with 

respect to one ideal—even if it is perfect with respect to that ideal—it may still be poor, 

overall, if it is sufficiently poor with respect to other important ideals. 

The gymnastics model can similarly account for our anti-additive aggregationist 

intuitions involving comparisons of lives, rather than outcomes.  But, of course, some of 

the morally relevant factors for comparing lives may be different from those relevant for 

comparing outcomes.  Consider, for example, McTaggart’s Single Life Repugnant 

Conclusion, discussed in chapter N.   
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Among the many factors that seem relevant for assessing the overall quality of a 

life are:  utility (U), autonomy (AU), virtue (V), friendship (FR), achievements (ACH), 

Family (F), and respect (R).  This is a very rough and truncated list, but it is sufficient for 

my purposes.  McTaggart asks us to imagine two lives, a paragon life, P, of as high a 

quality as one might like persisting for millions of years, or, alternatively, an oyster-like 

life, O, devoid of everything but the lowest level of sentient awareness and contentment, 

lasting vastly longer.  As we saw, McTaggart suggests that while most moralists would 

find O repugnant in comparison with P, he suggests that this intuition is not to be trusted, 

and can be explained away by appeal to several natural cognitive distortions and errors.  

In fact, McTaggart insists, as long as O would persist sufficiently long, eventually it 

would have to be better than P, since it would have so much total utility.  

Here, McTaggart assumes an additive aggregationist approach for assessing lives.  

And if we accept something like the standard model for understanding utility and its 

relation to other ideals for comparing lives like O and P, we shall have to concur with 

McTaggart’s judgment.  But, as McTaggart recognizes, most of us reject his judgment, 

and in so doing we are rejecting a simple additive aggregationist approach for comparing 

lives like O and P.  We don’t believe that a really good life, overall, could be one that 

was only good in one respect—no matter how good it might be in that one respect.  

Rather, in accordance with the gymnastics model, we believe that for a life to be really 

good, overall, it must be good in most of the ways that are relevant to making a life good. 

For simplicity, let’s assume that on the gymnastics model for comparing lives, the 

only factors that are relevant for comparing lives are the ones noted above, that each is as 

valuable as the others, and that there is an upper limit on how good a life can be with 

respect to a given factor, so that the highest score a life can achieve for any single ideal is 
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100.  Then the paragon life’s scores might be something like:  U = 95, AU = 95, V = 95, 

FR = 95, ACH = 95, F = 95, and R = 95, for an all things considered score of 665; while 

the oyster-like life’s scores might be something like:  U = 95, AU = 0, V = 0, FR = 0, 

ACH = 0, F = 0, and R = 0, for an all things considered score of 95.  Although our 

selection of ideals, scores, and relative weightings is arbitrary, it is clear how a 

gymnastics model could account for our intuition that the paragon life is much better than 

the oyster-like life.  No matter how much utility might be contained in the oyster-like 

life, we simply don’t believe that a life which was devoid of every other factor that was 

relevant to life’s goodness, could be better, all things considered, than a life that was 

brimming with all of the factors that make for a flourishing life.    

Let me mention just one other case where something like a gymnastics model 

comes into play in our assessment of individuals:  when we assess the moral 

virtuousness, or viciousness, of individuals.  Suppose, for the sake of argument, that we 

regard the following as moral virtues:  honesty, trustworthiness, loyalty, courage, 

kindness, friendship, fidelity, generosity, beneficence, and love.  I submit that to be 

morally virtuous, overall, it is not enough for someone to highly possess one or two of 

the moral virtues.   

Suppose, for example, that Attila the Hun was extremely courageous.  Suppose 

also that he loved his mother a lot.  But suppose that he was utterly vicious in every other 

respect.  Surely, we would not say that Attila would be morally virtuous if only he were 

courageous enough, or if only he loved his mother enough.  Even if we thought that 

Attila could somehow increase his courage without end, or increase his love for his 

mother without end, his doing so would not be the path to moral virtue.  If he wanted to 

become virtuous, he would also have to become honest, trustworthy, loyal, and so on.  
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This suggests that there is an upper limit to how much any particular virtue can 

contribute to someone’s being morally virtuous, overall.  Even if one could become 

increasingly virtuous regarding one or two virtues, being nearly or even perfect with 

respect to those virtues would not be enough to make up for significant deficiencies with 

respect to all of the other virtues.  This thought can be captured by the anti-additive 

aggregationist approach of a gymnastics model of moral ideals, but not by the kind of 

additive aggregationist approach embodied by the standard model for thinking about 

utility and its relation to other ideals. 

Notice, the preceding is distinct from the Aristotelian point about the unity of 

virtues.  Aristotle thought that you couldn’t truly possess any of the virtues, unless you 

possessed all of them.12  So, Aristotle would have to deny that Attila truly possessed the 

virtue of courage, or the virtue of loving of his mother, in the absence of his possessing 

the other virtues as well.  I think this is a mistake.  It seems to me that one could be 

virtuous in some respects, without being virtuous in all.  But what Aristotle has rightly 

seen is that one cannot be truly virtuous, overall, if one is only virtuous in one or two 

respects.  Nor can someone who is only virtuous in one or two areas be more 

commendable regarding virtue than someone who is virtuous in all (or most) respects, no 

matter how much they excel in the respects in which they are virtuous.  This latter point 

implies that we must reject a simple additive aggregationist approach for thinking about 

moral virtuousness. 

11.7  Upper and Lower Limits for Different Kinds of Utility 

 We have seen how a gymnastics model of moral ideals could capture the anti-

additive aggregationist judgment that even unlimited gains with respect to a single ideal 

may not be sufficient to outweigh large losses with respect to many other ideals.  But it is 
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important to recognize that anti-additive aggregationist reasoning might apply to 

comparisons involving single ideals, as well as comparisons involving multiple ideals.  

So, for example, just as the gymnastics model implies that for certain comparisons, at 

least, there is an upper limit to how good an outcome is with respect to utility, it can 

accommodate the view that there is an upper limit to how good an outcome is with 

respect to any particular kind of utility.   

 Consider, again, the Repugnant Conclusion.  Assume that the people in A each 

experience the “highest” kinds of utility available to humans, while those in Z each 

experience the “lowest” kinds of utility available to any sentient beings.  Since, by 

assumption, there are so many people in Z, relative to A, that the sum total of utility is 

greater in Z, on the gymnastics model we could say that Z is better than A regarding 

utility, but that it is worse all things considered.  As we saw above, since, on the 

gymnastics model, there is an upper limit on how good an outcome can be with respect to 

utility, and, by assumption, A is already near that limit, no matter how much greater the 

sum total of utility is in Z than in A, Z will only be a little bit better than A regarding 

utility, while it will be much worse than A regarding many other important ideals.  

However, the gymnastics model is also compatible with the view that Z is not only worse 

than A all things considered, it is even worse regarding utility.  Having already 

recognized that there may be an upper limit to how good an outcome may be regarding 

utility, the gymnastics model could also recognize that there may be different upper 

limits to how good an outcome can be with respect to different kinds of utility.  To echo a 

phrase of Jim Griffin’s, noted previously (p. ), intuitively, the idea would be that no 

amount of utility of one kind would be more valuable than a sufficient amount of utility 

of another kind.   
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 So, even someone who thought that utility was the only moral ideal that mattered 

for assessing outcomes could find the Repugnant Conclusion genuinely repugnant.  Such 

a person would care not merely about total utility (nor, for the reasons noted in 11.4, 

about average utility), but about the different kinds of utility that obtain and the way they 

are distributed in different outcomes.  This would involve an anti-additive aggregationist 

approach to evaluating outcomes regarding utility, and it might be captured by something 

like the gymnastics model applied directly to the ideal of utility and the different kinds of 

utilities encompassed by that ideal. 

 Consider again the Single Life Repugnant Conclusion.  Many believe that an 

ongoing oyster-like life is not only worse than a flourishing eighty-year life in terms of 

factors like autonomy, virtue, friendship, achievements, family, and respect; but that it is 

even worse regarding utility.  Specifically, they believe that the trivial pleasures available 

to an oyster don’t add up in the way they would need to to make the utility of such a life 

more valuable than the utility obtaining in a truly flourishing human life of eighty years.  

They can grant that if the oyster-like life persists long enough, there will be more total 

utility in that life than in the flourishing one, but they deny that that is enough to make 

the former life better than the latter even regarding utility.  As noted, they think that 

insofar as one cares about utility, one should care about the kinds of utility that obtain 

and the way they are distributed in an outcome.   

 This is analogous to some of our earlier claims about the pain spectrum.  Many 

believe that a long life containing two years of intense torture would be worse than a long 

life containing one extra mosquito bite per month, no matter how many extra months of 

mosquito bites may be involved.  Moreover, this needn’t be because they assume that the 

former life would be worse than the latter in terms of all sorts of other morally relevant 
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factors besides the pain occurring in the lives.  Rather, as noted previously, they may 

simply believe that the pains or disutilities of mosquito bites don’t add up in the way they 

would need to to make the extra-mosquito-bite-filled life worse than the life involving 

two years of torture, even regarding pain or disutility.  Thus, even insofar as one only 

cared about pain, one might regard the life involving less total pain—in the form of two 

years of torture—as worse than the one involving more total pain—in the form of one 

extra mosquito bite per month. 

  Finally, to cite but one more of our earlier cases (p. N), many would agree that 

the sum total of disutility might be greater in an outcome where billions of people had a 

short mild headache, than in an outcome where only 10 people were quadriplegic, but 

that the latter outcome would be worse than the former even regarding utility.  Here, as 

elsewhere, the thought is that the disutilities of mild headaches don’t add up across 

people in the way they would need to to make the former outcome worse than the latter 

regarding utility.   

 The thought that we may need to adopt an anti-additive aggregationist approach 

for certain comparisons involving utilities is compatible with several different ways of 

thinking.13  Let me distinguish some of these, without assessing or choosing between 

them. 

 One might think that each kind of utility has its own limit.  Specifically, one 

might think that for each kind of positive utility there is an upper limit on how much an 

outcome can be made better by the presence of instances of that kind of utility; and 

likewise for each kind of negative utility there is a lower limit on how much an outcome 

can be made worse by the presence of instances of that kind of utility.  Alternatively, one 

may think that there is an asymmetry between positive and negative utilities.  So, for 
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example, one may think there is an upper limit on how good an outcome can be with 

respect to the presence of any particular kind of positive utility, but no lower limit on 

how bad an outcome can be with respect to any particular kind of negative utility.   

 Yet another view is that there are upper and lower limits for some kinds of 

positive and negative utilities, but not all.  In particular, one might believe in different 

thresholds of experiences.  Perhaps for very positive experiences above a certain 

threshold, there is no upper limit on how much further instances of such experiences 

would improve an outcome regarding utility, while for relatively mild positive 

experiences below a certain threshold there is an upper limit.  Likewise, perhaps for very 

negative experiences below a certain threshold, there is no lower limit on how much 

further instances of such experiences would worsen an outcome regarding utility, while 

for relatively mild negative experiences above a certain threshold there is a lower limit.  

Additionally, one may or may not believe there is an asymmetry between certain kinds of 

positive or negative experiences and whether there are upper or lower limits to the value 

that such experiences can contribute to an outcome depending on whether those kinds of 

experiences obtain within a single life or within different lives.  Moreover, one might 

think there are different upper and lower limits to the value that any particular kind of 

experience can contribute to the goodness of an outcome with respect to utility, 

depending on whether the kind of experience occurs within a single life or within 

different lives.   

 I shall not detail each of these positions, but let me illustrate the thinking 

underlying a few of them.  One might believe that even if the positive experience of 

licking a lollipop were, phenomenologically, exactly the same each time, there is an 

upper limit on how good an outcome could be regarding utility as a result of the presence 

 32



of positive experiences of that sort.  So, for example, one might think that a single 

instance of a lollipop lick might contribute to an outcome’s value regarding utility by one 

unit, and that a single instance of watching one’s child being born into the world might 

contribute to an outcome’s value regarding utility by 10,000 units, but one might think 

that no number of lollipop licks would contribute more to the value of an outcome 

regarding utility than a single instance of watching one’s child being born.  Specifically, 

one might think there is an upper limit to how much one can improve an outcome 

regarding utility merely by adding more lollipop licks to that outcome.  Drawing on our 

earlier distinction, one might hold that even if, subjectively, each lollipop lick were just 

as valuable to its experiencer as every prior lollipop lick was to its experiencer (an 

assumption that might not hold, but that we now grant for the purposes of argument), 

nevertheless the objective value of the outcome’s utility can only be improved so much 

by the presence of additional lollipop licks.  But note, we might think that the upper limit 

of the value of lollipop licks may vary depending on whether they are experienced by the 

same, or different, people.  So, even if we thought that, subjectively, John would get just 

as much out of each lick of a lollipop as each of 10,000 people would get out of a single 

lollipop lick, we might think the objective value of John getting 10,000 licks of a lollipop 

would be much less than the objective value of each of 10,000 people getting one lick of 

a lollipop, and that both objective values would be less—and perhaps far less—than the 

objective value of a single person observing his child being born.   

 On the other hand, for really great positive experiences we may or may not feel 

similarly.  Perhaps there is no upper limit on the value that can be contributed to an 

outcome’s utility via experiences of watching one’s child being born, or listening to 

Mozart’s Requiem.  Or perhaps there is an upper limit to such value if such experiences 
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occur within a single life, but not within separate lives.  Or perhaps, even with the highest 

positive experiences, we think there is an upper limit in both cases but that the level of 

the limit varies in such a way that the same number of experiences will matter less, 

objectively, if they obtain within a single life than if they are dispersed among many 

lives.   

 Similar possibilities arise regarding negative experiences.  For example, it may be 

plausible to think that there are there are limits on how bad an outcome can be made, 

objectively, regarding utility via the presence of many mild negative experiences, such as 

mosquito bites or mild headaches.  Further, as with positive experiences, we may think 

the limits on how much certain kinds of negative experiences can worsen an outcome 

depends on whether those experiences obtain within a single life or are distributed over 

many lives.  Perhaps as one person suffers more and more mosquito bites in her life there 

is a negative impact on the objective value of the outcome approaching, but never 

exceeding, n units, while as more and more people each suffer one mosquito bite in their 

lives, there is a negative impact on the objective value of an outcome approaching, but 

never exceeding, k units, where k may be (considerably) smaller than n.   

 Many views are possible in this area, but of course not all are equally plausible.  

For example, as Derek Parfit has observed,14 there may be important asymmetries in our 

views about positive and negative experiences.  Thus, while it may be plausible to think 

that there may be an upper limit on how objectively good an outcome can be made 

regarding utility via the presence of many wonderful positive experiences of a certain 

kind, it may not be equally plausible to think that there is a lower limit on how 

objectively bad an outcome can be made regarding utility via the presence of many 

terrible negative experiences of a certain kind.  For instance, it is hard to believe that 
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while subjectively each year of torture may be just as terrible for its possessor as any 

other, once someone has been tortured long enough, or once enough people have been 

tortured for a year, objectively it doesn’t (much) matter anymore whether the one person 

is tortured for many more years, or whether many others are also tortured for a year.   

 As indicated, the notion that there may be upper limits to how objectively good or 

bad an outcome is with respect to different ideals, or different components of different 

ideals, is one that can be accommodated by a gymnastics model of moral ideals.  But, as 

presented here, the gymnastics model is little more than a sketch of an approach that one 

might adopt for incorporating anti-additive aggregationist intuitions.  The details of such 

a model remain to be worked out, and here, as elsewhere, the devil is in the details. 

 One familiar way of reaching a limit runs as follows:  the first instance of a 

certain kind of experience, k,  has value n, the second has value ½ n, the third value ¼ n, 

and so on.  In this case, the limit of all possible k experiences would be 2n.  Clearly, any 

limit is possible for experiences of kind k.  For example, the limit would be 1000n if one 

assigned a value of 500n to the first instance of k, a value of 250n to the second instance, 

a value of 125n to the third instance, and so on.  But one could also reach the limit of 

1000n in any number of different ways that involved decreasing values for additional k 

experiences. 

 Another way of reaching a limit would be to have each subsequent k experience 

matter less than the previous one by a small finite amount, until eventually one reached a 

point where additional instances of k had no value.  For example, suppose the first 

instance of k had a value of 1, and that each subsequent instance had a value one 

millionth less than the preceding one.  So, the second instance of k would have a value of 

.999999, the third a value of .999998, the fourth a value of .999997 and so on.  In this 
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case, even if each k experience had the same subjective value to its possessor as every 

other, the one million and first k experience, together with all subsequent k experiences, 

would contribute zero objective value to the outcome, and the limit of the value that k 

experiences could contribute to an outcome would be 500,000.5.   

 Notice, one could approach a limit at a constant rate, as in the case just 

considered, or at a slower and slower rate, as in the case previously considered, or at a 

faster and faster rate.  An example of the latter would be if the first extra k experience 

counted one millionth less than the previous one, the second extra k experience three 

millionths less than the previous one, the third extra k experience five millionths less than 

the previous one, and so on.   

 Another possibility would be for each subsequent k experience to count just as 

much as the previous one up to some finite number of k experiences, after which 

subsequent k experiences would begin to count less and less.  And still another 

possibility would be for additional k experiences to start by counting more than previous 

ones, before, at some point, eventually counting less and less. 

 Finally, variations in the rate of increases and decreases might also be possible 

along a number of different lines.  Perhaps decreases in the value of k experiences might 

start out at a constant rate, but then begin speeding up or slowing down.  Or perhaps they 

might start out at an increasing rate, before changing to a constant or decreasing rate.  Or 

perhaps the rates of decrease may vacillate in a regular or irregular pattern between 

constant, increasing, or decreasing rates.   

 As indicated above, the devil is in the details, and I shall not enumerate all the 

possible positions here or the considerations that might support some rather than others.  

Suffice it to say, if one believes in upper or lower limits that different kinds of 
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experiences can contribute to an outcome’s objective value, a great deal of thought has to 

go into determining what those limits might be for the different kinds of experiences in 

question, how they are related to each other, and how best to capture them in a plausible 

non-ad hoc manner.  This is no easy task.  Indeed, such a task is fraught with 

complexities that may be unsolvable, and every purported solution may have implications 

that are both unavoidable and unacceptable.  But, for certain comparisons, at least, there 

are powerful reasons to pursue such a task.  Accordingly, while the gymnastics model for 

moral ideals is currently little more than a sketch, it is, I think worth further consideration 

and development.  While other models may also be worth considering, the gymnastics 

model offers a promising approach for capturing the notion of limits and certain of our 

powerful anti-additive aggregationist views. 

11.8  Contrasting the Gymnastics Model with the Standard Model of Utility 

 Let us contrast the gymnastics model of moral ideals with the standard model of 

utility presented in 11.2.   

 First, the gymnastics model can accept the first assumption of the standard model, 

that utility is non-instrumentally valuable.  According to this assumption utility 

represents a genuine ideal that there is some reason to promote over and above the extent 

to which promoting utility also promotes other valuable ideals.  Of course, what counts as 

promoting the ideal of utility will vary on the gymnastics model depending on how the 

ideal of utility is fleshed out.  But, in general--subject to the caveats expressed in 11.3, 

regarding, for example, a sadist’s pleasure, or an evil person’s undeserved pleasure or 

deserved suffering--positive utility will be a good-making feature of outcomes and 

negative utility a bad-making feature of outcomes.     
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 Second, the gymnastics model rejects the second assumption of the 

standard model, that utility is intrinsically valuable.  On the standard model, each 

unit of utility—or, given 11.3’s caveats, each unit of innocent or deserved 

utility—has a fixed objective value that it contributes to an outcome 

independently of any other features of that outcome.  On the gymnastics model, 

the objective value that a unit of utility adds to an outcome can vary depending on 

how many other units of utility (perhaps of that kind) obtain in the outcome.  In 

particular, as more units of utility are added to an outcome, at some point each 

additional unit will tend to contribute less to the objective value of the outcome.  

Moreover, once an outcome contains so much utility that the objective value of 

the outcome is already at, or near, its upper limit--as implied previously, the 

details of the gymnastics model will be fleshed out differently depending on 

whether one believes that an outcome can actually reach, or only approach, its 

upper limit for the value of utility--additional units of utility will contribute 

vanishing little or no objective value to the outcome. 

 Third, the gymnastics model can accept versions of the standard model’s 

third and fourth assumptions, that the ideal of utility is strictly neutral with 

respect to sentient beings, places, and times, and is also strictly impartial between 

sentient beings with respect to utility, but given its different view about the 

intrinsic value of utility, the implications of these requirements are markedly 

different on the gymnastics model than on the standard model.  Like the standard 

model, the gymnastics model is neutral and impartial in the sense of not allowing 

any biases or prejudices to favor one sentient being over another for reasons of 

race, gender, religion, sexual orientation, nationality, or species.  Nor can any 
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preference be given to one place over another merely because it is “here” rather 

than “there”, or a place where we or a loved one happen to abide rather than 

elsewhere.  Likewise, no preference can be given to one time over another merely 

because it is “now” rather than “past” or “future”, or a period during which we or 

a loved one exist rather than one where we or our loved ones don’t exist.  But 

since, on the gymnastics model, the extent to which a given amount of utility 

contributes to an outcome’s objective value will depend on how much other 

utility already exists, or perhaps has existed, in the outcome, it won’t be true that 

neutrality means that a given amount of utility will count just as much no matter 

who experiences it, where it is experienced, or when it is experienced, nor that 

impartiality means that each sentient being’s utility counts as much as any 

other’s.  For example, if John is one of a million well off people, and Susan one 

of a trillion well off people, on the gymnastics model it might be much less 

important to improve Susan’s utility than John’s, given that so much more utility 

already exists in Susan’s situation than John’s.  Likewise, Susan’s possessing n 

units of utility might count significantly less than John’s possessing n units of 

utility.   

 An interesting question concerns the scope of the gymnastics model:  are 

all places and times considered together regarding the upper limits for utility, or 

other ideals, or are different regions of space or time considered separately?  The 

difference between these positions can be illustrated as follows.  One might think 

that if there are already 100 billion units of utility in a given spatial or temporal 

region, one will already have reached, or approached very near to, the upper limit 

for how good that spatial or temporal region can be objectively regarding utility.  
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In that case, one might think that merely adding more utility to that spatial or 

temporal region would make little or no difference to how objectively good the 

outcome was regarding utility, or all things considered.  But this leaves open the 

question as to whether it might be significantly desirable to add utility to some 

other spatial or temporal regions.  This is an important question for moral 

philosophy generally, and one I shall return to in chapter N.  But for now, let me 

simply make several observations.   

 If one treats all spatial and temporal regions together, then obviously 

adding more utility to another region or time period will be of no more 

significance than adding more utility to the region and time period already 

containing the 100 billion units of utility.  Alternatively, one might treat spatial 

and temporal regions separately.  This raises familiar line-drawing type questions 

as to whether one can demarcate different spatial or temporal regions in a way 

that avoids arbitrary and implausible implications.  So, for example, one would 

like to avoid the implication that adding n units of utility to one place or time 

wouldn’t count much at all, objectively, but adding the same amount of utility one 

millimeter away or one nano-second later, would have great objective 

significance.  Still, there is a fair amount of intuitive appeal to the notion that 

once a planet, or century, has already attained, say, 100 billion units of utility 

there is little objective value to be gained merely by adding even more units of 

utility to that planet or century, but there might be significant objective value to 

be gained by adding units of utility to an some other planet or century that would 

otherwise be barren regarding utility. 

 40



 Notice, one needn’t necessarily treat space and time the same.  Perhaps 

spatial regions should be treated together, but temporal regions separately, or vice 

versa.  I shall return to this issue in chapter N, but intuitively one might think that 

once there is enough utility in a given time period, it doesn’t matter much, 

objectively, whether even more utility is added to that time period, and that this is 

so wherever, in space, that utility might be added.  On the other hand, no matter 

how much utility exists during some time periods, one might think there is always 

objective value to adding utility to other time periods if those periods would 

otherwise be lacking in utility.  Further variations of these views are also possible.  

For example, one might think that until at least one spatial region in a given time 

period is “saturated” with utility, there is always reason to add more utility to that 

time period in any spatial location, but that once even one region is “saturated” 

there is no longer significant objective reason to add more utility to any region in 

that time period. 

 As indicated, I shall return to some of these issues in chapter N, and so 

shall not pursue them further here.  But, as should be evident, whether or not 

spatial or temporal regions are treated together or separately, it will not be the 

case on the gymnastics model, as it is on the standard model of utility, that a 

given amount of utility will count just as much no matter where or when it is 

experienced.  On the gymnastics model, if spatial or temporal regions are treated 

together, then how much objective value a given amount of utility has at a given 

time or place will vary depending on how much utility obtains at other times and 

places.  So, a given amount of utility might have one value at one place or time 

and a different value at another place or time, if the amount of utility at other 
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places and times differs in the two cases.  For that matter, a given amount of 

utility might have one value at one place or time and a different value at the very 

same place or time, if the amount of utility at other places and times differs in the 

two cases.  On the other hand, if spatial or temporal regions are treated separately, 

then a given amount of utility might have one value in an “unsaturated” place or 

time, and much less value in a “saturated” place or time. 

 Let me make one more observation regarding how best to interpret the 

neutrality and impartiality of the gymnastics model of moral ideals.  Suppose we 

have an outcome A that is already near, or at, the limit of how good an outcome 

can be regarding utility.  By hypothesis, on the gymnastics model, adding more 

people to A with lots of utility would add little or no value to A’s objective value 

regarding utility.  But how should we understand the impact that adding such 

people would have on the objective value of the lives of the other people already 

in A?  I’m inclined to think that the requirement of neutrality and impartiality 

implies that A’s total amount of objective value would be distributed between A’s 

members proportionally to the amount of utility that each person possesses.  Let 

me explain.   

 Suppose that that A has 10 billion members, each of whom are equally 

well off with k units of the same kind of utility, and that A’s total objective value 

regarding utility is m.  In that case, I suggest that we should count the objective 

value of each individual person’s utility as m/10,000,000,000.  That is, since, by 

hypothesis, each person has the same amount of the same kind of utility, each 

person is counted as contributing an equal share to the outcome’s objective value.  

Next, suppose that 10 billion extra people are added to A, each of whom has the 
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same amount k of the same kind of utility as everyone else.  And suppose that the 

value of utility was already near its upper limit before the extra people were 

added, so that A’s objective value regarding utility was only increased by g, 

where g is much less that m, and m + g is not much greater than m.  One might 

think that, regarding utility, the objective value attributable to each person in the 

original group would remain what it was, namely, m/10,000,000,000, while the 

objective value attributable to each person in the new group would be much less; 

specifically, an equal share of the total additional objective value that the new 

group adds to the outcome regarding utility, namely, g/10,000,000,000.  However, 

I believe that on the gymnastics model one should revise the values contributed 

by the original members to reflect the view that once the new group has been 

added each person’s contribution to the outcome’s objective value would be 

(m+g)/20,000,000,000 regarding utility.   

 By the same token, suppose that each of the 10 billion additional people 

actually has twice as much of the same kind of utility in their lives as each of the 

original 10 billion people, but that, as before, since A was already near the limit 

for how good it could be, objectively, regarding utility, this only increased A’s  

objective value by g, regarding utility.  In that case, I think the gymnastics model 

would revise the objective value of each original person’s contribution to only 

1/3(m+g)/10,000,000,000, regarding utility, while the value of each new person’s 

contribution would be twice as large, namely, 2/3(m+g)/10,000,000,000.   

 Similar remarks would apply, mutatis mutandis, for versions of the 

gymnastics model which held that one could actually reach an upper limit 

regarding utility, after which additional units of utility would contribute nothing 
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to the outcome’s objective value regarding utility.  In this case, we may suppose, 

if A’s objective value regarding utility was m with its original population of 10 

billion people, it would still be m after an additional 10 billion equally well off 

people were added.  A fortiori, I suggest that on the gymnastics model we would 

say that the objective value of the utility of each of A’s original 10 billion 

members would go from m/10,000,000,000 before the extra people were added to 

m/20,000,000,000 afterwards. 

 Measuring the objective value of people’s utility in this manner would 

capture the following views.  For any two people, P1 and P2, in a given outcome 

O, if P1 and P2 experience the same amounts and kinds of utility, so that the 

subjective values of P1 and P2 are the same regarding utility, then the objective 

values of P1 and P2’s utility would also be the same, meaning that the extent to 

which P1 and P2 affect O’s objective value regarding utility would be the same.  

Accordingly, insofar as one was concerned with O’s objective value regarding 

utility, one should be indifferent between increasing or decreasing P1’s utility in a 

certain way and increasing or decreasing P2’s utility in that way.  In this way, the 

gymnastics model would require that P1 and P2 be treated the same in O, 

regarding utility, reflecting an important sense in which the ideal of utility should 

be neutral and impartial.   

Fourth, on most interpretations the gymnastics model rejects the fourth 

assumption of the standard model of utility, that insofar as one cares about utility, 

one should care about total utility, and on all interpretations it rejects the spirit of 

that assumption.  But on one interpretation of the gymnastics model the fourth 
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assumption would reflect an important truth, and on another it would approximate 

an important truth.  Let me elucidate these claims.   

I take the spirit of the fourth assumption to imply that if A has much more 

utility than B, A will be much better than B regarding utility.  Clearly, the 

gymnastics model rejects this implication on all of its interpretations regarding 

the objective value of utility.  After all, if B is already at or near the limit for how 

good an outcome can be, objectively, regarding utility, then, on the gymnastics 

model, no matter how much more utility A may have than B, A cannot be much 

better than B, objectively, regarding utility.   

Next, consider the version of the gymnastics model that assigns different 

upper limits to how good different kinds of utility can make an outcome, 

objectively.  Clearly, this version rejects the fourth assumption outright, since, as 

we have seen, on this version even if there is more total utility in a large number 

of lollipop licks than in a small number of experiences of watching one’s child 

being born, the objective value of the latter can be greater than the objective value 

of the former, regarding utility.   

Similarly, consider the versions of the gymnastics model that consider 

different spatial or temporal regions separately.  On these versions, if A involves 

a spatial or temporal region that is “supersaturated” with utility while all its other 

regions are barren regarding utility—so that, in effect, the vast majority of A’s 

utility is “wasted” in the sense of obtaining in a region that would already be at or 

near its upper limit even if it weren’t there—while B involves a number of 

regions each of which have a fair amount of utility, but none of which have 

reached or neared the upper limit on how good a region can be objectively 
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regarding utility, B can be objectively better than A regarding utility, even if there 

is more total utility in A than B.  So, on such interpretations, as well, the 

gymnastics model clearly rejects the fourth assumption of the standard model of 

utility. 

Consider, however, a version of the gymnastics model that treats all 

spatial and temporal regions together, that only puts a single upper limit on how 

good an outcome can be, objectively, regarding utility regardless of the different 

kinds of utility that obtain, and where this limit is approached, but never reached, 

as an outcome contains more and more utility.   I suspect some may find this a 

particularly attractive version of the gymnastics model for capturing the relation 

between utility and its relation to other moral ideals, and while this version, too, 

rejects the spirit of the fourth assumption as articulated above, on this version it 

would be true that one outcome would be objectively better than another 

regarding utility if and only if it had more total utility.  On this view, total utility 

would track the ordinal ranking of all outcomes regarding the objective value of 

utility.  Hence, in an important respect it would be true that insofar as one cared 

about utility, one should care about total utility. 

Finally, consider the version of the gymnastics model where one could not 

only approach but actually reach an upper limit on how good an outcome was, 

objectively, regarding utility.  On such a version, once the upper limit had been 

reached, any additional units of utility would be wasted, in the sense of adding no 

additional objective value to the goodness of the outcome regarding utility.  

Hence, on this version A might have more total utility than B and yet not be 

better, objectively, regarding utility.  This would be so if A and B were both 
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sufficiently “saturated” with utility as to be at the limit of how good an outcome 

could be, objectively, regarding utility.   Clearly, then, this version rejects the 

fourth assumption, since beyond a certain point one wouldn’t care about total 

utility.  Still, the fourth assumption could be seen as approximating an important 

truth, since, regarding utility, more utility would never be worse, objectively, than 

less utility, objectively; and indeed, until the upper limit had been reached—

including, perhaps, all real world cases—more utility would always be better than 

less. 

Fifth, the gymnastics model rejects the sixth assumption of the standard 

model of utility that how good a situation is regarding utility is a simple additive 

function of how much utility sentient beings have in that situation.  So, for 

example, depending on the version of the gymnastics model, the fact that one 

outcome has twice as much utility as another may not make the outcome 

objectively better, regarding utility, depending on the kinds of utility involved in 

the different outcomes or how the utility is distributed across people, places, or 

times.  Moreover, even if the outcome with twice as much utility is, objectively, 

better, it will not generally be twice as good as is implied by the simple additive 

approach.  Indeed, as noted, if an outcome is already near or at the limit on how 

good it can be objectively regarding utility, doubling its utility will have little or 

no impact on how good it is, objectively, on the gymnastics model.   

Finally, as presented, the gymnastics model accepts the seventh 

assumption of the standard model of utility that how good an outcome is all things 

considered is an additive function of how good it is regarding each ideal, so 

insofar as an outcome gets better regarding utility it will, to that extent, be getting 
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better all things considered.  So, like the standard model of utility, it assumes a 

numerical model for judging outcomes, according to which for each moral ideal 

relevant to assessing outcomes, each outcome will merit a (rough) numerical 

"score" representing how good that outcome is with respect to that ideal, and how 

good the outcome is all things considered will be represented by the numerical 

score arrived at by summing the individual scores of each relevant ideal.  This is a 

controversial feature of the gymnastics model that warrants further consideration.  

For now, let me just make two comments regarding it. 

First, one might think that if one is moved to something like a gymnastics 

model of moral ideals by anti-additive aggregationist views, one should adopt an 

anti-additive approach “all the way down” as it were.  On this view, there may be 

a holistic relationship between different moral ideals that requires a non-additive 

approach for understanding how morally relevant ideals combine to determine 

how good an outcome is all things considered.  Following the holistic insight that 

the whole may be greater or less than the sum of its parts, one might believe that 

one outcome could be better than another all things considered, even if it was 

genuinely worse with respect to each relevant moral ideal considered 

individually.  A more modest version of this view would maintain that one 

outcome could be better than another all things considered, even if it were no 

better with respect to any particular moral ideal, considered individually, and was 

positively worse with respect to at least one moral ideal, considered individually.  

If one did ultimately believe that moral ideals could combine to generate all 

things considered judgments in such ways, one would need to revise the 

gymnastics model accordingly so as to reject the seventh assumption of the 

 48



standard model of utility.  Alternatively, one might ultimately conclude that one 

should reject the gymnastics model entirely, and seek another approach for more 

fully and accurately capturing our anti-additive aggregationist views.     

Second, I have suggested that like the standard model of utility, the 

gymnastics model assumes a numerical model for judging outcomes, according to 

which for each moral ideal relevant to assessing outcomes, each outcome will 

merit a (rough) numerical "score" representing how good that outcome is with 

respect to that ideal.  I should emphasize that this view is compatible with the 

score that is assigned to an outcome for any given ideal depending solely on 

features of the outcome itself or depending partly on the alternatives with which 

that outcome is compared.  Thus, the gymnastics model is compatible with either 

of the two very different views of moral ideals introduced at the end of chapter M, 

the intrinsic aspect view and the essentially comparative view.  I shall return to 

these views, and their significance, in the following chapters.   

11.9  Shared Formal or Structural Features of Moral Ideals 

 I have claimed that however much more we may care about one ideal relative to 

another, for certain comparisons, at least, they play similar roles in our all-things-

considered judgments.  So, for example, for certain comparisons, just as there is an upper 

limit to how good a situation can be regarding equality, there may have to be an upper 

limit to how good a situation can be regarding utility.  Let me next suggest further reason 

to hold that a plausible and coherent account of the role moral ideals play in relation to 

each other and our all-things-considered judgments may require some ideals to share 

certain formal or structural features in common.  Specifically, I shall argue that in certain 
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contexts, at least, if numbers count regarding utility, they may also have to count 

regarding equality.   

   Consider diagram 11.3. 

 

A B
 

 

Diagram 11.3 

 As drawn, A and B's better- and worse-off groups are at the same levels but B's 

groups are twice as large as A's.  Regarding inequality many would judge A and B 

equivalent.  As they might put it, since the pattern of inequality is identical in A and B 

there is nothing to choose between them, the "mere" fact that B is larger than A is 

irrelevant to how they compare regarding inequality. 

 The judgment that A and B are equivalent expresses the following view:  

(PV)  Proportional variations in the number of better- and worse-off do 

not affect inequality.   

According to PV, size is not itself relevant to inequality.  Size variations will only matter 

insofar as they affect inequality's pattern, e.g. by altering the better- and worse-off's 

levels or the ratios between them.   

PV is widely accepted and has great plausibility.  It is, for example, implied by 

each of the economists' statistical measures of inequality,15 and they have not, to my 

knowledge, been criticized for that feature.  Yet, despite its appeal, and the fact that 

numerous considerations can be offered supporting it, ultimately PV may be 
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incompatible with our views about other ideals and the role they play in our all-things-

considered judgments. 

 Consider diagram 11.4. 

 

 C                  D                           E                            F

 

 

Diagram 11.4 

As drawn, C represents an unequal society, D a perfectly equal society with less total 

utility.  E and F are just like C and D, respectively, except they are twice as large.  

Assume, for purposes of argument, that none of the alternatives would be at, or near, the 

limit of how good an outcome could be, objectively, regarding utility on a gymnastics 

model.  So, C, D, E and F represent alternatives where gains and losses of utility would 

be objectively significant on both the gymnastics model and the standard model of utility. 

 Looking at C and D, many would judge that D is better than C all things 

considered.  They would judge the loss of utility in moving from C to D regrettable, but 

outweighed by the substantial gain in equality.  Similarly, looking at E and F, many 

would judge that F is better than E all things considered.  Again, they would judge the 

loss of utility in moving from E to F regrettable, but outweighed by the gain in equality.  

More importantly, few, if any, would approve redistribution between the better- and 

worse-off in C so as to bring about D, yet oppose redistribution between the better- and 
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worse-off in E so as to bring about F.  That is, most would agree that if moving from C to 

D were desirable, moving from E to F would also be desirable.  

 The foregoing claims may seem obvious and uninteresting, but they have 

important implications.  Depending on how one thinks moral ideals combine to yield all-

things-considered judgments, they imply that if numbers count for utility, they must also 

count for equality.16 

 Consider.  Suppose one thinks that the move from C to D is only a slight 

improvement all things considered, because the gain in equality is just barely enough to 

outweigh the attendant loss in utility.17  Then it looks as if F would be worse than E if 

numbers count for utility but not for equality.  After all, E and F are twice as large as C 

and D.  This means that the loss in utility in moving from E to F will be twice that of the 

loss in utility in moving from C to D, and hence, since, by hypothesis, the outcomes are 

ones for which gains and losses in utility are objectively significant, on the view that 

numbers count for utility, the move from E to F will be significantly worse than the move 

from C to D regarding utility.  Yet if numbers don't count for equality or, more 

specifically, if we accept PV--the view that proportional increases do not affect 

inequality--then the gain in equality in moving from F to E will be exactly the same as 

the gain in equality in moving from D to C.  But then it looks as if the gain in equality in 

moving from F to E won't be sufficient to outweigh the attendant loss in utility since, by 

hypothesis, the gain in question is barely enough to outweigh a loss in utility which is 

only half as large.  In sum, if moving from E to F is significantly worse than moving from 

C to D regarding utility, and no better regarding equality, then it is easy to see that all 

things considered moving from E to F could be undesirable even if moving from C to D 
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were desirable.  But this, of course, is contrary to the "obvious and uninteresting" view 

noted earlier. 

The foregoing result may be surprising.  But on reflection it is not, I think, 

perplexing or disturbing.  Suffice it to say, I accept the view that if moving from C to D 

were desirable, so too would be moving from E to F.  I also accept the view that in an 

important sense the latter move would be worse than the former regarding utility.  This 

leads me to believe there is an important sense in which the latter move would be better 

than the former regarding equality.  But, of course, this implies that E is worse than C 

regarding inequality, which in turn implies that there is reason to reject PV.18    

This argument is powerful, but not conclusive.  It seems to depend on the kind of 

additive assumption accepted by the both the standard model of utility and the 

gymnastics model as presented above, namely that how good an outcome is all things 

considered is an additive function of how good it is regarding each ideal, so that insofar 

as an outcome gets better or worse regarding any particular ideal, it will, to that extent, be 

getting better or worse all things considered.  But, as noted at the end of section 11.8, 

holistic considerations may ultimately lead us to reject that additive assumption, and to 

adopt another way of understanding the relations between moral ideals and the way they 

combine to determine the goodness of outcomes.   

Suppose, for example, that we adopted a multiplicative function for certain moral 

ideals, rather than an additive one.  David Aman and John Broome have claimed that this 

would enable us to resist the foregoing argument.19  Their reasoning is simple.  If, instead 

of adding together numbers representing how good situations are regarding utility and 

equality in arriving at all-things-considered judgments, one multiplied the relevant 

numbers, this would seemingly enable one to maintain that while moving from E to F is 
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worse than moving from C to D regarding utility, and no better regarding equality, the 

move from E to F will be desirable if the move from C to D is.   

The math is plain enough.  Suppose, for purposes of illustration, that with respect 

to equality, we assign scores of 70, 100, 70, and 100, and with respect to utility we assign 

scores of 100, 80, 200, and 160, to C, D, E, and F, respectively.  Then, it looks like the 

gain in equality would be the same, 30 points, in moving from C to D as in moving from 

E to F, but the loss in utility would be different, 20 in moving from C to D, but 40 in 

moving from E to F.  Accordingly, if one simply added the values of equality and utility, 

the move from C to D would be desirable, as the gain in equality would outweigh the loss 

in utility, 30 to 20, but the move from E to F would be undesirable, as the gain in equality 

would be outweighed by the loss in utility, 30 to 40.  On the other hand, if we multiplied 

the values of equality and utility, then the overall values of C, D, E, and F, measured as a 

function of equality and utility, would be 7000, 8000, 14000, and 16000, respectively.  

Accordingly, both of the moves, from C to D and E to F, would be desirable regarding 

the trade-offs between equality and utility, and this is so even though the gain in equality 

would seemingly be the same in the two cases, while the loss in utility would seemingly 

be greater—and in fact twice as great given the numbers we are assuming—in the move 

from E to F than in the move from C to D.   

Let me offer several comments regarding Aman and Broome’s claim.  First, 

although I have already acknowledged that we may ultimately want to reject the view 

that how good a situation is all things considered is a simple additive function of how 

good it is with respect to each individual ideal, it is not clear that we should replace the 

additive function with one that is wholly or even partly multiplicative.  Though such a 

move could accommodate our initial intuition that if the move from C to D were 
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desirable, so, too, would be the move from E to F, I am not sure that it can be 

independently motivated or ultimately defended.  Prima facie, at least, it seems odd, 

implausible, and ad hoc to contend that how good a situation is all things considered will 

depend on, among other things, how good it is regarding utility times how good it is 

regarding equality.  Can we think, for example, of any other moral ideals that might be 

related in a multiplicative manner?  Would we, for example, think it plausible that how 

good an outcome is all things considered might be partly a function of how good it was 

regarding perfection times how good it was regarding freedom?  For that matter, why 

multiply equality by utility, rather than equality by freedom, or utility by perfection, or 

some other combination of ideals including, perhaps, every ideal times every other?   

Additionally, there are absurd implications of a multiplicative model if one allows 

negative numbers to represent disutility, or bad outcomes regarding equality.  For 

example, suppose, that scores for equality could range from negative numbers to positive 

numbers, such that -1000 represented a terribly unequal situation and 1000 represented 

an almost perfectly equal situation.  Similarly, suppose that scores for utility could range 

from negative numbers to positive numbers, such that -1000 represented a terrible 

situation regarding utility—one filled with pain and suffering—while 1000 represented a 

wonderful situation regarding utility—one filled with happiness and flourishing.  On a 

multiplicative model, a situation that was horrible in terms of both equality and utility 

would be just as good as one that was wonderful in terms of both equality and utility, and 

it would be much better than countless outcomes that were very good regarding both 

equality and utility.  After all, (-1000 X -1000) = (1000 X 1000) = 1,000,000 and (-1000 

X -1000)  >  (900 X 900) as 1,000,000 > 810,000.  Indeed, on a multiplicative model, it 
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would be better if the pain and suffering in the outcome doubled than if it were cut in half 

as (-2000 X -1000) = 2,000,000 > (-500 X -1000) = 500,000! 

Likewise, suppose that one outcome was only slightly good regarding equality, 

receiving the fairly low, but still positive, score of 10 for equality, but that it was quite 

bad regarding utility, receiving a fairly poor score of -500 for utility.  On a multiplicative 

model improving the equality significantly would actually worsen the outcomes overall 

score.  So, for example, if the equality score went from 10 to 1000, the overall score 

would go from (10 x -500) = -5,000 to (1000 X -500) = -500,000. 

These observations hardly constitute a conclusive refutation of a multiplicative 

approach.  Perhaps one needs a more nuanced and sophisticated model; for example, one 

that only employs positive scales for measuring equality or utility, or one that deals with 

negative numbers in a special manner?  But isn’t it most natural and plausible to use 

positive numbers to represent positive utility, zero to represent neutral utility, and 

negative numbers to represent negative utility or disutility?  And if we find ourselves 

treating negative numbers in a “special” manner to avoid unpalatable implications, 

doesn’t that smack of ad hocly fiddling with our numbers to ensure that we get the 

desired results?     

Given the many problems with additive approaches which this work has 

highlighted, it is worth canvassing a wide range of alternative models for understanding 

how different moral ideals combine to determine the goodness of outcomes, including 

ones involving multiplicative elements.  But I think much more work needs to be done 

exploring the possible foundations and implications of alternative models, and I have 

doubts whether the most plausible and defensible model will include a multiplicative 

element of the sort invoked by Aman and Broome. 
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Finally, although the math certainly works out in the way Aman and Broome 

note, for the case I was considering, I’m not sure that such a move really undermines this 

section’s main point; namely, that different moral ideals may share certain formal or 

structural features in common, and, in particular, that if numbers count regarding utility 

they may also have to count regarding equality.  To suggest that how good an outcome is 

regarding utility and equality is a function of how good it is regarding utility times how 

good it is regarding equality is to see utility and equality as intimately bound together in 

a way that ensures a kind of formal or structural unity in the way that equality and utility 

work together to influence the goodness of outcomes.   

Consider the following example.  Suppose an employer promises to match an 

employee’s contributions one-for-one to some charitable cause.  One way of looking at 

this, mathematically, is to say that the employer is doubling the contribution, so that the 

charity is receiving twice the amount that the individual employee contributes.  This 

might be represented as follows:  IC X 2 = TCCR, where IC stands for the individual 

contribution, and TCCR stands for the total contribution the charity receives.  If the 

individual employee’s contribution increases by 50%, say, from $1000 to $1500, the total 

amount that the charity receives will also increase by 50%, from $2000 to $3000.  Notice, 

although it is only the number for IC that doubles, while the number representing the 

extent to which the individual contribution is multiplied remains constant, namely, two, it 

would be a mistake to think that the increase in the total contribution was only due to the 

increase in the individual contribution.  In fact, in this scenario the employer’s 

contribution will have increased by just as much as the employee’s, and it will have 

contributed just as much to the change in the total contribution received by the charity.   
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Reflection on the preceding suggests the following.  Where two terms are added 

together, one can increase the value of one without affecting the impact that the value of 

the other has on the overall total; but where two terms are multiplied together, one cannot 

increase the value of one without increasing the impact that the value of the other has on 

the overall total.  Thus, while on an additive model a number representing the extent of 

equality or utility in an outcome may also represent the impact that the equality or utility 

has on the outcome’s overall value, this will decidedly not be the case on a multiplicative 

model of the sort suggested by Aman and Broome.  So, on such a model, the fact that the 

same number can accurately represent the degree to which inequality has changed in the 

move from C to D as in the move from E to F, does not yet mean anything about the 

extent to which the change in inequality has affected the outcome’s objective overall 

goodness. 

Recognizing this, we can see that if one adopts a multiplicative approach for 

determining the way in which equality and utility combine to affect an outcome’s overall 

objective goodness, the ideals of equality and utility will share certain formal or 

structural features.  In particular, it will remain true that in a fundamentally important 

sense, if numbers count for utility, they will also count for equality.  After all, given the 

tight reciprocal relation that obtains between elements in a multiplicative relation, if 

increases or decreases in an outcome’s numbers affect the impact that the ideal of utility 

has on the outcome’s objective overall goodness, then it will simultaneously and 

invariably affect the impact that the ideal of equality has on the outcome’s objective 

overall goodness.   

 Some will insist that inequality is not bad in the same way disutility is.  More 

generally, they will insist that equality and utility are different kinds of moral ideals and 
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that the two ideals must be treated differently.  So, for example, some will insist that 

while utility is essentially additive, equality is essentially distributive--i.e. that while 

utilitarians are essentially concerned with how much there is, egalitarians are essentially 

concerned not with how much there is, but with the way or pattern in which what there is 

is distributed.  On this view, the fact that numbers count regarding utility should be 

completely irrelevant to whether numbers count regarding equality.   

 Such thinking is powerfully seductive, but as we have seen it is not clear our 

moral ideals can be fully and adequately characterized in isolation from each other.  

Specifically, a plausible and coherent account of the role moral ideals play in relation to 

each other and our all-things-considered judgments may require at least some ideals to 

share certain formal or structural features in common.  Thus, as the Repugnant 

Conclusion reveals, for certain comparisons, at least, there may be a limit to how much 

improvement regarding one ideal can offset significant losses regarding other ideals, and 

this in turn suggests that just as there may be an upper limit regarding how good a 

situation can be regarding equality, there may be an upper limit regarding how good a 

situation can be regarding each of our moral ideals.  So, too, as we  have seen, if one 

holds that numbers count regarding utility, one may also have to hold that numbers count 

regarding equality. 

11.10 Summary of Chapter 11 

 The main aim of this chapter was to show how additive and non-additive 

aggregative approaches fit with our understanding of the value of utility and the relation 

between utility and other ideals.   

 In 11.1, I assumed that utility is one ideal that is relevant for comparing certain 

outcomes, and made some simplifying assumptions about which ideals, besides utility, 
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would be relevant for comparing the outcomes I would be considering.  I gave simplified 

characterizations of the relevant ideals--equality, maximin, perfectionism, and freedom--

and indicated how, for the purposes of my discussion, we were to understand and employ 

those ideals in assessing outcomes.    

 In 11.2, I introduced what I called “a standard model of utility.”  On the standard 

model utility is:  (1) non-instrumentally valuable, (2) intrinsically valuable, (3) strictly 

neutral with respect to sentient beings, places, and times, and (4) strictly impartial.  In 

addition, (5) insofar as one cares about utility, one should care about total utility, (6) how 

good an outcome is regarding utility is a simple additive function of how much utility 

sentient beings have in that situation, and (7) how good a situation is all things 

considered is an additive function of how good it is regarding each ideal.  The standard 

model reflects an additive aggregationist approach in several ways:  first by adding up 

utility within lives to determine how good each life is regarding utility; second, by adding 

up utility across lives to determine how good each outcome is regarding utility; and third, 

by assuming that for each ideal there is a value representing how good an outcome is 

regarding that ideal, and that how good an outcome is all things considered is determined 

by adding up how good it is with respect to each individual ideal.  I observed that not 

everyone accepts 1-7, but suggested that since there are many contexts where an additive 

aggregationist approach seems plausible, it shouldn’t be surprising if many people have 

often implicitly accepted the standard model for utility.  Still, I noted that for all those 

cases where an anti-additive aggregationist approach seems plausible, we need an 

alternative model for thinking about the value of utility and its relations to other ideals.    

 In 11.3, I noted that some people may deny that all utility is non-instrumentally or 

intrinsically valuable.  Specifically, some people believe that the objective value of utility 

 60



may depend on the kind of utility it is, or the nature of the agent experiencing it.  So, for 

example, perhaps the utility involved in a sadist’s pleasure in watching an innocent 

person suffer is subjectively good for the sadist, but it may not be objectively good, in the 

sense of making the outcome in any way better.  Likewise, perhaps two instances of 

utility might be descriptively the same, in terms of the kind and amount of utility that 

they are, and yet the value of the utility might be different.  In particular, the utility 

associated with certain pleasures may be valuable when possessed by someone who is 

good, or “innocent,” but less valuable, not valuable, or perhaps even disvaluable if 

possessed by an evil person.  Thus, I suggested that some people may want to reject 1-4 

of the standard model of utility, as stated, but that they may be willing to accept suitably 

revised versions of 1-4.  In particular, 1-4 may retain their plausibility if their scope is 

restricted to so called “innocent” utilities possessed by sentient beings that are 

themselves good, innocent, or not undeserving of them.   

 In 11.4, I considered the view that we should reject assumption five of the 

standard model of utility, in favor of the view that insofar as we care about utility we 

should care about average utility.  Although some have been attracted to such a view, I 

offered various considerations against it.  Borrowing an example from Parfit, I claimed 

that the mere fact that adding millions of excruciatingly tormented people to an 

extraordinarily horrific outcome would increase the outcome’s average utility would not 

improve the outcome in any respect—contrary to what is implied by the average view.  

Furthermore, I gave several examples intended to show that it is generally mistaken and 

deeply misleading to focus on the average level of an outcome with respect to a given 

ideal in assessing how good the outcome is regarding that ideal.  I acknowledged that 

there may be some conventional cases where averages are particularly salient and 
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significant, but contended that in most important cases averages are only significant 

when they are fortuitously correlated with underlying factors of moral significance, and 

that the significance of the former is derivative from the significance of the latter.     

 I suggested that my arguments were not guilty of the common mistake of 

rejecting a view merely because, if considered alone, the view can be seen to have deeply 

implausible implications.  That mistake involves ignoring the crucial distinction between 

whether an outcome is terrible all things considered, and whether it is bad in every 

respect.  It could be that average utility is important, and that Hell Three is better than 

Hell two in that one important respect, even if Hell Three is a horrible outcome, and 

much worse than Hell Two all things considered.  But when I reflect on the example, I 

don’t merely conclude that Hell Three is much worse than Hell Two all things 

considered; rather, I firmly judge that the mere fact that Hell Three’s average utility is 

better than Hell Two’s gives me absolutely no reason to prefer Hell Three to Hell Two.  

It is this firm judgment, which is widely shared, that puts pressure on the view that we 

should care about average utility rather than (or perhaps in addition to) total utility. 

 I next acknowledged that even if one accepts my views about Hell Two and Hell 

Three, that would not conclusively establish that average utility has no role to play in the 

assessment of outcomes.  In accordance with the principle of contextual interaction, it 

could be that average utility is morally significant in some contexts, but not all.  But I 

suggested that the onus is on average-view advocates to present some cases where we 

need to rely on average views to adequately capture our moral views, and I expressed 

some doubt as to whether they would be able to do this.   

 Finally, I acknowledged that average utilitarianism may do a better of job of 

capturing certain distributional considerations than total utilitarianism, and hence may 
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seem more plausible as a complete moral theory.  But I noted that average utilitarianism 

does not plausibly reflect our concern for utility, and suggested that it is not the best way 

of capturing our distributional concerns.  Such concerns are best captured in a pluralist 

moral theory that gives weight directly to distributional principles like equality, maximin, 

the minimize great additional burdens view, or the consolidate substantial additional 

benefits view. 

 In 11.5, I showed how the standard model of utility and its relations to other 

ideals entails the Repugnant Conclusion.  Correspondingly, if we want to avoid the 

Repugnant Conclusion, as many do, we have to develop an alternative model for 

understanding utility and its relations to other ideals.  More generally, as long as we 

believe that there are some comparisons for which an anti-additive aggregationist 

approach is plausible and appropriate, we must develop an alternative model of utility 

and its relations to other ideals for capturing such comparisons.  By the same token, as 

long as we continue to believe that there are some comparisons for which an additive 

aggregationist approach is plausible and appropriate, we can employ something like the 

standard model for capturing those comparisons. 

 In 11.6, I introduced the gymnastics model for moral ideals.  I suggested that for 

certain comparisons, at least, we may think there is an upper limit on how good an 

outcome can be regarding utility, as well as other ideals.  Correspondingly, there may be 

an upper limit on how good an outcome can be all things considered.   I demonstrated 

how the gymnastics model could capture our intuitions regarding the Repugnant 

Conclusion.  Since, on the gymnastics model, after a point, mere increases in the amount 

of utility will not substantially increase the outcome’s value, even regarding utility, such 

increases, however great, will not be sufficient to outweigh significant losses in other 
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respects.  I noted how the gymnastics model could account for the abhorrence many feel 

about the (supposedly) perfectly equal totalitarian society Kurt Vonnegut described in 

Harrison Bergeron, as well as the anti-additive aggregationist intuitions most have about 

McTaggart’s Single Life Repugnant Conclusion.  I also suggested that a gymnastics 

model could capture the view that to be truly virtuous, overall, it is not enough to be 

virtuous in one or two respects, no matter how virtuous one might be in those respects.    

 In 11.7, I noted that anti-additive aggregationist reasoning and the gymnastics 

model might apply to comparisons involving single ideals, as well as to comparisons 

involving multiple ideals.  In particular, I suggested that just as we may think that, for 

certain comparisons at least, there is an upper limit to how good an outcome can be with 

respect to utility, so, we may think that, for certain comparisons at least, there may be 

different upper or lower limits to how good an outcome can be with respect to different 

kinds of utility.  So, on the gymnastics model, it could be that no amount of utility of one 

kind would be more valuable than a sufficient amount of utility of another kind.  

Accordingly, I showed how even someone who thought that utility was the only ideal 

that mattered could reject the Repugnant Conclusion and the Single Life Repugnant 

Conclusion.  The gymnastics model can capture the view that the trivial pleasures 

available to an oyster don’t add up in the way they would need to to make the utility of a 

super-long oyster-like life more valuable than the utility obtaining in a truly flourishing 

human life of eighty years, even if the total amount of utility is greater in the former life 

than the latter one.  Likewise, the gymnastics model could capture the view many hold 

about the pain spectrum, that while the sum total of disutility might be greater in a long 

life containing innumerable mosquito bites than in a long life containing two years of 

intense torture, the pains or disutilities of mosquito bites don’t add up in the way they 
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would need to to make the extra-mosquito-bite-filled life worse than the life involving 

two years of torture, even regarding pain or utility.   

 I next distinguished between several different positions one might hold regarding 

utility and the relevance of anti-additive aggregationist reasoning.  One might think that 

for each kind of positive or negative utility there is an upper or lower limit on how much 

an outcome can be made better or worse by the presence of instances of that kind of 

utility.   Alternatively, one might think there is an asymmetry between positive and 

negative utility, such that there are different upper limits on how good outcomes can be 

with respect to different kinds of positive utility, but no lower limits on how bad an 

outcome can be with respect to different kinds of negative utility.  Another view is that 

there are upper and lower limits for some kinds of positive and negative utilities, but not 

all.  Perhaps for positive experiences below a certain threshold there is an upper limit, but 

for positive experiences above a certain (perhaps different) threshold, there is no upper 

limit on how much further instances of such experiences would improve an outcome 

regarding utility.  Likewise, perhaps there is a lower limit for how much further instances 

of such experiences would worsen an outcome for negative experiences above a certain 

threshold, but no such limit for negative experiences below a certain (perhaps different) 

threshold.  Additionally, one may or may not believe there is an asymmetry between 

certain kinds of positive or negative experiences and whether there are upper or lower 

limits to the value that such experiences can contribute to an outcome, or perhaps, that  

there are different upper and lower limits to the value that any particular kind of 

experience can contribute to the goodness of an outcome with respect to utility, 

depending on whether those kinds of experiences obtain within a single life or within 

different lives.  I tried to illustrate the thinking underlying some of these positions, but 
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did try to defend them.  I also indicated that not all of the positions were equally 

plausible, but did not try to adjudicate between the positions, in terms of their various 

strengths, weaknesses, and implications.   

 I emphasized that the gymnastics model is little more than a sketch of an 

approach for incorporating anti-additive aggregationist intuitions, and noted but a few of 

the many different ways in which one might try to flesh out the details of such a model.  

For example, one might think a limit can be reached but never passed, or approached but 

never reached (at least for finite outcomes).  Also, one might think limits are approached 

at a constant rate, an increasing rate, a decreasing rate, or even, perhaps, at varying rates.  

I acknowledged that the task of working out the details of the gymnastics model is 

fraught with complexities, and that when fully worked out the model may have 

unacceptable implications.  But I concluded that while other models may also be worth 

considering, the gymnastics model was worth further consideration and development, as 

it offers a promising approach for capturing the notion of limits and certain of our 

powerful anti-additive aggregationist views. 

 In 11.8, I contrasted the gymnastics model of moral ideals with the 

standard model of utility and its relation to moral ideals.  I suggested that the 

gymnastics model and the standard model of utility agree that utility is non-

instrumentally valuable, that in certain respects the ideal of utility should be 

neutral and impartial between different sentient beings, places, and times, and that 

how good an outcome is all things considered is an additive function of how good 

it is regarding each ideal, so that insofar as an outcome gets better regarding 

utility it will, to that extent, be getting better all things considered.  But I argued 

that the gymnastics model rejects the standard model’s idea that utility is 
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intrinsically valuable, in the sense that each unit of utility contributes the same 

amount of value as every other and, because of this, the commitment to neutrality 

and impartiality has very different implications on the gymnastics model than it 

does on the standard model of utility.  I also noted that the gymnastics model 

rejects the standard model’s view that how good an outcome is regarding utility is 

a simple additive function of how much utility sentient beings have in that 

outcome, and it also rejects the spirit of the standard model’s view that insofar as 

one cares about utility, one should care about total utility.  I showed that, contrary 

to the standard model, on most interpretations the gymnastics model allows for 

the possibility that one outcome might be objectively worse than another 

regarding utility, even though it has more total utility; though I also recognized 

that on two interpretations of the gymnastics model there will be a correlation 

between total utility and how good an outcome is, objectively, regarding utility.  

Finally, I suggested that although the gymnastics model would allow us to capture 

many of our anti-additive aggregationist views, one might think that a 

thoroughgoing commitment to anti-additive aggregationist reasoning would 

require further revision or rejection of the gymnastics model.  In particular, I 

noted that holistic considerations might lead us to reject the gymnastics model’s 

incorporation of the view that how good an outcome is all things considered is an 

additive function of how good it is regarding each ideal. 

 In 11.9, I expanded upon one of the important lessons implied by this chapter, 

namely, that some moral ideals may have to share certain formal or structural features in 

common.  Having previously seen that just as there is an upper limit regarding how good 

an outcome can be regarding equality, so there may have to be an upper limit regarding 
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other ideals, including utility, I offered an argument supporting the view that if numbers 

count regarding utility—as most believe—they may also have to count regarding 

equality—contrary to the widely shared view that proportional variation in the number of 

better and worse off do not affect the value of an outcome’s inequality.   

 I acknowledged that my argument depended on an additive assumption common 

to both the standard model of moral ideals and the gymnastics model:  that how good an 

outcome is all things considered is an additive function of how good it is regarding each 

ideal, so that insofar as an outcome gets better or worse regarding any particular ideal, it 

will, to that extent, be getting better or worse all things considered.  But though I have 

acknowledged that holistic considerations may ultimately lead us to reject this 

assumption, it is by no means clear how to proceed in our practical reasoning without it.  

 Following David Aman and John Broome’s suggestion, I considered whether in 

assessing outcomes we should multiply the values assigned to those outcomes for utility 

and equality rather than adding them, recognizing that such a multiplicative approach 

would provide a response to my argument.  But I noted that such a response seemed odd, 

implausible, and ad hoc.  I questioned whether we think any other moral ideals might be 

related in a multiplicative manner; whether, for example, we think it plausible that how 

good an outcome is all things considered might be partly a function of how good it was 

regarding perfection times how good it was regarding freedom?  I further questions why 

we should multiply equality by utility, rather than equality by freedom, or utility by 

perfection, or some other combination of ideals including, perhaps, every ideal times 

every other?    

 I further noted that there would be many absurd implications of a multiplicative 

model, if one’s scale for measuring utility or inequality included negative numbers.  And 
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while I granted that one might try to come up with a multiplicative approach that avoided 

negative numbers altogether, or treated them in a “special” manner, I expressed some 

doubts as to whether this could plausibly be done in a non ad-hoc manner, and whether 

the most plausible model of understanding how different moral ideals combine to 

determine the goodness of outcomes would include a multiplicative element. 

 In any event, I argued that invoking a multiplicative approach for moral ideals 

would only enable one to reject the particular argument I offered at the cost of entailing 

the very conclusion for which my argument was offered!  To suggest that how good an 

outcome is regarding utility and equality is a function of how good it is regarding utility 

times how good it is regarding equality is to see utility and equality as intimately bound 

together in a way that ensures a kind of formal or structural unity in the way that equality 

and utility work together to influence the goodness of outcomes.  After all, given the tight 

reciprocal relation that obtains in multiplicative relations, changes in an outcome’s 

numbers cannot affect the impact that the ideal of utility has on an outcome’s objective 

overall goodness, without simultaneously affecting the impact that the ideal of equality 

has on the outcome’s objective overall goodness.   

 It appears, then, that moral ideals cannot be fully and adequately characterized in 

isolation from each other; that for certain comparisons, at least, some ideals must share 

certain formal or structural features.  Thus, as we saw, to capture our views about the 

Repugnant Conclusion we may have to recognize that just as there may be an upper limit 

regarding how good an outcome can be regarding equality, there may be an upper limit 

regarding how good an outcome can be regarding other moral ideals.  Likewise, if 

numbers count regarding utility, they may also have to count regarding equality. 
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  Let me conclude this chapter by returning to the issue framed in its introductory 

paragraph.  Throughout this book, I have been arguing that in comparing some outcomes 

we often adopt an additive aggregationist approach, while in comparing others we often 

adopt an anti-additive aggregationist approach.  I have suggested that a version of the 

standard model for understanding utility and its relation to other ideals can capture the 

former, but that we need a gymnastics model of moral ideals, or some other model, to 

capture the latter.  But it might be thought that we could dispense with the standard 

model entirely, and simply go with some version of the gymnastics model, since a 

gymnastics model can also capture our additive aggregationist intuitions in most cases 

about which we have firm intuitions.  This is because in most cases for which we have 

firm intuitions, it is arguable that we won’t yet have reached, or even approached, the 

limits set by a gymnastics model, so that the rankings generated by such a model will in 

fact track the rankings set by the standard model.  Thus, the gymnastics model can also 

claim to adequately capture most of our additive aggregationist intuitions, even if it is 

not, itself, strictly, an additive aggregationist view. 

 If this is right, then it looks as if the gymnastics model may provide us with a way 

of capturing most of our additive aggregationist intuitions, as well as our anti-additive 

aggregationist intuitions, and it could do so in a way that avoids both the Repugnant 

Conclusion and intransitivity.  That is, it may seem to give us everything we want in our 

account of moral ideals and the way they combine to generate all things considered 

rankings of outcomes.   

 Unfortunately, however, matters are not quite so simple.  There will remain cases, 

involving super large numbers, about which most people seemingly have very firm 

considered judgments, which can only be accounted for by appealing to a genuinely 
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additive aggregationist account of the sort represented by the standard model of utility 

and its relation to other ideals.  That is, the very features that enable the gymnastics 

model to reject the Repugnant Conclusion, will ensure that it is unable to capture our 

intuitions about such cases.  Were this the only problem with exclusive reliance on the 

gymnastics model, perhaps we could persuade ourselves that our seemingly firm 

considered judgments about such cases are not to be trusted after all, especially given that 

“super” large numbers are notoriously difficult to intuitively grasp or understand.  

Unfortunately, however, there are other deeply counterintuitive and controversial 

implications of any version of the gymnastics model that avoids intransitivity, which we 

will illustrate in the following chapters.  Ultimately, then, it remains true that there is no 

easy solution to the problems highlighted in this book.  There are many different moves 

one can make in response to such problems, but there is no plausible coherent account 

that adequately captures all of our deepest beliefs about the nature of the good, moral 

ideals, and practical reasoning.   

   

  

 

 
1  Kant held this kind of view.  Recall his claim at the end of the first section (393) of the Grounding of the 

Metaphysics of Morals that “The sight of a being who is not graced by any touch of a pure and good will 

but who yet enjoys an uninterrupted prosperity can never delight a rational and impartial spectator”  

(Hackett, 1981, p. 7, James W. Ellington translation).   

2  Some may hold the even more general view that there is no objective value to anyone receiving more 

pleasure than they deserve, whether they are good or evil.  But for many there seems to be an asymmetry in 

their attitudes towards people who are good and bad in this respect.  They believe that if an evil sentient 

being receives utility beyond what he deserves, that utility is not objectively valuable and does not make 
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the outcome better in any respect, while if an innocent or good sentient being receives utility beyond what 

he deserves, that utility is objectively valuable and helps make the outcome better.  It is unclear whether 

this asymmetry is ultimately defensible, but I shall not pursue this here.  Shelly Kagan explores these issues 

in The Geometry of Desert (manuscript).  

3  See Part Four of Reasons and Persons, p. 422.   

4  I make this point in many places.  See, for example, “Egalitarianism Defended,” Ethics 113, no. 4, 2003, pp. 

764-782;  “Equality, Priority, or What?” Economics and Philosophy 19, no. 1, 2003, pp. 61-88; 

"Egalitarianism:  A Complex, Individualistic, and Comparative Notion," in Philosophical Issues, volume 11, 

eds. Sosa, Ernie and Villanueva, Enriquea, pp. 327-352, Blackwell Publishers, 2001; "Equality, Priority, and 

the Levelling Down Objection," in The Ideal of Equality, eds. Clayton, Matthew and Williams, Andrew, pp. 

126-161, Macmillan and St. Martin's Press, 2000; and also Inequality.  
5  Reasons and Persons, p. 388. 

6  The conception of freedom employed here is different from the Kantian conception of freedom that links 

freedom with morality, a particular conception of rationality, and the noumenal realm (see the Grounding 

for the Metaphysics of Morals, especially section three).  Note, one might attach value to the conception of 

freedom I will be considering, whether or not one finds Kant’s conception intelligible, plausible, or 

ultimately defensible.   

7  One might think that since the expectations of the representative member of the worst-off group are the 

same in Z and Z’, that they should be exactly equally as good regarding maximin.  But, on some scenarios 

at least, it is arguable that numbers should serve as a possible tie-breaker.  That is, maximin may be 

construed as dictating that we first maximize the expectations of the representative member of the worst-

off group, and then seek to minimize the number of people in that group.  But if numbers only serve in this 

way as a possible tie-breaker between outcomes, then it is plausible to say that there is no “significant” 

difference between any two outcomes whose representative members of the worst-off group are equally 

well off.  Hence, my claim as to the relation between Z and Z’--that there will be no significant difference 

between them regarding maximin--allows for the possible tie-breaking role of numbers.  Still, in chapter N, 

I will suggest that maximin’s tie-breaking clause will only be plausible, if ever, in certain contexts, and in 
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particular that the most plausible version of maximin would not rank Z as worse than Z’ regarding 

maximin.   

8  Given the key assumption, implied above, that the mere addition of extra people whose lives were both 

worth living and as good as everyone else’s would not (significantly) worsen an outcome with respect to 

those ideals relevant to assessing the goodness of outcomes.  Note, even if one thought that adding extra 

people made an outcome worse to some extent, for certain ideals, as long as the extent to which the 

outcome was made better by adding extra people regarding utility outweighed the extent to which it was 

made worse regarding other ideals, the Repugnant Conclusion would follow on the standard model.  

9  As Parfit originally presents the Repugnant Conclusion there is no reason to suppose Z is "nearly 

perfect" regarding U, only that it is better than A.  So, if U=80 for A, we know U>80 for Z, for example, it 

might be that U=81 for Z.  But on the position we are now discussing there will be some population size 

such that if Z were that size it would not merely be better than A, it would be nearly perfect regarding U.  

Though we could just as easily make our point using the "weaker" assumption that Z is (merely) better than 

A regarding U, the assumption that Z is "nearly perfect" strengthens the force of our example and better 

illustrates the position under discussion.    

10  "Harrison Bergeron" originally appeared in Vonnegut’s Welcome to the Monkey House, Dell Publishing, 

1970, pp. 7-13.   

11  There are lots of other morally relevant factors that would also pertain to the situation Vonnegut 

describes which would help explain the strength of our reactions to Vonnegut’s situation, including rights 

violations, deontological obligations, love for one’s children, and agent-relative duties.  In terms of each of 

these factors, as well as others, we assume that a free society would be vastly better than the tyrannical one 

Vonnegut describes.  For simplicity, I am sticking to the five in the text to illustrate the point.   

12  See Nicomachean Ethics VI, 13, 1144b30-1145a2.  I am grateful to Alan Code for this citation. 

13  Much of the pioneering work on this topic was done by Derek Parfit in Part Four of Reasons and 

Persons.  See, especially, chapter eighteen. 

14   Reasons and Persons, Part Four.   

15  These include the range, the relative mean deviation, the variance, the coefficient of variation, the 

standard deviation of the logarithm, and the Gini coefficient.  A useful discussion of these measures is 
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contained in Amartya Sen's On Economic Inequality (Clarendon Press, 1973).  See also sections 5.1, 5.2, 

6.8, and 7.11 of Inequality. 

16  Not everyone accepts the view that numbers count in the moral realm.  But most do.  And I think they 

are right in doing so, even though, for the reasons I have been discussing, I also think that for certain 

comparisons, at least, numbers probably do not count in any simple additive way.    

 John Taurek explicitly denies that numbers should count in his rich and widely discussed article 

"Should the Numbers Count?" Philosophy and Public Affairs 6, no. 4 (Summer 1977).  Other authors who 

raise serious questions about whether numbers count in all cases include Bernard Williams and Elizabeth 

Anscombe.  See the concluding comments of "2. The structure of consequentialism"  in Williams's "A 

Critique of Utilitarianism," Utilitarianism For & Against, Smart and Williams, Cambridge University 

Press, 1973, and also Anscombe's "Modern Moral Philosophy," Philosophy 33, (1958). 

 Shelly Kagan challenges a number of widely held assumptions about additivity in his fascinating 

article "The Additive Fallacy," Ethics 99, no. 1 (October 1988).  Kagan’s worries about additivity mirror 

many of the worries about additivity raised in this book.  I first broached worries about simple additivity, 

implicitly, in my "Intransitivity and the Mere Addition Paradox," Philosophy and Public Affairs 16, no. 2 

(Spring 1987), and, explicitly, in Inequality.  It is perhaps worth emphasizing that some reasons people are 

drawn to the view that numbers don't count, or that additivity should be rejected, are in fact compatible 

with an additive model for moral ideals but not with a simple additive model.  As we have seen, we might 

retain the view that two pains or deaths are worse than one, that three are worse than two, and so on, and 

yet reject the view that two pains or deaths are necessarily twice as bad as one, that three are three times as 

bad, and so on.  So, even if utilitarians and others are right to insist that massacring seven million and one 

is worse than massacring seven million, perhaps Anscombe and Williams are correct in thinking that the 

objective difference between those cases may not be nearly as great as the objective difference between 

murdering two people and murdering one.  Indeed, it could even be that the difference between such 

alternatives was objectively insignificant, though whether this is so or not would depend on our ultimate 

answers as to whether limits even applied to such cases, and if so, how quickly one approached them.  

Remember, we may think that limits apply to some factors, like headaches or mild pleasures, but not to 

others, like torture, sublime experiences, or massacres. 



 75

                                                                                                                                                 
17  If this doesn't seem plausible for C and D as drawn, imagine them redrawn (along with E and F) such 

that it does seem plausible.  I presume, of course, that someone who genuinely cares about both equality 

and utility will want to permit some losses regarding either of the ideals for "sufficient" gains regarding the 

other. 

18  The argument presented here is one of only several supporting the conclusion that PV should be 

rejected.  Others are presented in my article Intergenerational Inequality (in Philosophy, Politics, and 

Society, Sixth Series, edited by Peter Laslett and James Fishkin, Yale University Press, 1992, pp. 169-205) 

as well as Inequality (Oxford University Press, 1993). 

19  In private correspondence.  David Aman is a former student of mine.   


