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Spectrum Arguments: Objections and Replies Part I 

Different Kinds and Sorites Paradoxes 

 In this book, I have presented various spectrum arguments.  These arguments 

purportedly reveal an inconsistency between certain standard views regarding how to 

make trade-offs between different alternatives along a spectrum, certain factual premises, 

and the transitivity of the “better than” relation.  Many people are suspicious of spectrum 

arguments, and many objections have been raised to my arguments.  Some of these have 

already been addressed.  But others have not.  In this chapter and the following one, I 

shall present and respond to the most serious of the remaining objections.  Although 

different versions of these objections can be offered, they may be usefully divided into 

several main types.  I shall consider a representative example of each type. 

 Type one responds to my arguments by appealing to the significance of their 

being different kinds of alternatives along my spectrums.  Type two claims that my 

arguments are versions of the Sorites Paradox.  Type three contends that my arguments 

can be resolved via a proper understanding of vagueness and indeterminacy.  Type four 

holds that my arguments depend on a mistaken assumption underlying one of Zeno’s 

paradoxes.  Finally, type five suggests that my arguments elicit well-known heuristics 

and similarity-based reasoning schemes that are leading our intuitions astray.  I shall deal 

with the first two types of objections here, and the remaining three in chapter ten. 

9.1 Different Kinds, Different Criteria 

 In earlier work,1 I attempted to explain the possibility of intransitivity obtaining 

across a spectrum of alternatives by reasoning along the following lines.  First, I noted 
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that one could move from one end of a spectrum to another via a series of short steps, 

such that the difference between any member of the spectrum, and any adjacent one a 

“short step away” was merely one of degree.  I next noted that, together, a large number 

of small differences in degree could amount to a difference in kind.  I then pointed out 

that the factors that were relevant and significant for comparing alternatives that merely 

differed in degree, might be different from the factors that were relevant and significant 

for comparing alternatives that differed in kind.  Finally, I showed that for any set of 

alternatives, if the relevant and significant factors for comparing some alternatives, 

differed from the relevant and significant factors for comparing other alternatives, then 

there was no reason to expect transitivity to hold.  This explained the possibility of 

transitivity either failing, or failing to apply, across spectrums of the sort I considered. 

 Some people have thought that instead of explaining the possibility of 

intransitivity failing to hold in some cases, such reasoning provides a way of defending 

transitivity, by rejecting one of the key premises that purportedly helps threaten it.  The 

thinking underlying this position can be usefully illuminated in terms of chapter five’s 

spectrum from torture to mosquito bites.  It might be put as follows. 

Suppose we think that there is a difference in kind between the pain of intense 

torture, PIT, and the “pain” of one extra mosquito bite per month, PMB, where, for 

simplicity, let us temporary say that the pain of PIT corresponds to Pn, the pain of PMB to 

P1, and that one could move from Pn (PIT) to P1 (PMB), via a series of n-1 equal short 

steps.  Then we can legitimately ask:  Is P0 of the same kind of pain as Pn?  Presumably 

not.  It is more likely of the same kind as P1.  What about P2?  Once again, it seems likely 

that this, too, will be of the same kind as P1.  Still, on reflection, it seems clear that there 
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must be some step in the spectrum of pains between Pn and P1, which is the last step 

where we have a pain of the same kind as Pn.  Let us arbitrarily suppose that this is Pk 

(where n > k > 1).  It doesn't matter for the purposes of this argument which step it is.  On 

this assumption, Pk differs not merely in degree, but also in kind, from Pk-1.   

But, so the argument then goes, given their difference in kind, we can’t expect the 

same factors to be relevant and significant for comparing Pk with Pk-1, as we would for 

comparing any of the alternatives Pn to Pk.  Indeed, if we assume that Pk-1 is the same kind 

of pain as P1, then just as we believe that no number of years of P1 would be worse than 

two years of Pn, so we can believe that no number of years of Pk-1 would be worse than m 

years of Pk.  So, in essence, we should deny that chapter five’s View One—for any 

unpleasant or “negative” experience, no matter the intensity and duration of that 

experience, it would be better to have that experience than one that was only a “little” 

less intense but twice (or three or five times) as long—applies when comparing Pk and Pk-

1.  That is, we can deny that View One applies for each pair of adjacent alternatives in the 

pain spectrum from PIT (Pn) to PMB (P1). 

On this view, we might have good reason to judge that transitivity holds for all 

pains of the same kind as PIT, and so we might grant that two years of Pn is better than 

four years of Pn-1, fours years of Pn-1 better than eight years of Pn-2, all the way to 2n-k 

years of Pk+1 is better than 2(n-k)+1 years of Pk, and hence that two years of Pn is better than 

2(n-k)+1 years of Pk.2  Similarly, we might have good reason to judge that transitivity holds 

for all pains of the same kind as P1, and so we might grant that 2(n-(k-1))+1 years of Pk-1 is 

better than 2(n-(k-2))+1 years of Pk-2, 2(n-(k-2))+1 years of Pk-2 is better than 2(n-(k-3))+1 years of 

Pk-3, all the way to 2n-1 years of P2 is better than 2n years of P1, and hence that 2(n-(k-1))+1 
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years of Pk-1 is better than 2n years of P1.  However, since Pk and Pk-1 are different kinds 

of pains, we can deny that there is a chain of transitive judgments entailing that two years 

of intense torture would be better than many years of one extra mosquito bite per month.  

As seen, on this view the chain will be broken at some point--in this case we have 

assumed that point to be between Pk and Pk-1—when a small difference in degree in fact 

corresponds with a difference in kind.3 

Note, advocates of this view need not claim that we can easily identify the precise 

point in question.  To the contrary, they may claim that different people might intensely 

dispute about where, exactly, the point in question is, or they might even claim that the 

point might be epistemologically inaccessible to us.  Nevertheless, they might insist that 

we know there must be such a point, since we know that the pain spectrum involves one 

kind of pain at one end, and a different kind of pain at the other, and hence that 

somewhere along the spectrum the transformation must take place between the one kind 

of pain and the other.   

 This objection is seductive, but the objection should be rejected.  To see why, it 

will be helpful if we start by looking closer at the nature of the pain spectrum, and other 

spectrums, where one end of the spectrum seems to be radically different in kind than the 

other.   

First, even if we grant that the pain of intense torture is different in kind than the 

pain of a mosquito bite, and further grant that there must be some precise point along the 

spectrum of pains where pain first becomes different in kind from that of intense torture, 

and also some precise point at which pain first becomes the same kind as that of a 

mosquito bite, there is no reason to believe that these points will be the same.  Indeed, 
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there is very good reason to believe that they will be different.  Thus, in terms of the 

foregoing, one might grant that all pains from Pn to Pk are of the same kind, and that pain 

Pk-1 is the first pain that is not of that kind; yet this doesn’t commit one to thinking that 

this means that Pk-1 must be the same kind of pain as P1.  The point is that there may be 

any number of distinguishable “kinds” of pain along the pain spectrum from Pn—the pain 

of intense torture—to P1—the pain of a mosquito bite. 

Consider a simple analogy.  One might agree that someone with a complete head 

full of hair is extremely hairy.  One might also agree that someone with but a few wisps 

of hair, or less, is bald.  But that doesn’t mean that one believes that there must be a 

precise point along the spectrum from extremely hairy to bald heads such that the loss of 

one hair will suddenly transform one from being extremely hairy to being bald.  That is a 

silly, and obviously false, position.  What may be true is that there must be a precise point 

at which one would go from being extremely hairy to not being extremely hairy, and a 

precise point at which one would go from not being bald to being bald.4  But there is no 

reason to believe, and every reason to deny, that those two points must be the same 

point.5  Instead, we should acknowledge that along the spectrum of hairiness, there will 

be at least three kinds of hairiness.  There is the kind of hairiness that involves being 

extremely hairy, the kind of hairiness that involves being neither extremely hairy nor 

bald, and the kind of hairiness that involves being bald.   

Let me be clear.  One might, if one wants, plausibly divide the hairiness spectrum 

into just two kinds—the extremely hairy and the not extremely hairy.  Similarly, one 

might, if one wants, plausibly divide the hairiness spectrum into just two different 

kinds—the bald and the not bald.  But each of these approaches would be dividing the 
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hairiness spectrum at different points, since being not extremely hairy is not the same as 

being bald, and being not bald is not the same as being extremely hairy.  

Correspondingly, if one chooses to distinguish between being extremely hairy and being 

bald as involving different kinds of hairiness, then (at least if one means by those terms 

what is generally meant by then) one should also recognize that there is at least one 

further kind of hairiness, the kind that involves being neither extremely hairy nor bald. 

Indeed, once one recognizes this, one might recognize a multitude of possible 

kinds of hairiness, corresponding to different degrees of hairiness.  Moreover, one might 

have finer- or courser-grained distinctions between different kinds of hairiness, and these 

may or may not track different proportions of the hairiness spectrum.  So, for example, 

for certain purposes one might distinguish between three different kinds of hairiness: the 

“quite” hairy, the neither “quite” hairy nor “quite” bald, and the “quite” bald.  Perhaps 

each kind might represent an equal proportion of the hairiness spectrum, one third.  

Alternatively, one might prefer to distinguish between the “really” hairy and the “really” 

bald, corresponding, say, to the top and bottom 15% of positions along the hairiness 

spectrum, and just regard the other 70% as falling within the category “moderately” 

hairy/bald.  Or perhaps one has a broader category for the “really” hairy, including the 

top 20% in terms of hairiness, a narrower category for the “really” bald, including only 

the bottom 5% in terms of hairiness, and just regards the intervening 75% as 

“moderately” hairy/bald.  Kinds of hairiness, so understood, do not correspond to natural 

kinds, and there may be as many different kinds of hairiness as there may be different 

purposes for making finer or courser distinctions along the spectrum of hairiness. 
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I have been discussing different ways in which one might divide the hairiness 

spectrum into three “kinds” of hairiness.  But, of course, there is nothing special about the 

number three, or the particular divisions suggested.  For certain purposes it might be 

particularly plausible and suitable to employ a relatively fine-grained set of distinctions, 

distinguishing between people who are extremely hairy, very hairy, quite hairy, 

moderately hairy, slightly hairy, barely hairy, barely bald, slightly bald, moderately bald, 

quite bald, very bald, and extremely bald.  Similarly, for other purposes it might be 

appropriate and sufficient to employ a relatively course-grained set of distinctions--that is 

still much finer grained than any simple three-kind partition--distinguishing between 

people who are very hairy, moderately hairy, barely hairy, barely bald, moderately bald, 

and very bald.  For simplicity, let us assume that people who are very hairy according to 

the rougher-grained analysis will include all and only those who are very hairy or 

extremely hairy according to the finer-grained analysis, and that there are similar 

correlations between the other kinds of hairiness distinguished by the rougher- and finer-

grained analyses.  Note, on the kind of view currently under consideration, there will be 

various precise points along the hairiness spectrum—even if we cannot identify them—

where having one less hair would determine what kind of hairiness one possessed.  So, 

for example, at a precise point, one less hair would make the difference between being 

extremely hairy and very hairy on the finer-grained approach, and similarly, at some 

other precise point one less hair would make the difference between being very hairy and 

moderately hairy on the course-grained approach.  Note, given our simplifying 

assumption, the single hair whose loss would account for a change in kind from “very” 

hairy to “quite” hairy, according to the finer-grained division of hairiness would account 
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for a change in kind from “very” hairy to “moderately” hairy, according to the courser-

grained division of hairiness.  

Return now to the case of pain.  Analogous considerations to those just presented 

will apply to the pain spectrum.  We may believe that intense torture involves a 

significantly different kind of pain than that of a mosquito bite, and hence that one extra 

mosquito bite per month for any number of years would be better than two years of 

intense torture.  We may further accept that there must be a precise point along the pain 

spectrum such that the slightest decrease in intensity of pain would transform one from 

being in the kind of pain that intense torture produces to another kind of pain.  But there 

is no reason to believe, and every reason to disbelieve, that there is a precise point at 

which the slightest decrease in intensity of pain would transform one from being in the 

kind of pain that intense torture produces to the kind of pain that one extra mosquito bite 

per month produces.  Minimally, one should recognize that the pain spectrum can be 

divided into at least three different kinds, such that at one end of the spectrum pains are 

extremely intense, at the other end they are extremely mild, and in between they are 

neither extremely intense nor extremely mild. 

Indeed, as with hairiness, for different purposes one might plausibly and 

appropriately distinguish between numerous different kinds of pains.  A fairly fine-

grained set of distinctions might divide the pain spectrum along the following lines:  

extremely intense, very intense, quite intense, moderately intense, slightly intense, barely 

intense, barely mild, slightly mild, moderately mild, quite mild, very mild, and extremely 

mild.  Alternatively, a courser-grained set of distinctions might only distinguish half as 

many different kinds of pains:  very intense, moderately intense, barely intense, barely 
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mild, moderately mild, and very mild.  As above, for simplicity let us suppose a 

correlation between the finer- and courser-grained distinctions, such that each kind of 

pain that is distinguished on the courser-grained analysis encompasses two and only two 

of the kinds of pain that are distinguished on the finer-grained analysis.  So, for example, 

the kind of pain that is recognized as very intense on the course-grained analysis will 

include both the kind of pain that is recognized as extremely intense and the kind of pain 

that is recognized as very intense on the fine-grained analysis.  Also for simplicity, let us 

further suppose that for each set of distinctions each kind recognized represents an equal 

proportion of the pain spectrum.  So, on the finer-grained analysis, which divides the pain 

spectrum into twelve different kinds of equal “bandwidth,” the top 8. 3 % of pains in 

terms of their intensity will be “extremely” intense, the next 8. 3 % will be “very” intense, 

and so on.  Similarly, on the courser-grained analysis, which divides the pain spectrum 

into twelve different kinds, the top 16. 6 % of pains in terms of their intensity will be 

“very” intense, the next 16. 6 % will be “moderately” intense, and so on.6   

Next, let us arbitrarily suppose that there are 600 evenly spaced gradations of pain 

intensity, so that the mildest possible pain gets a score of 1, and the most intense possible 

pain gets a score of 600.  Then we can suppose that there will be 50 even gradations of 

pain within each of the twelve kinds of pain distinguished by the fine-grained analysis, 

and 100 even gradations of pain within each of the six kinds of pain distinguished by the 

course-grained analysis.  Finally, we assume that the pain of intense torture is near one 

end of the pain spectrum, and the pain of a mosquito bite near the other.  Specifically, let 

us arbitrarily assume that the pain of intense torture is 597, and that of a mosquito bite 3. 
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In light of the foregoing, we are now in a position to respond to the argument 

offered above, against my spectrum argument involving pain. 

First, invoking the fine-grained analysis offered above, we could plausibly claim 

that the kind of pain produced by intense torture is “extremely” intense, while that 

produced by a mosquito bite is “extremely” mild.  Second, in accordance with chapter 

five’s View Three, we believe that given the mild discomfort of a mosquito bite, and the 

extreme pain of intense torture, that, ceteris paribus, no matter how long one lived, a life 

containing one extra mosquito bite per month (from thirty to thirty one) for the duration 

of one’s life would be better than a life containing two (consecutive) years of 

excruciating torture (and thirty mosquito bites per month).  But, of course, our current 

opponent wasn’t disputing chapter five’s View Three; he was disputing chapter five’s 

View One, the view that for any unpleasant or "negative" experience, no matter what the 

intensity and duration of that experience, it would be better to have that experience than 

one that was only a “little” less intense but twice (or three or five times) as long.  But 

how, exactly, was our opponent’s objection supposed to work?  We readily grant, at least 

for the sake of argument, that if the pain of a mosquito bite really is of a different kind 

than the pain of intense torture, then there must be some first point along the pain 

continuum, call it Pk-1, where Pk-1’s pain would be only a “little” less intense than that of 

its nearby point, Pk, and where Pk would be the same kind of pain as intense torture, while 

Pk-1 would be a different kind of pain than intense torture.  But that, surely, is not enough 

to get our opponent what he needs.  For our opponent’s argument to work, he needs the 

difference between Pk and Pk-1’s pain to be akin to the difference between the pain of 

intense torture and the pain of a mosquito bite.  If there were such a difference, then, 
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indeed, we would agree that View Three applied to the two “nearby” pains Pk and Pk-1; 

correspondingly, we would reject View One, and the threat to transitivity would 

evaporate. 

But there is not such a difference.  Using the fine-grained scale of pains suggested 

above, Pk will be the same kind of pain as intense torture; specifically, it will have an 

intensity of 551, and hence be at the very “end” of the kind of “extremely” intense pains 

that range from 600-551.  But Pk-1 is decidedly not the same kind of pain as a mosquito 

bite.  To the contrary, on the scale of pains currently employed, Pk-1 will have an intensity 

of 550, and hence be at the very “beginning” of the kind of “very” intense pains that 

range from 550-501.  Such pains are very painful indeed, and vastly worse than the kind 

of “extremely” mild pain of a mosquito bite.   

Pk is more like intense torture than Pk-1 is.  And Pk-1 is more like a mosquito bite 

than Pk is.  But this doesn’t mean that the criterion appropriate for comparing alternatives 

involving Pk with alternatives involving Pk-1 should be the same as the criterion for 

comparing alternatives involving intense torture with alternatives involving mosquito 

bites.  In fact, Pk and Pk-1 are much more like each other than either of them is like Pn or 

P1.  View Three is the right criterion for the comparing Pn-type alternatives with P1-type 

alternatives.  But it is the wrong criterion for comparing Pk-type alternatives with Pk-1-

type alternatives. 

Presumably my opponent grants that View One might be appropriate for 

comparing alternatives of the same kind.  So, we allow trade-offs between intensity and 

duration amongst pains that are both “extremely” painful, or both “extremely” mild.  For 

example, View One would be plausible when comparing alternatives involving intense 
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torture—pains of intensity 597—with alternatives involving Pk—pains of intensity 551.  

But clearly the difference in intensity between Pk (551) and Pk-1 (550), namely one, is 

much smaller than the difference in intensity between intense torture (597) and Pk (551), 

namely forty six.  Given this (and, we might add, given that it is fairly clear that it is 

merely a matter of convention whether or not Pk and Pk-1 happen to be classified as the 

same, or different, kinds of pain), and given the vast difference in kind and intensity 

between Pk-1 and mosquito bites (“very” intense 550 versus “extremely” mild 3), it seems 

ludicrous to suppose that we should employ View Three rather than View One in 

comparing alternatives involving Pk and Pk-1. 

As noted previously, in explaining how transitivity might fail, or fail to apply, 

across different alternatives involving the pain spectrum, I once noted that tiny 

differences in degree can, if added together, amount to a difference in kind, and that we 

shouldn’t expect the same factors that are relevant and significant for comparing 

alternatives that merely differ in degree, to be relevant and significant for comparing 

alternatives that differed in kind.  And, of course, I argued that if different factors are 

relevant and significant for comparing different alternatives, then we shouldn’t expect 

transitivity to hold, or apply, across those alternatives.  I thought my remark about the 

relation between degrees and kinds helped illuminate what was going on in my spectrum 

cases, and I still do.  But the preceding discussion suggests that my remark may have also 

been seriously misleading.  The crucial question is not whether two alternatives are of the 

same, or different kind, but whether the two alternatives are “sufficiently” similar or 

“sufficiently” dissimilar.  Sometimes tiny differences in degree—if enough of them are 

taken together—amount to a difference in kind that is relevantly significant, and 
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sometimes they do not.  Likewise, sometimes a difference in kind may be relevantly 

significant, and sometimes not.   

Although, by hypothesis, the tiny difference in degree between Pk and Pk-1 

amounts to a difference in kind—in our example, between being an “extremely” intense 

pain and “merely” being a “very” intense pain, in fact, the relation between Pk and Pk-1 is 

not relevantly different than the relation between Pn and Pn-1 for any n.  Correspondingly, 

just as View One is appropriate for comparing any two alternatives Pn and Pn-1  if they are 

the same kind of pain, so it is appropriate for comparing any two alternatives Pn and Pn-1 

if they “happen” to be different kinds of pains.  The crucial point is that the relevant 

relations for comparing Pn with Pn-1 are the same, whether or not they happen to be pains 

of the same kind.  Accordingly, the same criterion is relevant for comparing Pn with Pn-1, 

for all n’s, namely View One.7   

Similarly, what ultimately matters in comparing intense torture with mosquito 

bites is not whether they are, in some sense, the same or different in kind.  Presumably 

there are some categories according to which they will count as different kinds—as, for 

example, when intense torture counts as being of the kind “extremely” intense and 

mosquito bites count as being of the kind “extremely” mild—while there are other 

categories where they will count as being of the same kind—as, for example, they would 

both count as being of the kind “unpleasant experience,” or “experience there is reason to 

avoid.”  Clearly, what really matters here is that the intensity of the pain of torture is so 

different from that of mosquito bites, that it seems appropriate to employ different criteria 

when comparing alternatives involving such diverse pains, from those that are 

 13



appropriate for comparing alternatives involving pains of “sufficiently” similar 

intensities. 

In sum, though it may have helped illuminate how it could be the case that 

different factors could be relevant and significant for comparing different alternatives, the 

issue of different kinds is a red herring, and I ought not to have put some of my earlier 

discussions in those terms.  The point is simply that when the difference between two 

pains is “sufficiently” great, View Three is appropriate for comparing alternatives 

involving them, whereas when the difference between two pains is “sufficiently” small, 

View One is appropriate.8 

It may seem that I have been unfair to my opponent.  After all, my opponent 

needn’t insist on the implausible claim that there must be a precise point where a tiny 

difference in degree would suddenly transform a situation from one involving a kind of 

pain like that of intense torture to one involving a kind of pain like that of a mosquito 

bite.  All my opponent needs for his argument is that there must be a precise point where 

a tiny difference in degree makes the difference between whether trade-offs between 

quality and duration are, or are not, permissible.  So, to take our earlier scale between 1 

and 600, where the pain of torture is 597 and that of a mosquito bite 3, our opponent 

might claim the following.  There must be a precise point, k, such that trade-offs 

regarding intensity and duration are permissible between pains of 597 and pains of k 

(here, and in what follows, I omit the more cumbersome locution “alternatives involving 

pains of 597 and alternatives involving pains of k” but I trust my meaning is plain 

enough), but not permissible between pains of 597 and pains of k-1.  Likewise, my 

opponent might add, there must be some point m, such that trade-offs are impermissible 
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between pains of 597 and pains of m, but not impermissible between pains of 597 and 

pains of m+1.  Acknowledging the preceding discussion, my opponent might add that k 

and m may be different points, and that being “not permissible” is not the same as being 

impermissible, and likewise that being “not impermissible” is not the same as being 

permissible.  Hence, my opponent might admit that for pains from k through m, trade-

offs in terms of quality and duration with pains of 597 are neither permissible nor 

impermissible.  But the key point is that my opponent can insist that it is enough to 

undermine my challenge to transitivity if one can show that there is one or more “break” 

in the continuum between 600 and 1, such that View One is appropriate for comparing 

alternatives on one side of the break but not across the break. 

I readily grant most of the preceding points.  But my earlier arguments against my 

opponent are just as telling against this “revised” version his argument.  Even more so.  If 

one could plausibly maintain that there must be a “break” in the continuum between 600 

and 1 such that on one side of the break the pain would be like that of intense torture, 

while on the other side it would be like that of a mosquito bite, then it is obvious that any 

advocate of View Three must reject the applicability of View One for any two pairs of 

“nearby” points along the pain spectrum.  But if the revised argument simply amounts to 

the claim that there must be some point, k, such that trade-offs are permitted between 597 

and k, but not between 597 and k-1 (though the latter are not necessarily impermissible, 

either), then it is clear that the challenge to View One’s scope is woefully inadequate. 

In essence, View One tells us that for any two pains that are “sufficiently” close in 

intensity, it would be better to have the more intense one than the one that is only a 

“little” less intense, if the less intense one lasted much longer.  But View One is not 
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committed to the position that if trade-offs in intensity and duration are permissible 

between 597 and k, and k-1 is only a “little” less intense than k, then trade-offs must also 

be permissible between 597 and k-1.  Such reasoning would be fallacious, and should be 

rejected.  After all, k may be the last pain whose intensity is “sufficiently” close to 597’s 

that View One applies to them.  In that case, no matter how close k-1’s intensity may be 

to k’s, it may still be too much less intense than 597’s—even if only barely—for View 

One to plausibly apply in comparing them.  But all I need for my argument is the claim 

that View one is appropriate for comparing k and k-1, not the claim that it is appropriate 

for comparing 597 and k-1, and the former claim seems clearly true. 

In sum, my opponent starts by noting that advocates of View Three must admit 

that there must be some point, k, such that while View One would be applicable for 

comparing 597 and k, it would not be applicable for comparing 597 and k-1.  I grant this 

point, at least for the sake of argument.  But for my opponent’s argument to work, he 

needs to insist that this entails that the break between k and k-1 is so sharp and 

significant, that View One is not applicable for comparing them either.  But I see no 

reason to accept this claim, and every reason to reject it.  View One is plausible and 

relevant for comparing all pains whose intensities are “sufficiently” close.  We can, if we 

like, let the gap in intensity between k and k-1 be as small as we like.  A fortiori, the gap 

between k and k-1 will be sufficiently close for View One to be plausible and relevant in 

comparing them.  This is true even if the gap between k-1 and 597 is not sufficiently 

close for View One to be plausible in comparing alternatives involving pains of those 

intensities.  That point is simply irrelevant to the plausibility and applicability of View 

One for comparing alternatives involving pains that are “sufficiently” close in intensity.   
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Consider the following analogy.  Imagine a long straight line of adjacent houses, a 

through n, such that John lives in a and Mary lives in n.  I may believe that neighbors 

should be friendly with each other, but not believe that John must be friendly with Mary.  

This commits me to the view that John and Mary are not neighbors, and hence commits 

me to the view that there must be some house, between a and n, which counts as the last 

house that is still in John’s neighborhood.  Let us assume that house is k, so that the first 

house that is not in John’s neighborhood is l.  Given my views, I would be committed to 

claiming that the people in k should be friendly with John, but not committed to the view 

that the people in l must be.  But this does not mean that the “break” between k and l 

must be so sharp and significant that I deny that the people in k should be friendly with 

those in l.  I can retain my view that neighbors should be friendly, and rightly recognize 

that this applies to the people in k and l.  After all, the people in k and l are neighbors, 

even if those in a and l are not.  Patently, the fact that the people in a and k are neighbors, 

but those in a and l are not, does not entail that the people in k and l are not neighbors.  A 

fortiori, a principle that applies to all neighbors would have implications for how the 

people in a and k must treat each other, and also have implications for how the people in 

k and l must treat each other, even if it does not have implications for how the people in a 

and l must treat each other.   

Likewise, my View One applies to “neighbors” along the pain spectrum.  And the 

fact that 597 and k are “neighbors,” but 597 and k-1 are not “neighbors,” does not entail 

that k and k-1 are not “neighbors.”  A fortiori, a principle may plausible apply to all 

neighbors along the spectrum, and hence apply to n and n-1 for any n, even if it doesn’t 

apply across the spectrum, and in particular doesn’t apply for comparing 597 (intense 
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torture) with 3 (mosquito bites), or, more generally, for some k, doesn’t apply for 

comparing 597 with k-1 through 1.  View One is just such a principle for the pain 

spectrum.   

Of course, nobody believes that the relation “being the neighbor of” is transitive, 

while most have thought that the relation “all things considered better than” must be 

transitive; so the fallacy I have been pointing out in my opponent’s argument is more 

readily recognized and accepted in the one case than the other.  But I submit that the 

reasoning is equally fallacious in both cases.  The argument in question should be 

rejected. 

 In light of the foregoing, let me end this section as follows.   The objection I have 

been considering would have us reject View One.  It accepts the plausibility of View 

Three, but insists that if, indeed, torture's pain is sufficiently different than a mosquito 

bite’s that no amount of the latter would be worse than the former, then there must be 

some pain whose intensity lies between that of torture and that of a mosquito bite, such 

that it would be worse to have a pain of that intensity for some duration, than to have a 

pain that was only a little less intense for twice (or three, or five times) as long.  I find 

this deeply implausible.  And I am hardly alone.  Faced with the prospect of experiencing 

pains whose intensities differ only slightly, people rightly want to know how long they 

will last.  Given such alternatives, duration clearly matters.  If the slightly less intense 

pain will last twice or three or five times as long, we want the shorter more intense pain.  

Moreover, we want it because it is the better alternative, all things considered.  Thus, I 

reject the objection.  Perhaps it is a mistake to accept View Three, but View One retains 

its deep plausibility. 
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9.2  Sorites Paradoxes 

 Many are dubious of my arguments because they think they are variations of the 

Sorites Paradox: a much discussed and rightly-rejected form of argument which also 

appeals to spectrums.  In this section, I explore the relation between my arguments and 

Sorites Paradoxes.  Unfortunately, the topic of Sorites Paradoxes is a large one, and a 

complete discussion of this issue would require a book of its own.  I can, however, 

present a sufficient response for my purposes.   

There are three parts to my response.  First, I offer a rough, intuitive, account of 

the difference between my spectrum arguments, and those standard Sorites Paradoxes 

that are clearly fallacious.  Second, I give a more detailed analysis of the difference 

between my spectrum arguments and those of the standard Sorites Paradoxes.  Finally, 

following Ryan Wasserman’s suggestion,9 I claim that while many standard versions of 

Sorites Paradoxes clearly are fallacious, and should be rejected, at least some of these 

paradoxes could be revised, or interpreted, so that they resemble my spectrum arguments.  

While I don’t believe this is how Sorites Paradoxes are typically understood, I grant that 

my arguments share the same features as these “revised” Sorites Paradoxes; and perhaps 

some who have found Sorites Paradoxes intractable have been implicitly understanding 

them in this way all along.  But the important point is that, so understood, Sorites 

Paradoxes are neither obviously fallacious nor easily dismissed.  To the contrary, such 

versions of the Sorites Paradox raise the same deep and puzzling issues with which this 

book is consumed. 

I begin with an illustration of the Sorites Paradox, and the purported analogy 

between it and my spectrum arguments. 
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9.2.1  The Purported Analogy 

 Among the most famous examples of the Sorites Paradox are those purporting to 

show that heaps of sand are the same as grains, or that hairiness is the same as baldness.  

Notoriously, these are bad arguments for obviously false conclusions, and they are 

universally, and rightly, rejected as such.  However, there is some dispute as to exactly 

where the arguments go astray, and this helps account for the persistent air of paradox 

surrounding these arguments. 

 Let us focus on one example, the argument purportedly showing that someone can 

be both hairy and bald at the same time.  Intuitively, a key premise in the argument seems 

to be that one hair, more or less, will not make a difference to whether or not one is hairy.  

In particular, then, it is thought that if one is hairy to begin with, one will still be hairy if 

a single hair is removed.  Call this the Crucial Premise of the standard Hairiness/Baldness 

Sorites Paradox, or CP for short.  One then considers a spectrum of cases where someone 

is extremely hairy on one end, and bald on the other.  The thought is that if a person starts 

at the extremely hairy end of the spectrum, and you take away a single hair, then, in 

accordance with CP, the person will still be hairy.  This seems undeniably true.  But then 

this thought is iterated.  If the person is still hairy after removing a single hair then, in 

accordance with CP, he will still be hairy after another hair is removed.  And so on.  As 

one iterates, one steadily moves along the spectrum of hairiness, until one eventually 

ends up with someone who is clearly bald.  The key, of course, is that one moves from 

one end of the spectrum to the other via a series of short steps, where one continually 

applies CP to adjacent members of the spectrum.  And CP seems obviously true.  But, of 
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course, iterated applications of CP seem to lead to the conclusion that someone who is 

bald is also hairy.  And that is obviously false.  Hence the argument should be rejected.   

This argument may seem analogous to my spectrum arguments.  Take, for 

example, the pain spectrum.  We have the thought that for each pair of adjacent members 

of the pain spectrum, the slightly less intense pain seems worse than the slightly more 

intense one, if it lasts two, or three, or five times as long.  Call this the Pain Argument’s 

Crucial Premise, or PACP for short.  Like CP, PACP seems obviously true.  But like CP, 

PACP seems to lead to an absurd conclusion.  In particular, iterated across the pain 

spectrum via a series of short steps, PACP seems to lead to the conclusion that a life 

containing one extra mosquito bite a month could be worse than a life containing two 

years of torture, given transitivity.  But this conclusion seems obviously false.  So, it may 

be concluded, in each case something has clearly gone awry, and it may be assumed that 

the same thing has gone awry in my argument as in the standard Hairiness/Baldness 

Sorites Paradox.  Hence, it may be assumed that both arguments can be readily rejected, 

and presumably for the same reason—whatever that reason may turn out to be!  (I say 

this, because the best explanation for why the Sorites Paradox fails remains in dispute, 

even if there is no dispute that it does, obviously, fail, since baldness is not the same as 

hairiness).   

9.2.2  A Rough Intuitive Response 

Soon, I’ll give a more detailed analysis and response to this objection.  But first, 

let me offer a rough intuitive sense of how the two arguments differ.  CP is a conditional 

premise.  It tells us that if one is hairy to begin with, one will still be hairy if a single hair 

is removed.  Although this premise leads to difficulty if we iterate it, it is pretty clear that 
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we shouldn’t iterate it.  Specifically, it is pretty clear that it doesn’t really apply across 

large portions of the hairiness spectrum.  Let me explain. 

A very hairy person might have 140,000 hairs.  (Throughout this section, I shall 

assume that the hairs are evenly distributed across his head.  My reason for this will 

become clear in 9.2.4).  For simplicity, let’s assume that everyone agrees that anyone 

with 100,000 or more hairs is hairy, and that anyone with 10,000 or less hairs is bald.  By 

hypothesis, there is dispute about people whose hairs range between 10,000 and 100,000.  

In this rough response, I shall slide over the difficult questions about borderlines, which 

many think crucial for a full analysis of Sorites Paradoxes.  Though interesting and 

important, I don’t need to discuss these questions for my present purposes.  All I need is 

to note that there will be some range of hairs between 10,000 and 100,000 such that 

within that range people are neither hairy nor bald.  More pertinently, although there may 

be debate as to whether people who have between 80,000 and 100,000 hairs are hairy, 

everyone would agree that they are not bald, and likewise, while there may be debate as 

to whether people who have between 10,000 and 20,000 hairs are bald, everyone would 

agree that they are not hairy. 

Now suppose we directly considered different positions along the hairiness 

spectrum.  It is obvious that CP would apply to someone with 135,000 hairs.  That is, 

someone with 135,000 hairs would be hairy, and rightly applying CP, if one took away 

one hair they would still be hairy.  Given our assumptions, the same would be true for 

someone with 120,000, 110,000, or 105,000 hairs.  On the other hand, it isn’t clear 

whether or not CP applies to someone with 90,000 hairs.  More importantly, it is 

perfectly clear that CP doesn’t apply to someone with only 15,000 hairs, and even clearer 
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that it doesn’t apply to someone with only 5000 hairs.  That is, there are some people 

along the hairiness/baldness spectrum about whom there may be some question as to 

whether they are bald or not, but for whom there is no question that they are not hairy, 

and there are other people who are clearly bald.  Given this, it is a clear mistake if one 

thinks CP applies across the full hairiness/baldness spectrum.   

Although one might believe that if someone is hairy, then they would still be 

hairy if one took away a single hair, there is absolutely no reason to believe that someone 

who is not hairy, or someone who is bald, will suddenly become hairy if one takes away 

one of their hairs.  CP is actually silent, and totally irrelevant, for comparing a large 

number of adjacent positions along the hairiness/baldness spectrum.   

The truth is that we all know that CP doesn’t apply to people who are not hairy, or 

to people who are bald.  This is one reason why no one is even remotely tempted to 

accept the conclusion of the Hairiness/Baldness Sorites Paradox.  Indeed, if we didn’t 

start at one end of the hairiness spectrum and allow ourselves to iterate CP, it would 

never occur to us to apply CP to people who are clearly not hairy.  Accordingly, when we 

find ourselves doing so after a series of iterations, we can readily realize that we have 

made a mistake.  Even if it is not clear exactly where or why we have gone wrong (at 

what point, or during which range of points, did we mistakenly allow ourselves to apply 

CP when we shouldn’t have?), it is clear that CP does not apply for comparisons on the 

bald end of the spectrum.  Thus, it is not hard for us to reject the standard Sorites Paradox 

generating the absurd conclusion that hairiness is baldness.  We simply have to remind 

ourselves that CP is not applicable to people who are not hairy, and hence that continuous 

iterations of CP across the full hairiness/baldness spectrum are not, in fact, permissible. 
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The case is completely different for the Pain Argument’s Crucial Premise, PACP.  

As I have noted throughout this work, PACP is plausible across the pain spectrum.  One 

can look directly at any two “nearby” points along the pain spectrum, and PACP will 

seem plausible applied to those points.  Given the choice between a mild itch that lasts 

for a week, a month, a year, or a 1000 years, and a slightly milder itch that last two or 

three or five times as long, the much shorter and only slightly more annoying itch seems 

clearly better.  Similar thoughts apply to the pain of a very bad headache versus a slightly 

less bad headache, the pain of many broken fingers versus the slightly less pain of fingers 

broken slightly less seriously and, of course, the pain of intense torture versus that of 

torture only slightly less intense.  We don’t have to be “seduced” into applying PACP to 

pains in the middle or least intense end of the pain sequence, by imagining that we start at 

the most intense end of the pain sequence and then iterate PACP across the pain 

sequence.  PACP directly and plausibly applies for all “nearby” pains.10  Thus, we could 

use PACP to arrive at the same pairwise rankings of the pain sequence if we started at the 

intense end and moved to the least intense end, if we started at the least intense end and 

moved to the most intense end, or if we simply compared all “nearby” pairs of pains in 

any random order.  In employing PACP, our judgment about nearby pains does not 

depend on other judgments we have previously made about other pairs of pains elsewhere 

along the pain sequence.  As indicated above, this is not true with the Crucial Premise of 

the fallacious versions of the Sorites Paradox. 

Let me note one other important difference between my argument and a standard 

Sorites Paradox.  Because of such factors as the vagueness, elasticity, and context 

relativity of our notion of hairiness, ordinary usage permits us to say that if someone is 
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hairy, and you simply remove one hair from his head, he will still be hairy.  As noted, the 

Sorites Paradox trades on this fact in generating its absurd conclusion.  But the Sorites 

Paradox does not claim that if someone is hairy, and you remove a single hair from his 

head, he will then be clearly hairier than before.   In particular, the Sorites Paradox argues 

that the person starts out hairy, and then remains hairy throughout the steady removal of 

one hair at a time, though at the end he has become bald.  For the argument to parallel 

mine, it would have to be arguing that the person is clearly getting hairier with each hair 

removal, though at the end he has become much less hairy than he was initially.   

After all, my argument claims that as one moves along the pain spectrum, each 

“nearby” pain is clearly worse than the preceding one, as it is only a little less intense, yet 

persists much longer.   So I am in the position of arguing that with each step the situation 

is clearly getting worse than the preceding one, though the end situation is clearly better 

than the initial one!  The Sorites Paradox, as normally presented, makes no such claims.  

And for good reason.  It is plausible to think that one less hair will not turn a person who 

is hairy into someone who is not hairy, but there is no plausibility to the claim that one 

less hair will turn someone who is hairy into someone who is clearly hairier!11 

In sum, my argument does not rely on a particular order of comparisons and an 

illegitimate sequence of iterations in the way a standard Sorites Paradox clearly does.  At 

the heart of my argument, lies a premise that is extremely difficult to deny, and the use of 

which seems perfectly appropriate.  At the heart of the standard Sorites Paradox, lies a 

premise that also seems difficult to deny, but the particular use of which is clearly 

mistaken.  Moreover, my crucial premise generates the plausible claim that each step in 

the pain sequence (where a step involves a pain becoming only a little less intense but 
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lasting much longer) is clearly worse than the preceding one; while the crucial premise of 

the standard Sorites Paradox does not make the analogous—but in this case ridiculous—

claim that each step in the hairiness spectrum (where a step simply involves the removal 

of a single hair) is clearly hairier than the preceding one.  Thus, I submit that my 

argument really is very different from, and much more troubling and intractable than, the 

standard Sorites Paradox.   

9.2.3 A Detailed Response 

In this section, I give a more detailed analysis of the difference between the 

standard, fallacious, Sorites Paradox, and my argument.  I shall again focus on the Sorites 

Paradox purporting to prove that hairiness is the same as baldness or, as I shall detail it 

here, that the same person can be both hairy and not hairy at the same time. 

A version of the Sorites Paradox runs as follows: 

 1.  Someone is hairy if she has lots of hair. 

 2.  Someone is not hairy if she has little or no hair. 

 3.  Surely, one single hair will not, by itself, be enough to determine whether  

  someone is hairy.   

 4.  Therefore, if someone was hairy before removing a single hair from her, she  

  will still be hairy after removing a single hair.  

 5.  Start with someone who is hairy.   

 6.  Remove one hair.   

 7. The person will still be hairy (from 4, 5, and 6).   

          8.  Iterate steps 6 and 7 as often as you like.   
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          9.  After each iteration the person will still be hairy (from 4, together with the step 

  preceding each iteration). 

 10.  After enough iterations, the person will clearly not be hairy--having lost most 

or all of her hair (2 and 8). 

          11.  Therefore, after enough iterations the person will be both hairy and not hairy at 

  the same time (from 9 and 10). 

  This argument is paradoxical because it appears both to be valid and to proceed 

from true premises to an obviously false conclusion.  Yet the argument is hardly 

compelling.  There are various ways one might plausibly avoid the conclusion.  I shall 

detail one that I find attractive. 

One might readily grant that the key step in the argument, step 4, is linguistically 

licensed by our ordinary use of the notion "hairy," but contend that our ordinary notion is 

too imprecise to be properly invoked in such contexts.   

 The idea is fairly simple.  Our ordinary notion of "hairy" is vague, elastic, and 

context relative.  Given this, we have great leeway in ascribing hairiness to someone.  

Accordingly, for anyone who can be appropriately regarded as hairy, the conventions of 

our language allow us to assert that she would still be hairy if she had one less hair.  

(Though, importantly, they do not allow us to say that removing a single hair would 

render someone hairier than they were before, which, as noted above, is a telling clue that 

the structure of a standard Sorites Paradox is very different from the structure of my 

argument.)  In ordinary instances, these linguistic conventions are perfectly acceptable.  

But they are inapplicable in the Sorites Paradox’s context where, as we have seen, they 

imply that someone can be both hairy and not hairy at the same time.  Fortunately, to 

 27



avoid this absurdity, one need merely insist that in Sorites-type contexts premise 4 be 

interpreted carefully.   

 Premise 4 can be given two interpretations.  On one, what David Hume might 

have regarded as a loose, or commonsense, interpretation, premise 4 will be true, but the 

argument will be invalid. 12 On the second interpretation, which Hume might have 

regarded as a strict philosophical interpretation, the argument would be valid, but premise 

4 is clearly false.  Thus, on either interpretation, the Sorites argument is unsound, and we 

can reject its conclusion. 

 Let us briefly discuss each interpretation.  On the first interpretation, premise 4 is 

just a loose, commonsense, way of expressing a particular instance of a general truth, to 

wit, however hairy one is, one extra hair will not make a significant difference to the 

extent to which one is hairy.  Understood in this way, premise 4 is clearly true.  But it 

won't lead to the absurd conclusion that someone can be both hairy and not hairy at the 

same time.   

 Saying that there is no significant difference in terms of hairiness between 

someone with a certain amount of hair, and someone with one less hair, is another way of 

saying that they are very similar, or in the same neighborhood, with respect to hairiness.  

But, "similar to" and "in the same neighborhood as" are not transitive relations.  For 

example, A's appearance might be similar to B's, if they have the same hair, eye, and skin 

coloring.  Likewise, B's appearance might be similar to C's, if their eyes, noses, and 

mouths are the same shape.  Yet A's appearance might not be at all similar to C's, as they 

might not have any coloring or feature shapes in common.  Similarly, A1 might be in the 

same neighborhood as A2 (say within a mile), A2 might be in the same neighborhood as 
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A3, A3 might be in the same neighborhood as A4, and so on.  But it doesn't follow that 

A1 is in the same neighborhood as A5000.  A1 might be in New York, and A5000 in 

California. 

 Like "similar to" and "in the same neighborhood as," "no significant difference 

between" is not a transitive relation.  No significant difference is not the same as no 

difference.  Removing one hair at a time may involve a series of genuinely insignificant 

changes.  But, together, enough such changes will result in a significant transformation, 

from being hairy to not being hairy.  There is nothing puzzling about this gradual 

transformation.  It is exactly what we should expect.   

 Thus, if we are employing a loose interpretation of premise 4--whereby it 

expresses the simple fact that one extra hair will not make a significant difference to the 

extent to which one is hairy--we can avoid the Sorites conclusion.  Notions like "no 

significant difference between" are intransitive for straightforward, unsurprising, reasons.   

 The second interpretation of premise 4 can be dealt with quickly.  On a strict 

interpretation of premise 4, if someone was hairy before removing a single hair from her 

head, she would still be just as hairy--that is, exactly equally as hairy--after removing a 

single hair.  "Exactly equally as hairy as" is a transitive relation.  If A is exactly equally 

as hairy as B, and B is exactly equally as hairy as C, then A must be exactly equally as 

hairy as C.  Clearly, the Sorites conclusion would be unavoidable if the strict 

interpretation were true.  But the strict interpretation is false.  Basic algebra tells us that if 

n-1 = m, then n ≠ m; in fact, n > m.   

 If I remove a single hair from your head, that may make virtually no difference to 

the extent to which you are hairy, but it is simply false to say that it makes no difference.  
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You would not be exactly equally as hairy after I'd removed the hair as you were before.  

Note, I readily admit that because the English word “hairy” is vague, elastic, and context 

relative, we can truthfully say, in English, that someone with 135,000 hairs on his head, 

and someone with 134,999 hairs on his head are both hairy.  In saying that, what we are 

saying is true, as licensed by the conventions of English usage.  But even so, we can also 

recognize that strictly speaking, the second person would be less hairy than the first, even 

if only by a tiny, perhaps imperceptible, amount.  Thus, on a strict interpretation of 4, the 

Sorites argument would be valid, but not sound; we should reject its conclusion, because 

premise 4 would be false.   

 It is clear, then, that we should reject the Sorites argument purporting to show that 

one can be hairy and not hairy simultaneously.  It is also clear how one can do this.  One 

need merely maintain that certain normal linguistic usages lead us astray in Sorites cases, 

and hence that we cannot employ those usages in such cases.  Importantly, we can restrict 

our linguistic practices in this way, without any substantive revision in our metaphysical 

conception of the world.  Even when we said that "if someone was hairy before removing 

a single hair from her head, she would still be hairy after removing a single hair," and 

even when we truthfully asserted of someone who had lost a single hair that she was 

hairy both before and after the loss, we never believed that she would be or was exactly 

equally as hairy after her loss of the hair.  Nor should we have, as there is nothing 

inconsistent or puzzling about the claim that two people might both be hairy (or tall, or 

heavy, or…), yet one might still be less hairy (or tall, or heavy, or…) than the other.  I 

submit, then, that we have always recognized that, strictly speaking, someone who lost a 

single hair would be less hairy than before, even if only by an insignificant, perhaps 
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imperceptible, amount.  Given this, the proposed tightening of our linguistic usage simply 

requires that it accurately reflect beliefs we have always had.  This seems both reasonable 

and desirable.  We not only avoid the Sorites Paradox, we do so in a cost free manner—at 

least in terms of our metaphysical commitments—by bringing our linguistic usage into 

accord with our beliefs.      

 Nothing comparable to this solution is available for the proposed counterexamples 

to transitivity offered by Rachels and me.  Consider the key premise that a slightly less 

intense pain is worse than a slightly more intense one, if it lasts two, or three, or five 

times as long.  Our judgment about this premise's truth does not depend on our 

(mis)applying vague, elastic, or context-relative notions.  Nor does it depend on our 

mistakenly assuming that small differences in pain intensity are like no differences in 

pain intensity.  Comparing one pain with another that is "slightly less intense," we fully 

recognize that there can be a real, significant, difference in their intensities; but we 

believe that for such comparisons duration matters as well as intensity.  In particular, we 

believe a less intense pain can be worse than a more intense pain, if it lasts twice as long.  

So, we can insist that our linguistic usage be as precise as one likes.  If it is to accurately 

reflect our beliefs, it must reflect the view that the more intense pain can be better than 

the less intense pain of twice the duration.  But "better than," unlike "no significant 

difference between" or "similar to," is supposed to be transitive.   

 Transitivity entails that if A1 is better than A2, A2 is better than A3, and so on, 

then A1 is better than A5000.  But if A1 involves two years of torture, and A5000 involves 

many years of one extra mosquito bite a month, most firmly believe that A1 is not better 

than A5000.  Thus, linguistic usage will accurately reflect most people's beliefs only if it 
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reflects the view that two years of torture is worse than any number of months of one 

extra mosquito bite.  So, the threat to the transitivity of "better than" is significant.  We 

cannot avoid it merely by bringing linguistic usage into conformity with our beliefs.   

 I have discussed a common version of the Sorites Paradox.  This version is rightly 

rejected.  It involves a bad argument that can be avoided without substantially revising 

our metaphysical conception of the world.  Some versions of the Sorites Paradox are 

more robust than the particular one I have given.  But many can, I think, ultimately be 

avoided in analogous ways.  So, for example, I think those arguments leading to 

obviously absurd conclusions—such as that (phenomenal) black is the same as 

(phenomenal) white—can be avoided if we are sufficiently circumspect in our linguistic 

usages.  Our substantive beliefs about the world do not commit us to such views, and we 

can express ourselves accordingly.  My example is different.  The only way of avoiding 

its conclusion is to substantially revise our understanding of the world. 

 I think, then, that my continuum argument cannot be simply dismissed in the way 

that we rightly dismiss as fallacious some familiar versions of the Sorites Paradox.  But it 

is arguable that at least some versions of the Sorites Paradoxes could be interpreted, or 

reformulated, so that they are analogous to my argument.  Let me consider this point 

next.  

9.2.4  Revising the Sorites Paradox 

 Ryan Wasserman once argued that many Sorites Paradoxes could be revised, so 

that they had the same structure as my argument.13  His argument went roughly as 

follows. 
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 Consider, again, the Sorites Paradox regarding hairiness and baldness.  

Wasserman points out that in fact, our criterion for baldness is multi-dimensional.  In 

determining whether or not someone is bald, we pay attention to several factors, 

including both the number of hairs on the head, and the distributional pattern of the hairs.  

For example, there are several distinctive characteristic patterns of male baldness.  One 

pattern is something like a U-shaped pattern, where there are virtually no hairs running 

from the top of the forehead, over the top of the head, to the back of the head.  Another is 

a roughly circular bald spot, which tends to center itself on the back of a man’s head, and 

spread out onto the top of the head, the sides of the head, and down towards the nape of 

the neck.  If a man has a large enough area of U-shaped baldness on his head, or a large 

enough bald spot, we will say that he is bald, even if he has hair, and even quite a lot of 

hair, on the remainder of his head.   

As suggested, then, there are several ways of being bald.  One might have a 

prominent U-shaped patch of baldness, or a large circular bald spot, or one might simply 

have so few hairs that one is bald, even if one’s hairs are distributed evenly over one’s 

scalp.  Of course, we might readily agree that someone who is completely bald is, in an 

important sense, balder than someone who is “merely” bald on one of these other ways.  

Still, it remains true that such people are bald, by criteria commonly accepted for what 

counts as being bald.  Here, as elsewhere, meaning is use.  People systematically use the 

term “bald” to refer to people with such patterns or distributions of hairs on their head, 

and hence what it means to be bald, and is to be bald, is (largely) dictated by such usage. 

Let us focus on the person with the bald spot, and let us assume that anyone with 

a bald spot of six inches or more in diameter counts as bald.  This assumption resonates 
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with the thought that those who hate the idea of being bald would dread having a six inch 

diameter bald spot, and that hair growth and toupee advertisers are pitching their products 

at such people, among others, when they proffer a solution to male baldness.   

Wasserman then suggests the following.  For any two heads of hair, the question 

of whether one is hairier than the other will depend on two factors:  the number of hairs 

on the two heads, and the pattern or distribution of those hairs.  But, the relation between 

these is not simple, and the two factors may be given different weights in different 

circumstances.  In particular, Wasserman suggests that if two heads of hair are 

“sufficiently” similar in their pattern of hair distribution, then one head of hair will be 

hairier than the other if it has a “sufficiently” greater number of hairs.  On the other hand, 

if two heads of hair have sufficiently dissimilar patterns of hair, and in particular, if the 

one head has an even distribution of hair, while the other has a pronounced male bald 

spot, then as long as the head with the even distribution has enough hair, it will be hairier 

than the head with the large bald spot, no matter how many hairs are in the areas around 

the bald spot.  Intuitively, the thought is that a head with “enough” hairs evenly 

distributed is hairy, a head with a large enough bald spot is bald, and a head that is hairy 

is hairier than a head that is bald! 

The preceding claims should look familiar.  They closely track the kinds of claims 

that I make in offering my various spectrum arguments.  The idea is simply that for 

comparisons between certain pairs of heads—specifically, heads whose patterns of hair 

distribution are sufficiently similar—both the pattern and number of hairs will be seem 

relevant in determining which head is hairier.  Call this Wasserman’s Premise One.  This 

is like View One in my pain argument.  But for comparisons between different pairs of 
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heads—specifically, where one head has an even distribution, while the other has a 

pronounced bald spot—then as long as both have a “sufficiently” large number of hairs, 

the comparative hairiness of the heads turns only on their respective patterns of hair 

distribution, and not on the number of hairs on the two heads, so that the head with the 

even distribution will be hairier than the head with the pronounced bald spot.  For 

symmetry, call this Wasserman’s Premise Three.  This is like View Three in my pain 

argument.   

Note, it is important on this view that the head with even distribution have 

“enough” hairs on its head, before the number of hairs is no longer relevant for the 

comparison in question.  But this is just like my claim that it is important that intense 

torture last long “enough,” before it would no longer matter how many extra months one 

might otherwise have to endure one extra mosquito bite.  It was not my view that no 

number of extra months of one extra mosquito bite could be worse than a nanosecond of 

intense torture, or even, perhaps, a second of torture:  only that it wouldn’t be worse than 

two years of intense torture.  Similarly, it needn’t be Wasserman’s view that a head with 

just a handful of hairs even distributed across its scalp will be hairier than a head with a 

pronounced bald spot surrounded by an incredibly thick mat of hair.  In that case we may 

judge both heads bald, but acknowledge that the second is hairier than the first.  (Just as 

one person may be faster or taller than a second, even though both are slow or short.)  It 

is simply that someone with “enough” evenly distributed hairs will be hairy, and someone 

with a large enough bald spot will be bald, and a hairy person is hairier than a bald 

person. 
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It should be clear how Wasserman’s First and Third premises would combine 

with a plausible empirical claim, let’s call it Premise Two, to generate a threat to 

transitivity analogous to mine.  Analogous to View Two of my pain argument, Premise 

Two would hold that there is, or could be, a spectrum of heads ranging from one with a 

fairly large number of evenly distributed hairs, to one with a much larger number of hairs 

distributed in such a way that there was a pronounced (more than six inch diameter) bald 

spot, such that one could move from one end of the spectrum to the other, via a finite 

series of steps such that each succeeding head would have significantly more hairs that 

were distributed only a “little” less evenly than the preceding one. 

The idea here should be familiar.  Let head one of the spectrum have a fairly large 

number of evenly distributed hairs.  If there are “enough” such hairs, head one will 

clearly be hairy.  Now compare head one with head two.  Given Premise Two, head two 

will have a pattern of distribution that is only a “little” less even than head one’s, but it 

will have significantly more hairs.  Accordingly, Premise One will apply to the 

comparison, and tell us that head two is hairier than head one.  Next compare head three 

with head two.  Once again, Premise Two tells us that the relationship between head two 

and head three is such that Premise One will be applicable for comparing them, and that 

head three will be hairier than head two.  Continue such pairwise comparisons across the 

spectrum.  For every two “adjacent” heads along the spectrum, n and n+1, Premise Two 

insures that Premise One will seem appropriate for comparing them, and will yield the 

judgment that n+1 is hairier than n.  So, if we suppose, for the sake of argument, that 

there are 25 heads in the spectrum, Premises One and Two will generate the judgments 

that head two is hairier than head one, head three is hairier than head two, head four is 
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hairier than head three, and so on, all the way to head twenty-five is hairier than head 

twenty-four.  It follows that if “hairier than” is a transitive relation, head twenty-five must 

be hairier than head one.  But, according to Premise Two, there is a huge difference in the 

pattern of hair distribution between head one and head twenty-five.  In fact, head twenty-

five has a pronounced bald spot of more than six inches in diameter—which is our 

criteria for being bald!—while head one is hairy.  By hypothesis, Premise Three will be 

applicable for comparing head twenty-five with head one, and we will judge head one 

hairier than head twenty-five.  So, on this version of the Sorites Paradox, we find 

ourselves in the same kind of position we are with my spectrum arguments.  We must 

either reject Premise One, Premise Two, Premise Three, or the transitivity of the hairiness 

relation.  Indeed, as long as we retain transitivity, Premises One and Two entail that we 

can start with a hairy head and undergo a steady transformation whereby the head is 

getting hairier and hairier, though at the end of a long series of such “improvements” the 

head has become bald!   

There are many possible responses to this revised version of the Sorites Paradox. 

Rejecting Premise Two is, I believe, a non-starter, as there clearly could be a spectrum of 

heads of the sort Premise Two describes.  So, the real options are to reject Premise One, 

Premise Three, or the transitivity of the “hairier than” relation.  I shall not canvass all of 

the possible responses that might be offered in support of these different options.  But let 

me comment on two lines of thought that might be raised against Premises One and 

Three, respectively. 

Consider a spectrum of heads of the sort assumed above.  Presumably, we might 

agree that the heads on one end of the spectrum are hairy, that the heads on the other end 
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are bald, and that in between there might be heads that are neither hairy nor bald.  Let us 

make, for the sake of argument, the controversial assumption that if this is the case, there 

must be one precise point at which one goes from a head that is still hairy to one that is 

neither hairy nor bald, and another precise point at which one goes from a head that is 

neither hairy nor bald to one that is bald.  It may then seem clear that we must reject 

Premise One.  After all, suppose that the first transition occurs between heads seven and 

eight.  According to Premise One, head eight is hairier than head seven.  But, by 

hypothesis, head seven is hairy.  Surely, if one head is hairier than another that is hairy, 

the former must be hairy.  But, head eight is not hairy; it is, by hypothesis, neither hairy 

nor bald.  It follows that we must reject Premise One.  However plausible Premise One 

may sound, it must be false.   

This argument against Premise One has great intuitive plausibility.  But it should 

sound familiar.  It is analogous to the argument presented, and rejected, in 9.1.  I shall not 

rehash the considerations presented in 9.1.  But let me note the following.  If one has a 

concept whose instantiations vary along a single dimension, then considerations of the 

preceding sort are compelling.  For example, if John is taller than Mary, and Mary is tall, 

then John must be tall.  Similarly for other relations that vary along a single dimension, 

like “faster than,” or “heavier than.”  But if one has a concept whose instantiations vary 

along multiple dimensions, and if, more importantly, they can vary in the way that 

baldness is purported to in Wasserman’s argument, then one must reject the view in 

question.   

This response sounds question begging, and in a way it is.  But the charge of 

question begging can be levied in each direction, and the question is which position 
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ultimately seems most plausible?  Consider the difference between head seven and head 

eight.  By hypothesis, we have assumed that seven is hairy and eight is neither hairy nor 

bald.  But our question isn’t whether eight is hairy, it is whether it is hairier than seven, 

and while this notion would be unintelligible if hairiness varied along a single dimension, 

it is not unintelligible if hairiness varies along different dimensions that can be given 

different weights for different comparisons.  The key to recognizing this possibility is to 

recognize that while our criteria for being “hairy” and our criteria for being “hairier than” 

are intimately related to each other, we actually have different criteria for the two notions.  

So, we are willing to countenance the possibility that even a tiny difference in the pattern 

of hair distribution can make all the difference in terms of whether someone counts as 

hairy or not, but we don’t believe that such a tiny difference alone can settle the question 

of whether one head is hairier than another.   

Here is the litmus test.  Imagine someone who wants to have as full and rich a 

head of hair as possible.  He is given the choice between two heads of hair.  He can have 

head seven, or head eight.  He is shown many slides of the two heads, from every angle, 

and many times.  After poring over the pictures, he realizes that head eight has a slightly 

less even pattern of hair distribution than head seven, in particular, that the hairs at the 

back of head eight seem to be slightly more spread out, or thinner than, those in head 

seven.  Nevertheless, it is clear that head eight is bushier everywhere else than head 

seven, and that, overall, it is a fuller, thicker, head of hair than head seven.  After full and 

careful deliberation of the matter, he chooses to have head eight.  Given our assumptions, 

this seems like an entirely reasonable choice for him to make.  Indeed, given what he is 

looking for, , it seems that it is his only reasonable choice.  Head seven is slightly better 
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than head eight in one respect that matters to him—the overall pattern of hair 

distribution—but head eight is clearly better than head seven in another respect that 

matters to  him—the number of hairs on the head; and together it seems clear that in this 

case the trade-off between them is such that, all things considered, head eight is hairier 

than head seven. 

Suppose he then learns of a logical/philosophical proof that while head seven is 

hairy, head eight is “merely” neither hairy nor bald.  Would that cause him to change his 

mind about which head of hair he would prefer?  I think not.  Nor should it.  He is likely 

to be suspicious of such a proof.  But even if, after fully understanding it, he comes to 

agree that head seven should be categorized as of the kind “hairy,” while head eight 

should be categorized as of the kind “neither hairy nor bald,” he might rightly conclude 

that in this case, where the difference between the instantiations of the two kinds is so 

slight in terms of the pattern of hair distribution, but clearly favors head eight in terms of 

the number of hairs, head eight would be preferable to head seven.  If asked why he opted 

for a head that was neither hairy nor bald over one that was hairy, he might simply reply:  

“well, because it is clearly hairier.”   

Someone might, at first, think the preceding considerations merely show that we 

have drawn the line between the “hairy” and the “neither hairy nor bald” in the wrong 

place on the spectrum.  They might conclude that head eight must also be hairy, and then 

seek to repeat the argument elsewhere along the spectrum.  But that strategy will clearly 

fail.  Because the same considerations will be available for any two adjacent points along 

the spectrum.  For any two heads, k and k+1, k and k+1 will stand in the same relations to 

each other as heads seven and eight.  It seems, then, that at some point we must admit 
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that someone who is neither hairy nor bald could be hairier than someone who is hairy, or 

we must admit that every head along the spectrum is hairy after all.  I shall consider the 

latter alternative shortly. 

In sum, it may initially sound absurd to claim that a head that was not hairy14 

could nevertheless be hairier than one that was hairy.  And this, combined with the 

assumption that at some point along the spectrum one must go from being hairy to being 

neither hairy nor bald seems to provide powerful reason to reject Premise One.  But when 

one thinks hard about what Premise One asserts, and the actual relations between 

adjacent members of the spectrum dictated by Premise Two, it may seem hard to deny 

that Premise One yields the right judgment for adjacent members of the spectrum.  Each 

n+1 head really may seem hairier than each n head.  Moreover, on reflection, it seems 

that one can plausibly defend this position, once one recognizes that the “hairier than” 

relation is not based on a single dimension, like other “…er than” relations for which the 

reasoning in question would be cogent.  In particular, if we are prepared to recognize that 

several dimensions are relevant for determining how alternatives compare with respect to 

hairiness and, more importantly, if we are prepared to recognize that the relative 

importance of the dimensions can vary depending on the alternatives being compared—

as the plausibility of Premises One and Three suggests we might be regarding hairiness, 

since we may think the number of hairs is crucially relevant for comparing heads with 

similar patterns of distribution, but not similarly relevant for comparing patterns of even 

distribution with those that involve a pronounced bald spot—then we have the conceptual 

apparatus necessary to deny the objection in question.  Given such conceptions, it could 

be that one head is hairier than another, even though the hairier head is not hairy, and the 
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less hairy head is!  But, of course, as we have long since established, given such 

conceptions we can retain both Premise One and Premise Three, for on such conceptions 

it is clear that transitivity will either fail, or fail to apply, for the “hairier than” relation. 

One may offer a more direct objection to Premise One.  One might claim that 

once an area has become “sufficiently” thick with hairs, there is no advantage to adding 

even more hairs to that area.  On this view, one might reach a stage where there is a 

balding area on the top of one’s head, and an already “sufficiently” thick matt of hair 

everywhere else on one’s scalp.  In this case, one might decline to remove even one more 

hair from one’s balding area, no matter how many extra hairs might be squeezed into the 

already saturated remainder of one’s scalp.  In doing this, one might claim that although 

there may be far more hairs in the one case than the other, the way in which number and 

distribution relate to each other to generate the “hairier than” relation is such that the 

head with fewer hairs more evenly distributed is hairier than the head with far more hairs 

with an ever-so-slightly more pronounced bald patch.   

On this view, one rejects Premise One, because one can reach a point where even 

though two alternatives do stand in relation to each other in the way Premise One 

supposes, it seems plausible to grant lexical priority to the pattern of distribution over the 

number of hairs if the area surrounding a balding area has already become sufficiently 

thick with hair.  In that case, the thought is, there isn’t any advantage to squeezing in 

even more hairs in the non-balding area, while there will be a disadvantage to increasing 

the bald spot even by a tiny amount.   

Without trying to settle this line’s ultimately defensibility, let me grant that it is 

plausible, and may show that Premise One is restricted in scope.  But even so, this may 
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not be enough to completely undermine Wasserman’s argument.  Perhaps there is a 

spectrum of heads of the sort envisaged by Premise Two where the bald endpoint hasn’t 

yet reached the relevant saturation point outside of the bald spot.  Additionally, there 

might be a more complicated scenario, involving a temporal dimension, where the worry 

in question wouldn’t arise.   

Suppose, for example, that one faces two prospects: in case one, one has a fairly 

even distribution of hairs with just enough total hairs to count as hairy for 50 years; in 

case two, one has a little less hair in the six inch diameter circle associated with the male 

bald spot—henceforth, the balding region—but case two is just like case one in the non-

balding region for the last 48 years, and much thicker and richer in the non-balding 

region for the first two years.  Here, one might think that something analogous to Premise 

One would apply, and that one might regard case two as hairier than case one, all things 

considered.  After all, the difference between case one and case two may be barely 

noticeable for the last 48 years, while case two may be clearly and vastly better than case 

one for the first two years.  Now compare case three to case two.  Case three will be a 

little bit worse than case two in the balding region for all 50 years.  But case three will be 

just like case two in the non-balding region for the first two and last 46 years, but much 

thicker and richer in the non-balding region for years three and four.  Again, one might 

think that something analogous to Premise One would apply, and regard case three as 

hairier than case two, all things considered.  As before, the difference between cases two 

and three may be barely noticeable for most of the 50 years, while case three may be 

clearly and vastly better than case two for years three and four.  Iterated, this reasoning 

would seem to imply that we should judge case two hairier than case one, case three 
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hairier than case two, case four hairier than case three, and so on, all the way to the last 

case, case 25, being hairier than case 24.  And in this temporal case, we seemingly avoid 

the worries about “over-saturation” that might cast Premise One into doubt.   But, of 

course, case one involves someone who is hairy, perhaps with 100,000 hairs scattered 

evenly over their scalp for 50 years, while case 25 might involve someone who is clearly 

bald, since, we may suppose, although they might have 200,000 hairs in their non-balding 

area, they might also have a completely bare six inch diameter bald spot!   

To be sure, one might still insist that the version of Premise One appealed to in 

the above argument should be rejected.  But one can why Wasserman might think the 

same kinds of considerations presented elsewhere in this book could be relevant to the 

case of the hairiness/baldness spectrum.  Having argued, previously, that both within and 

between lives it can be plausible to adopt positions like the Minimize Great Additional 

Burdens View or the Consolidate Additional Benefits View (see chapter n), it may seem 

perfectly possible that someone who is a little less hairy for a number of years, but a lot 

hairier for several, might be hairier, overall, than someone who is a little hairier for many 

years, but a lot less hairy for several.  The key, of course, is how, if at all, the little 

difference of hairiness add up, across time, and their relative importance to the much 

larger difference in hairiness for a shorter period.  It is compatible with the reasoning of 

much of this book—though not entailed by it—to think that there may be some spectrum 

of cases such that a version of Premise One will seem plausible for each pair of adjacent 

cases across the spectrum, even if the scope of Premise One is more restricted than one 

might initially think.  This is what Wasserman has seen, and relied on, in developing his 

argument. 
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Let me next consider a response to Premise Three.  One might accept that there is 

a spectrum of the sort dictated by Premise Two, for which Premise One is plausible when 

comparing each adjacent pair of cases.  If this is so, and one is convinced that “hairier 

than” must be a transitive relation, one might argue that Premise Three must be rejected. 

In moving from head one to head twenty-five, we have held in each comparative 

judgment that the hairier head was the one with significantly more hair.   Well, it might 

be claimed, this is the judgment we should make whenever we are comparing two heads, 

and that the issue of whether the two heads are “sufficiently similar” in terms of their 

pattern of distribution is irrelevant.  More carefully, one might argue that if, as we have 

supposed, in moving from head one to head 25 each slight worsening in the pattern of 

hair distribution was sufficiently offset by the increase in the number of hairs, so as to 

make each n+1 head hairier than each n head, then surely the cumulative effect of all of 

these changes should be such as to make the extent to which head 25 has more hairs than 

head one more than sufficient to outweigh the extent to which head 25 has a worse 

pattern of distribution than head one.  This has to be true, it might be claimed.  Hence we 

should rightly conclude that head 25 really is hairier than head one, notwithstanding the 

fact that head one has a large number of hairs evenly distributed over its scalp, and head 

25 has a six inch diameter bald spot!  

The advocate of this move then has several choices to make.  Following the kind 

of suggestion noted above, he can point out that our criteria for the relation “hairier than” 

differs from our criteria for “baldness,” so that he can grant that head 25 is bald, but is 

nevertheless hairier than head one, and not vice versa.  Another option would be to 

maintain that since head one is hairy, and head 25 is hairier than head one, head 25 must 
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also be hairy, and hence to deny that head 25 is bald, as we have been assuming all along.  

In defense of this option, he might insist that although in most cases when someone has a 

six inch bald spot they will, in fact, be bald, in a case where the area surrounding the bald 

spot is thickly matted with hair the person is not, in fact, bald, and should rightly be 

regarded as hairy.  Alternatively, the person might maintain that we have several 

conflicting criteria, some of which support the conclusion that head 25 is bald, and some 

of which support the conclusion that head 25 is hairier than head one and (hence) hairy, 

and that we should just accept that both are, in a sense, true.  This view yields the upshot 

of the original Sorites Paradox, namely that the same head can be both hairy and bald at 

the same time.  But it will seem less puzzling if the criteria for being hairy simply turn 

out to be different from, and not necessarily in conflict with, the criteria for being bald.  

Finally, one might explicitly add to the preceding considerations the claim that there are 

different senses of “hairier than.”  On one sense, the sense entailed by accepting Premise 

One, Premise Two, and the transitivity of “hairier than,” head 25 will be hairier than head 

one.  On another sense, the sense entailed by the view that head 25 is, in fact, bald, that 

head one is hairy, and that a head that is bald is not hairier than a head that is hairy, head 

25 will not be hairier than head one. 

I believe the first and second options will be hard to maintain.  Consider the case 

of someone who is still hairy, with a decent amount of hair spread evenly over his head, 

but is deeply worried that his hair is thinning.  He is desperate to remain hairy, and wants, 

other things equal, to be as hairy as possible.  If a salesman sells him a bottle of Miracle 

Hair Growth guaranteed to make him hairier, should he be happy or satisfied if, after a 

month of regular usage, he has developed a pronounced six inch diameter bald spot and 
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lost all his hair within that bald spot?  Would it be enough if the salesman rightly pointed 

that he now had a really thick mat of hair around the bald spot?  Would he be convinced 

by the arguments of philosophers that purported to prove to him that in fact he was not 

bald, or that in fact he must be hairier than before, since he would have readily agreed 

that he had gotten hairier each day that he had used the product? 

Even if the salesman and philosophers were acting in good faith, I believe the 

person would, and would have good reason to, reject their claims.  Indeed, I have little 

doubt that he would regret his decision to use the product, and that if he had it to do over 

again would refrain from doing so.  Whatever proofs or clever arguments might be 

offered, we all know that someone with a six inch diameter bald spot is bald, and in the 

sense that matters most, we think someone with a six inch bald spot is not hairier than 

someone with a full head of hair.  This is not to deny that we can agree that the former 

person might have lots more hair than the latter.  But in terms of what we actually care 

about, when we say we want to be hairier, we pay attention not only to the sum total of 

hairs on our head, but to the distribution of those hairs.  Indeed, as claimed previously, as 

long as there are “enough” hairs on our head, we may give a lot of weight to avoiding a 

substantial bald spot and having an even distribution of hair, and virtually no weight to 

our total number of hairs. 

 So, given how we use the notions of “bald,” and “hairier than,” it is hard to deny 

that head 25 is, in fact, bald, and that in an important sense, and probably the most 

important sense, head one is hairier than head 25.  Thus, as indicated, I think the first two 

options are not tenable.   
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What about the second two options?  They are, I think, defensible.  But they don’t 

actually undermine Premise Three.  Rather, they show that Premise Three could, in fact, 

be compatible with Premises One and Two and the transitivity of a “hairier than” 

relation.  Indeed, they support the view that Premise Three’s sense of “hairier than” 

differs from Premise One’s, and that different criteria for “hairier than” underlie the 

comparative judgments based on the different premises.  On this view, the “hairier than” 

relation expressed by Premise One may be perfectly transitive.  And so, too, may be the 

“hairier than” relation expressed by Premise Three.  Thus, so far, there would be no 

question of the transitivity of “hairier than” actually failing.   

Still, even if we acknowledge that there are different senses of “hairier than,” we 

can still ask how the different alternatives compare regarding hairiness.    Specifically, 

giving full weight to each of the different senses of “hairier than,” we can ask, insofar as 

we care about hairiness, which of the different heads of hair along the spectrum from one 

through 25 should one choose all things considered.  And here, alas, the second two 

options, even if defensible, are of no help.  We know that in terms of the “hairier than” 

relation underlying Premise One, we should choose head 25.  We also know that in terms 

of the “hairier than” relation underlying Premise Three we should choose head one over 

head 25.  But what then?   The problem, of course, is that if we are confronted with all 25 

options at once, Premise One will seem most relevant and significant when comparing 

the “nearby” options, Premise Three will seem most relevant and significant when 

comparing the “distant” options, and we have no obvious way of combining these facts in 

a way that generates a plausible, stable, and coherent, ranking of the different 

alternatives.  In fact, it is not at all clear what head one should choose given such a 
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spectrum of options, since for any option one might choose there appears to be another 

available option that would be hairier.   

These considerations are familiar.  By invoking the claim that there are different 

senses of “hairier than,” one can deny that any particular notion of “hairier than” is 

intransitive.  But this immediately raises the possibility that transitivity doesn’t actually 

apply across the hairiness spectrum, and hence that we can’t actually appeal to transitivity 

in choosing amongst different alternatives along such a spectrum, precisely because 

different factors are relevant and significant for making different comparisons along the 

hairiness spectrum.  This suggests that transitivity doesn’t apply across the different 

relations of “hairier than” that people invoke in making different comparisons, and this is 

one of the reasons we may find ourselves stymied in trying to choose amongst the 

different options along the hairiness spectrum.  This result would not be surprising if one 

of the second two options is adopted, and is analogous to the conclusions that many think 

follow from my spectrum arguments. 

I have presented Ryan Wasserman’s reconstruction of the Sorites Paradox 

regarding hairiness and baldness.  In fact, Wasserman suggests that his result might be 

quite general, and that many Sorites Paradoxes could be reconstructed along similar lines.  

Having examined the hairiness/baldness argument in some detail, I sketch how the 

argument is supposed to go for another famous Sorites Paradox, the Paradox of the Heap, 

in appendix C.   

Wasserman presents his arguments in support of the considerations I have 

presented in this work.  The main point of his arguments is to show that my worries arise 

in non-normative as well as normative contexts.  Some people, especially skeptics about 
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ethics, may dismiss my worries as yet another reason to doubt the coherence of our 

normative notions, and take this as a further reason to dismiss all normative claims as 

nonsensical.  But, Wasserman contests, notions like “hairiness” and “heap” are non-

normative, yet similar worries can be raised about them.  Yet surely this doesn’t show 

that there is reason to dismiss all non-normative claims as nonsensical.  A fortiori, it is a 

mistake to be dismissive about the entire normative realm, simply because of the worries 

I have raised and the difficulty of adequately responding to them.   

I think Wasserman makes an important point, and there is lots more that could be 

said about this issue.  But for my present purposes, I mainly want to make several points. 

First, nothing I or Wasserman have said commits one to the view that all standard 

Sorites Paradoxes could be plausibly reformulated along the lines in question.  It is 

arguable, for example, that the Sorites Paradox purporting to show that oaks are acorns is 

not readily amenable to such a reinterpretation. 

The key question is whether the notions being appealed to vary along several 

dimensions and, in particular, whether it is plausible to believe either that different 

dimensions are plausible for different comparisons, or that different weights to the 

different dimensions will be plausible for different comparisons.  So, as we have seen, if 

a slight variation along one dimension can be outweighed by a sufficient gain along 

another dimension, but a radical difference along one dimension makes appeal to another 

dimension inappropriate (at least for some cases), then an argument of the sort I have 

presented will be in the offing.   

Second, although I find Wasserman’s arguments plausible and intriguing, and 

welcome any support they offer to claims about the scope and importance of my overall 

 50



project, my arguments do not depend on standard Sorites Paradoxes being reformulable 

in the way Wasserman suggests.  If, in fact, certain notions, like “hairiness” operate in the 

way Wasserman has pointed out, and if the upshot of their doing so is that we should be 

worried about transitivity of “…er than” relations either failing, or failing to apply, in the 

non-normative as well as the normative realm, that is interesting and important.  But I, for 

one, am not a skeptic about ethics, and I will be deeply worried about my results whether 

or not I find analogues of them in the non-normative realm. 

Finally, and of particular relevance in this section, it should be noted that 

Wasserman has offered a reinterpretation, or reconstruction, of the “standard” Sorites 

Paradox.  His argument does not turn on a crucial premise like:  “if I remove a single hair 

from someone who is hairy, she will still be hairy.”  Accordingly, the kind of argument 

Wasserman has presented is not amenable to the analysis I offered for standard Sorites 

Paradoxes.  Accordingly, Wasserman’s argument cannot be readily dismissed as 

obviously fallacious, in the same way that a standard Sorites Paradox can. 

If I am right that Wasserman has offered a new interpretation or reconstruction of 

the Sorites Paradox, should we still call it a Sorites Paradox, or should we come up with a 

different name for this kind of paradox (perhaps, the Rachels/Temkin Spectrum 

Paradox!)?  Although I, myself, would reserve the name Sorites Paradox for the sort of 

versions I presented earlier—since I think the two kinds of arguments really are 

fundamentally distinct, turning, as they do, on fundamentally different premises—here, as 

elsewhere, I’m not very concerned about the terminological issue.  The important point to 

see is that if Wasserman’s versions of the Sorites Paradox really were analogous to mine, 

then they would not turn on such factors as conceptual ambiguity, vagueness, elasticity, 
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incompleteness, or questionable linguistic conventions.  Nor would they turn on 

perceptual or intuitive failure to distinguish between small differences and no differences.  

Instead, these versions would lead via a series of plausible steps, based on firm judgments 

about the world, to a deeply implausible conclusion that can only be avoided by rejecting 

a premise that seems extremely difficult to deny, or contending that the transitivity of a 

“…er than” notion either fails, or fails to apply, across a plausible spectrum of cases.  If 

there are Sorites Paradoxes of this sort, then of course my examples can be counted 

among them.  But, unlike a “standard” Sorites Paradox, arguments of this kind cannot be 

dismissed lightly.   

 In sum, my argument is distinct from the sort of spectrum arguments normally 

associated with Sorites Paradoxes.  But if some Sorites Paradoxes are genuinely 

analogous to my argument, then they, too, raise serious questions about the nature and 

scope of transitivity.  The important point, of course, is not what we call my kind of 

spectrum argument, but how we respond to it.  If my argument is mistaken, we need to 

understand where it goes wrong.  If it is correct, we need to explore its scope and 

implications.  Either way, I think my argument requires a different analysis and response 

than is available for a “standard” Sorites Paradoxes.  However, thanks to Wasserman, I 

welcome the thought that my argument may lead us to reinterpret and reassess some 

Sorites Paradoxes, and to then view them as even more important and problematic than 

we previously thought. 

9.3 Summary of Chapter Nine 

 In this chapter I considered two objections to my spectrum arguments.  In section 

9.1, I considered an objection based on my observation that tiny differences in degree 
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may, if enough of them are added together, amount to a difference in kind, and that the 

factors that are relevant and significant for comparing alternatives merely differing in 

degree may be different from those for comparing alternatives differing in kind.  Though 

this observation may help illuminate why transitivity fails, or fails to apply, across certain 

spectrums, I now recognize that it is misleading. 

The pain spectrum may be divided up in numerous ways, distinguishing between 

many different “kinds” of pains.  Pains which are the same kind, given certain 

classifications, will be different kinds, given other classifications.  For example, given the 

kinds “unpleasant experience” or “experience there is some reason to avoid,” a mosquito 

bite and torture will be the same kind of pain.  But given the kinds “extremely mild” and 

“extremely intense,” a mosquito bite’s pain may be the former kind but not the latter, 

while intense torture’s pain may be the latter kind but not the former.  So, in arguing that 

View One is relevant for comparing certain pains, and View Three relevant for 

comparing others, I argued that it is a mistake to contend, as I once did, that this is 

because View One is relevant for comparing pains of the same kind, while View Three is 

relevant for comparing pains of different kinds.  Rather, I should have contended that 

View One is relevant for comparing pains whose intensities are “sufficiently” similar; 

while View Three is relevant for comparing pains that are “sufficiently” dissimilar in the  

way that the very intense pain of torture is compared with the very mild pain of a 

mosquito bite. 

My opponent rightly observes that if I contend that a mosquito bite’s pain is 

different in kind than intense torture’s, then I should grant that there must be some last 

point along the pain spectrum, k, which is the same kind of pain as intense torture, so that 
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an adjacent point, k-1, will be different in kind.  I accept this claim.  Still, as I showed, 

that doesn’t entail that the pain of k-1 will be the same kind of pain as the pain of a 

mosquito bite!  If it did, we’d have good reason to agree with my opponent that View 

One isn’t plausible for comparing pains k and k-1, and to think, in fact, that View Three 

is appropriate for such comparisons.  This would undermine my argument.  But, as 

indicated, we have no reason to accept the entailment in question.   

Assuming that both k and k-1 are some number of steps away from the pain of 

intense torture and the pain of a mosquito bite, I observed that even though k’s pain will 

be more like intense torture’s pain than k-1’s, and k-1’s pain will be more like a mosquito 

bite’s pain than k’s, k and k-1’s pain will be much more like each other than either will 

be like intense torture’s pain or a mosquito bite’s pain.  Most importantly, I noted that 

even if there are certain categories in virtue of which k and k-1 would count as different 

kinds of pain, the difference in intensity of pain between k and k-1 will be quite small.  It 

will be akin to the difference in intensity between any two pains of the same kind for 

which we think View One is appropriate, and decidedly not akin to the difference in 

intensity between the pain of intense torture and the pain of a mosquito bite for which we 

think View Three is appropriate.  Indeed, I noted that the difference in intensity between 

k and k-1, may be smaller than the difference in intensity between two pains of the same 

kind for which we grant View One is appropriate, say a very intense pain of 597 and 

another very (though clearly less) intense of pain of 551.  Thus, I argued that View One is 

appropriate for comparing k and k-1 for the very same reason that it is appropriate for 

comparing two pains of the same kind when that is appropriate; roughly, because the 

difference in intensity of pain between them is “sufficiently” small.   
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Finally, I readily grant that if View One is appropriate for comparing two intense 

pains, but View Three is appropriate for comparing intense pains with mosquito bites, 

then there might be some adjacent pains k and k-1, such that View One would be 

appropriate for comparing intense torture with k, but not for comparing intense torture 

with k-1.   But I used a neighborhood analogy to show that this is not enough to establish 

that View One is inappropriate for comparing k with k-1.  Just as the principle “neighbors 

should be friendly with each other” could govern the relations between people in houses a 

and k, and people in houses k and l, even if it doesn’t govern the relations between people 

in houses a and l, so, too, View One could apply for comparing intense torture with pain 

k, and pain k with pain k-1, even if it doesn’t apply for comparing intense torture with 

pain k-1.  The idea is simply that View One is a principle that plausibly applies for 

comparing all “neighbors” along the pain spectrum. 

In sum, the point about different kinds is a red herring.  I could, and should, have 

made my argument without taking any stand on whether or not intense torture and 

mosquito bites are the same or different kinds.  Even if View One is not plausible for 

comparing all alternatives that differ in kind—and View Three’s plausibility shows that it 

is not—it can be plausible for comparing some alternatives that differ in kind.  

Specifically, it is plausible for comparing any two alternatives involving a “sufficiently” 

small difference in pain intensities, whether or not they are the same or different in kind.  

The objection in question fails. 

In section 9.2, I explored the relation between my spectrum arguments and Sorites 

Paradoxes.  Many suspect that my arguments must be a kind of Sorites Paradox, and in 

section 9.2.1, I noted some ways in which my arguments seem analogous to the standard 
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Hairiness/Baldness Sorites Paradox.  Focussing on my pain argument, I noted that both 

arguments rely on a crucial premise that, when iterated across a spectrum of alternatives, 

seems to lead to an absurd conclusion:  in the one case, that someone can be both hairy 

and bald at the same time, in the other, that a lengthy life containing one extra mosquito 

bite a month could be worse than a lengthy life containing two years of intense torture.  

Although there is some dispute about exactly where standard Sorites Paradoxes go awry, 

no one doubts that they do go awry, and should be rejected.  Correspondingly, given the 

apparent similarities between the two arguments, I noted that many assume that my 

argument should also be rejected, and presumably for the same reason that standard 

Sorites Paradoxes ultimately should—whatever that turns out to be!   

In section 9.2.2, I offered a rough intuitive response to the view that my argument 

is another example of a standard Sorites Paradox.  I pointed out that my argument is 

importantly distinct from the standard Hairiness/Baldness Sorites Paradox in two ways.  

First, the crucial premise underlying the standard Sorites Paradox is conditional.  It says 

that if someone is hairy, they will still be hairy if one takes away a single hair.  This 

premise is plausible, but its condition is only met at the hairy end of the 

hairiness/baldness spectrum.  That is, the crucial premise is irrelevant, and hence should 

be silent, when comparing two alternatives at the bald end of the spectrum, and there 

would be no temptation to apply it for comparing such alternatives if one just considered 

those alternatives directly.  Accordingly, it is simply a mistake when we start with cases 

at the hairy end of the spectrum—to which the crucial premise does apply—and allow 

ourselves to repeatedly iterate the crucial premise all the way across the spectrum, until 
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we reach the point where we find ourselves applying it to cases for which it is clearly 

inapplicable.   

Nothing analogous to this holds for my spectrum argument.  The crucial premise 

underlying my argument is also conditional, in telling us that if the difference in intensity 

between two pains is “sufficiently” small, then a more intense pain of a given duration 

would be better than a slightly less intense pain whose duration was two, or three, or five 

times as long.  But my crucial premise is independently plausible, and directly applicable, 

for all “nearby” pains along the pain spectrum.  Hence, in my argument, we don’t have to 

start at one of the spectrum, and repeatedly iterate my crucial premise, until we find 

ourselves mistakenly applying it to alternatives for which it is clearly inapplicable.  We 

can directly consider each pair of adjacent members of the pain spectrum, in any order, 

without affecting the pairwise rankings of the spectrum, or the plausibility of those 

rankings.   

Second, my argument claims that as one moves along my spectrum of 

alternatives, each subsequent alternative is clearly worse than the preceding one, though 

the last alternative is clearly better than the first.  So, as I pointed out, for the standard 

Sorites Paradox to parallel mine, it would have to be claiming that the person was getting 

hairier with each hair removal, though at the end he had become much less hairy than he 

was initially.  But the standard Sorites Paradox makes no such claim, and for good 

reason.  As I pointed out, while it may be plausible to claim that one less hair will not 

turn someone who is hairy into someone who is not hairy, there is no plausibility to the 

claim that simply taking away a hair from someone who is hairy will make them clearly 

hairier.   
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Intuitively, then, my argument is clearly different from standard Sorites Paradoxes 

in two important respects.  Correspondingly, there is no reason to believe that my 

argument is a version of the standard Sorites Paradoxes, or that it goes awry in the same 

way as such paradoxes.   

In section 9.2.3, I offered a more detailed analysis of the difference between my 

spectrum arguments and the standard, fallacious, Sorites Paradox.  I claimed that the 

crucial premise underlying the standard Hairiness/Baldness Sorites Paradox reflects a 

linguistic convention that is perfectly acceptable in ordinary instances, because the notion 

of hairiness is vague, elastic, and context relative.  But that the convention in question 

leads us astray in Sorites-type contexts.   

I noted that the crucial premise of the Sorites Paradox can be given two 

interpretations.  On a “loose” interpretation, when we say that “if someone is hairy and 

we remove a single hair, they will still be hairy,” we simply mean that there is no 

significant difference between the heads in terms of how hairy they are.  On a “strict” 

interpretation, we mean that they are exactly equally as hairy.  I pointed out that the first 

interpretation is true, but that like “similar to” and “in the same neighborhood as,” “no 

significant difference between” is not a transitive relation.  There is nothing surprising 

about the fact that lots of small insignificant changes, added together, can amount to a 

significant change, and, in particular, nothing surprising about the fact that if one 

removes one hair at a time, enough times, one will eventually go from being hairy to 

being bald.  So, on the loose interpretation, the crucial premise does not yield a transitive 

set of judgments across the hairiness spectrum that entails the absurd conclusion that 

being hairy is the same as being bald.   
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The strict interpretation would generate the absurd conclusion in question, since 

“exactly equally as hairy as” is a transitive relation.  But the strict interpretation is clearly 

false.  If one head has less hair than another they may both be hairy, but they will not be 

exactly equally as hairy.   

Given this, I argued that we can avoid the absurd conclusion of the 

Hairiness/Baldness Sorites Paradox by simply tightening our linguistic usage to 

accurately reflect our beliefs about the relation that obtains between two heads, one of 

which has one less hair than the other.  What we actually believe about the heads is that 

while there is no significant difference between them, the one is slightly less hairy than 

the other.  Thus, I claimed, we can easily avoid the absurd conclusion of the Sorites 

Paradox, without any substantive revision in our metaphysical conception of the world. 

The situation is otherwise, I claimed, regarding my spectrum argument.  There is 

no way of tightening our linguistic usage in a way that both accurately reflects our beliefs 

and avoids my argument’s conclusion.  This is because we believe that a slightly less 

intense pain is worse than a more intense pain if it lasts much longer, and “worse than,” 

unlike “no significant difference between,” is supposed to be a transitive relation.  Thus, 

we must give up our belief that “worse than” is transitive, abandon our view that a life 

with two year’s of intense torture is worse than one with one extra mosquito bite per 

month, no matter how long the lives may be, or revise our judgment that a slightly less 

intense pain is worse than a more intense pain if it lasts much longer.  Any of these 

choices involves a substantive revision in our understanding of the world.  Hence, I 

claimed that my spectrum argument really is distinct from, and much more troubling 

than, that of the standard Sorites Paradox.  The standard Sorites Paradox is rightly 
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dismissed as fallacious, and its conclusion can easily be avoided at no cost to our 

substantive metaphysical or normative beliefs.  Not so for my spectrum arguments.    

Finally, in section 9.2.4, I considered a way of revising the standard Sorites 

Paradox, along lines suggested by Ryan Wasserman.  Wasserman suggests that in fact 

our criterion for hairiness/baldness is multi-dimensional.  Specifically, he claimed that in 

determining whether or not someone is hairy or bald, we pay attention to both the number 

of hairs on the head and the distribution of those hairs; but that the two factors may be 

given different weights in different circumstances.  More particularly, Wasserman 

suggests that if two heads of hair are “sufficiently” similar in their pattern of hair 

distribution, then one head of hair will be hairier than the other if it has a “sufficiently” 

greater number of hairs.  On the other hand, if one head has an even distribution of hair, 

while another has a pronounced male bald spot, then as long as the head with the even 

distribution has enough hair, it will be hairier than the head with the large bald spot, no 

matter how many hairs are in the areas around the bald spot.  Given these beliefs, it is 

easy to generate a spectrum argument analogous to mine, according to which there would 

be a spectrum of heads such that we judged the second hairier than the first, the third 

hairier than the second, and so on, but we judged the first hairier than the last.  

Accordingly, we must give up one of the premises underlying these judgments, deny that 

there could be a spectrum of heads related to each other in the way the argument 

supposes, or reject the view that “hairier than” is a transitive relation. 

I explored Wasserman’s argument in some detail, and considered various 

objections and responses to it.  I concluded my discussion with several observations. 
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First, Wasserman may be right that some standard Sorites Paradoxes could be 

reformulated or reinterpreted along the ways he suggests.  Whether or not this is so, will 

ultimately turn on whether the key notions underlying the Sorites Paradoxes vary along 

several dimensions in such a way that either different dimensions are plausible for 

different comparisons or that different weights should be given to the different 

dimensions for different comparisons.  In particular, the criteria we employ for evaluating 

any given alternative must sometimes vary depending on the particular alternative with 

which it is compared.    

Second, even if some standard Sorites Paradoxes are amenable to the kind of 

reinterpretation Wasserman suggests, neither Wasserman nor I are committed to thinking 

that all are. 

Third, if Wasserman is right, he will have shown that the sort of spectrum 

arguments that Rachels and I developed can arise in the non-normative realm, as well as 

the normative realm.  This would be an important result, especially for those who are 

inclined to regard my results as yet another reason to be skeptical of the normative realm.  

But I suggested that for those who are not skeptics about ethics, my results will be 

troubling and significant whether or not we accept Wasserman’s claims or discover other 

spectrum arguments in the non-normative realm. 

Finally, I noted that if we revise or reinterpret a standard Sorites Paradox along 

the lines Wasserman suggests, it is not clear whether we should still regard the resulting 

argument as a Sorites Paradox.   Perhaps we should simply recognize it as yet another 

example of the Rachels/Temkin spectrum arguments.  But whatever we choose to call 

such revised arguments, it is important to note that if they really are analogous to my 
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spectrum arguments, then they raise all the same deep and troubling issues as my 

arguments, and they require a different analysis and response than is available for the 

standard Sorites Paradoxes.   

In conclusion, in this chapter I have examined two of the most prevalent and 

intuitively appealing objections to my spectrum arguments, and argued that neither is 

compelling.  But still other objections have been raised.  I shall consider the most 

important of these next.   

 
1  "A Continuum Argument for Intransitivity," Philosophy and Public Affairs 25, no. 3, 

Summer, 1996, pp. 175-210. 

2  Here, we are assuming that for each pair of adjacent pain intensities, Pk and Pk-1, the 

slightly less intense pain is lasting twice as long, and since the initial pain intensity Pn is 

assumed to last for two years, the length of any subsequent pain intensity Pk is 

determined by the formula 2(n-k)+1.  The reader will note that in this paragraph I have 

simplified some of the expressions, but not all.  So, for example, I have simplified 2(n-

(k+1))+1 to 2n-k, 2(n-2)+1  to 2n-1, and 2(n-1)+1 to 2n, but I have not bothered to simplify 

expressions like 2(n-(k-2))+1 to 2(n-k)+3.     

3  This response is taken directly from an anonymous reviewer of my “A Continuum 

Argument for Intransitivity,” for Philosophy and Public Affairs.  It is not clear whether 

the reviewer was actually endorsing this response, or merely offering it as worthy of 

consideration.  Regardless, I am grateful that the reviewer brought this response to my 

attention.  In discussing these issues over the years, I have found that many are tempted 

to some version of this response.  
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4  Or, alternatively, there might be a precise point at which the situation would go from 

there being a determinate fact that one was extremely hairy (or bald), to its being 

indeterminate whether one was extremely hairy (or bald), where, in the cases of 

indeterminacy, it would be neither true nor false that one was extremely hairy (or bald).   

This kind of view is controversial, but I am granting it, temporarily, for the sake of 

argument.  Timothy Williamson offers a defense of this kind of view in his important 

book Vagueness (New York:  Routledge, 1994).   

5  My point here is reminiscent of Aristotle’s distinction between contrary notions and 

contradictory notions.  For Aristotle, “black” and “not black” are contradictories, which 

means that it would be a contradiction to assert both that “x is black” and “x is not 

black.”  “White” and “black” are primary contraries, which means that one, in this case 

black, is the privation of the other.  “Green” and “red” are intermediaries, and may also 

be called contraries of “white,” though they are not primary contraries.  Aristotle 

recognized that in changing from white to black an object would go through intermediate 

contrary colors like green before it reached the color black, and that in doing so it would 

go from white to not white before it had actually become black.  This is analogous to my 

claim that taking away one hair at a time, one would go from being extremely hairy to not 

being extremely hairy, before one had become bald.  One would first reach an 

intermediate position between extreme hairiness and baldness.  I am not committed to 

Aristotle’s particular metaphysical conception of privation; though it is, of course, natural 

to think of baldness as involving a privation of hair in some sense.  See Aristotle’s 

Metaphysics, Book 10, especially chapters 3, 4, and 7.  I am grateful to Alan Code for 
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informing me of where Aristotle makes these distinctions, and for clarifying some of the 

details of Aristotle’s view.  

6  Strictly speaking, for this model to work one has to assume both an upper and lower 

limit to how intense a pain could be.  So, here, and elsewhere, I shall make the 

simplifying assumption that for beings with our psychologies, there are both upper and 

lower limits to the intensities of pain that we are capable of distinguishing experientially.  

This assumption may not be true, but it doesn’t affect the substance of my claims, just the 

ease of presentation.   

7 In chapter N, I granted, for the sake of argument, that View One may not actually apply 

across the full pain spectrum.  Perhaps it fails to apply, for different reasons, at the very 

extremes of the pain spectrum.  Still, I contended that there will be a spectrum of pains, 

sufficient for my purposes, ranging from very horrendous pains at one end, to very mild 

pains at the other, such that for all pains, Pn and Pn-1 that are members of that (slightly 

truncated) spectrum, View One applies for comparing them.  In the discussion here, I am 

simply ignoring this complication for ease of presentation.   

It might be argued that if there could be radical breaks between adjacent 

alternatives at the very ends of the pain continuum, there could also be radical breaks at 

other points along the continuum.  Perhaps, but it seems to me that the considerations that 

might move one to grant the possibility of such breaks at the extreme ends of the 

spectrum simply don’t apply elsewhere along the continuum.  For example, the thought 

that a slight increase in intensity of pain might cause a disintegration of the self might be 

plausible at the most intense end of the spectrum, but will not be plausible for lesser 

levels of pain.  Likewise, the thought that if a pain is slight enough, it just won’t matter 
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whether it is reduced at all, or how long it lasts, might be plausible for a few pains at the 

least intense end of the spectrum, but won’t be plausible for pains with intensities of any 

significance. 

The challenge for my opponent is to come up with a plausible point towards the 

middle of the pain spectrum where it is plausible to believe that there is a break of the 

kind needed for his argument.  I have yet to see a concrete suggestion of this sort that 

people find remotely plausible.  Instead, I mainly see the assertion, as a matter of 

theoretical faith and commitment, that there must be such a point, because otherwise we 

face the (impossible!) failure of the transitivity of “all things considered better than.”    

8  I am grateful to Dan Hausman for a conversation that convinced me that it was 

misleading to emphasize the fact that tiny differences in degree could amount to a 

difference in kind, in explaining why transitivity may fail, or fail to apply, across certain 

spectrums.   

9 Double check this.  Cite the original paper he gave me, and see if he has published it 

somewhere. 

10  This might need to be amended slightly, as recognized in note seven.  Even if PACP 

doesn’t actually apply at the very extremes of the full pain spectrum, I contend that there 

will be a spectrum of pains, sufficient for my purposes, ranging from very horrendous 

pains at one end, to very mild pains at the other, such that PACP will directly and 

plausibly apply to all “nearby” pains on that spectrum.  This is enough to distinguish my 

argument from that of the standard Sorites Paradox, given the clear inapplicability of CP 

at the bald end of the hairiness spectrum. 
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11  I am indebted to Stuart Rachels for this point.  In my original article on intransitivity, 

"Intransitivity and the Mere Addition Paradox," I noted how we could have sequences 

that were seemingly getting better and better, but whose last member was clearly worse 

than the first.  But it is Rachels who first emphasized in correspondence that this is a 

feature that clearly distinguishes our spectrum arguments from standard Sorites 

Paradoxes.       

12  David Hume distinguished between “loose” and “strict philosophical” usage in…  (Be 

sure the terms used are correct, and give the full cite….  The Treatise?....  

13 See note eight.   

14  Throughout my discussion, I have been granting my opponent the position that there 

might be a point where one less hair transformed one from being hairy, to being neither 

hairy nor bald, where someone who is neither hairy nor bald is not hairy.  That 

assumption makes my opponent’s position as strong as possible.  In fact, it is arguable 

that we should instead think that one less hair could only make it indeterminate whether 

the head was hairy, in which case it might be neither true nor false that the head was 

hairy.  I discuss the issue of indeterminacy, and the role it might be thought to play in 

such arguments, in chapter ten.     


