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Introduction 

  

John Rawls once wrote that "All ethical doctrines worth our attention take consequences 

into account in judging rightness.  One which did not would simply be irrational, crazy."1  

Surely, Rawls is right.  As important as non-consequential concerns are, in many cases 

consequences matter.  Often, we either need or want to determine the best outcome "all 

things considered."  Moreover, this is so not only in the “ethical” domain, but in the 

practical domain more generally.  Many times, we are interested in determining the best 

outcomes for ourselves, our families, our groups, or our societies.  Thus, echoing Rawls, 

all plausible theories of practical reasoning must give an adequate account of the 

assessment and ranking of outcomes.  Unfortunately, an adequate account has not yet 

been given; nor is one on the horizon.   

 Many years ago, when I first began this book, I hoped to provide such an 

account—or at least an outline of what such an account would look like or how it might 

be developed.  My aims are different now.  Largely, they are to illuminate some of the 

key assumptions to which many are firmly committed regarding the nature of the good, 

moral ideals, and practical reasoning.  These assumptions have a central role to play in 

the development of an adequate account for ranking outcomes.  But, unfortunately, as we 

will see, deep tensions between some of the assumptions raise fundamental, and perhaps 
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insuperable, difficulties.  Accordingly, the prospects now seem dim of developing an 

account for ranking outcomes that accommodates all of the key assumptions.   

 Many of this book’s results are negative.  Indeed, Derek Parfit once claimed2 that 

if this book’s arguments were sound, they would constitute the most serious case for 

skepticism about practical reasoning since Hume.  Since Parfit is not a skeptic, he took 

this as reason to believe that this book’s arguments must not be sound, even if it isn’t 

apparent where, exactly, they go wrong.  I share Parfit’s anti-skeptical predilection; but I 

retain the hope that even if this book’s arguments are sound, we will be able to avoid the 

morass of practical skepticism even if it is not yet clear how best to do that.   

 Ultimately, this book forces us to reexamine and revise some of our deepest 

beliefs about the nature of the good, moral ideals, and practical reasoning.  But it doesn’t 

dictate which of those beliefs should be revised or how they should be revised.  Still, for 

reasons that will become clear later, I believe that whatever revisions we ultimately make 

will have far-reaching practical and theoretical implications.   

1.1 Overview of the Book 

This chapter includes an overview of the book, and a brief guide to the book’s chapters.  

It then presents some preliminary comments that include some methodological remarks, 

terminology, and background assumptions. 

 In chapter 2, I introduce and discuss two standard views about aggregation that 

focus on how we should make trade-offs between quality and number in assessing 

outcomes involving different individuals.  These views offer answers to such questions as 

whether it would improve or worsen an outcome more if a large number of people were 

benefitted or harmed a little, or if small number of people were benefitted or harmed a 

lot.  The First Standard View involves an additive-aggregationist approach to assessing 



outcomes that allows trade-offs between quality and numbers, while the Second Standard 

View involves an anti-additive-aggregationist approach to assessing outcomes that 

prohibits trade-offs between quality and numbers.  I claim that each of the standard views 

is extremely plausible in different contexts, and that many people are firmly committed to 

them for making certain comparisons.  I also note that most people firmly believe that 

“all-things-considered better than” is a transitive relation; which means that for any three 

alternatives A, B, and C, if all things considered A is better than B, and all things 

considered B is better than C, then all things considered A is better than C.  I then present 

several spectrum arguments, each of which involves a spectrum of outcomes, such that 

the First Standard View applies for comparing certain outcomes along the spectrum, 

while the Second Standard View applies for comparing certain other outcomes along the 

spectrum.  Together, the rankings of outcomes generated by the standard views are 

incompatible with the view that “all-things-considered better than” is a transitive relation.  

It follows that unless one can show that there couldn’t be a spectrum of cases of the sort I 

present—a claim that will be very hard to defend—one will have to give up at least one 

of the standard views about aggregation or the view that “all-things-considered better 

than” is a transitive relation.  I note that, for many, it will be extremely difficult to give 

up any of the views in question, and that giving up any of them would have serious 

practical and theoretical implications.  In discussing these issues, I comment on the 

notions of incommensurability and incomparability.  I also discuss the view that there can 

be discontinuities in value, suggesting that the view is both deeply plausible and 

coherent, but that in some cases for which we might want to invoke it, it is inconsistent 

with other deeply held views.   
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 In chapter 3, I consider two “new” anti-additive aggregationist views that are 

natural extensions of chapter 2’s Second Standard View.  I note that these views, which I 

call the Minimize Great Additional Burdens View and the Consolidate Substantial 

Additional Benefits View, have great plausibility.  In addition, I suggest that they may 

help account for some of the intuitive attractiveness of the anti-egalitarian’s Levelling 

Down Objection, as well as certain prevalent attitudes towards charitable giving.  

Unfortunately, the views are also incomplete, applying to some alternatives but not others 

in a way that raises serious problems about iteration.  I suggest that the problems resist a 

stable solution, and challenge the transitivity of the “all-things-considered better than” 

relation.  In the practical realm, I note that national or international organizations may 

face problems of iteration in such areas as health care and famine relief.  Specifically, I 

note that if such organizations are repeatedly guided by the Minimize Great Additional 

Burdens View or the Consolidate Substantial Additional Benefits View in those cases 

where such views seem both relevant and plausible, they may make a series of choices 

each of which seems to produce the best possible available outcome, but which together 

produce an outcome that is clearly inferior to the one that they would have produced had 

they consistently refused to allow themselves to be guided by such principles.  I note that 

these considerations may force a reevaluation of Derek Parfit’s claims about Each-We 

Dilemmas, and challenge his view that agent-neutral theories can’t face moral analogues 

of the Prisoners Dilemmas. 

 In chapter 4, I argue that anti-additive aggregationist reasoning applies within 

lives as well as between lives, and that, accordingly, most people accept a Third Standard 

View that prohibits trade-offs, in certain contexts, between benefits and duration within a 

life.  I suggest that the source and scope of anti-additive aggregationist views may have 



been obscured by two important factors:  one, compensation’s being possible within lives 

but not between lives; and two, the substantial influence on contemporary thought of 

John Rawls and Robert Nozick’s claims about the separateness of persons.  I consider a 

number of examples involving individual lives where analogues of chapter 2’s Second 

Standard View and chapter 3’s Minimize Great Additional Burdens and Consolidate 

Substantial Additional Benefits Views apply.  I also show that, in assessing lives, we care 

about such factors as the shape, pattern, and direction of lives, as well as the sum total of 

individual units of good possessed at each moment of the lives.  I discuss an analogue of 

Derek Parfit’s Repugnant Conclusion, which I call the Single Life Repugnant 

Conclusion.  I note that a variation of my Single Life case was first discussed by J.M.E. 

McTaggart, and reject his arguments for the view that we should judge an extraordinarily 

flourishing human life lasting a million years as worse than a barely contented oyster-like 

life if the latter life persists long enough.  Together, this chapter’s considerations suggest 

that we should reject Henry Sidgwick’s conception of individual self-interest, which 

measures the goodness of an individual life as a simple additive function of how much 

utility it has at each moment, treating each moment equally.  Arguably, versions of 

Sidgwick’s conception have dominated Western Thought from Plato through the present.   

 In chapter 5, I claim that, in certain contexts, most people accept an additive 

aggregationist approach for assessing trade-offs within lives.  Specifically, I claim that 

for certain kinds of comparisons, a Fourth Standard View that allows trade-offs between 

benefits and duration seems deeply plausible, as does a Fifth Standard View that allows 

trade-offs between burdens and duration.  I then show that analogous to the inconsistency 

highlighted in chapter 2, there is an inconsistency between the additive-aggregationist 

approach of the Fourth and Fifth Standard Views, the anti-additive aggregationist 
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approach of chapter 4’s Third Standard View, the transitivity of the “all-things-

considered better than” relation, and a plausible assumption analogous to chapter 2’s 

plausible assumption—namely, that there could be a spectrum of cases such that the 

Fourth or Fifth Standard Views seem plausible and appropriate for comparing certain 

members of the spectrum, but the Third Standard View seems plausible for comparing 

other members of the spectrum.  Thus, I show that problems of consistency arise with 

respect to trade-offs between quality and duration within a life, for the same reasons that 

problems of consistency arise with respect to trade-offs between quality and number 

across lives; namely, that for some such comparisons additive aggregationist reasoning 

seems plausible, but for others anti-additive aggregationist reasoning seems plausible. 

 I then consider a particularly forceful example, owing to Stuart Rachels,3 

illuminating the power, appeal, and inconsistency of the views that most people have 

regarding trade-offs between quality and duration within a life.  Following that, I discuss 

numerous objections that might be raised to the example in question.  This discussion 

canvasses a host of issues, including:  whether there might be sharp boundaries between 

lives worth living and lives not worth living; whether there might be unpleasant 

experiences so slight that it wouldn’t matter at all how long they lasted; whether some of 

our firm intuitions about when trade-offs are permissible have to be limited in scope; 

whether we must distrust our intuitions about cases involving countless years of life; 

whether there may be interaction effects between certain unpleasant experiences within a 

life that are relevant to our judgments; whether principles of decomposition, additive 

aggregation, and recombination apply to the normative realm; whether the badness of an 

unpleasant experience of any given duration is proportional to the length of the life in 

which that experience obtains; and whether it is appropriate to appeal to expected utility 



theory in response to this book’s worries.  Ultimately, I argue that none of the objections 

discussed is telling against the worries raised by Rachels’s example or the general 

problem of inconsistency this chapter presents.  Although some objections remain to be 

considered in later chapters, I observe that as with the case of trade-offs between lives, 

the issue of trade-offs within lives is deeply problematic.  Almost certainly, most people 

will have to give up a view that they find deeply plausible to avoid inconsistency in their 

thinking.  But doing this will not be easy, and it is far from clear what view should be 

given up. 

 In chapter 6, I begin an exploration of the notion of transitivity.  I look at a 

number of different notions that are, or are not, transitive, in order to illuminate the 

nature and foundation of transitive relations.  This clarifies the conditions that would 

have to obtain for the “all-things-considered better than” relation to be either transitive or 

non-transitive.  My discussion canvasses a number of topics, including:  whether all 

“…er than” relations are transitive”; the connection between a property’s being gradable, 

in the linguists’ sense, the possibility of ranking objects on a single linear scale in terms 

of the degree to which they possess a gradable property, and transitivity; the fact that 

incommensurable objects cannot be placed on a common scale; that transitivity fails to 

apply in cases where different alternatives are compared in terms of different relations 

and hence by appeal to different scales; and why the notion of rough comparability or 

“not worse than” might be intransitive, as some believe.  In discussing these issues, I 

argue that a relation R could be intransitive for the very same reason that transitivity fails 

to apply across different relations.  If aR1b, and bR2c, nothing follows about how a and c 

compare with respect to R1, R2, or in any other respect.  Accordingly, transitivity simply 

fails to apply to comparisons involving different relations.  By the same token, if there 
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were a relation R, such that the comparison of certain alternatives with respect to R 

depended on how those alternatives ranked on one scale, while the comparison of other 

alternatives with respect to R depended on how those alternatives ranked on a different 

scale, then R would be intransitive.  I claim that this will be so whenever the factors that 

are relevant and significant for making some comparisons with respect to R, differ from 

the relevant and significant factors for making other comparisons with respect to R.   

 I note that some people resist the notion that “all-things-considered better than” 

could be intransitive, because they worry that in such a case people could, theoretically, 

be rationally money-pumped.  That is, in theory, it appears that it could be rational to pay 

to go around in a circle—constantly paying to move from one alternative to another 

available better alternative, only to end up where one started.  But I note that some who 

reject the view that “all-things-considered better than” could be intransitive nevertheless 

accept that “not worse than” is intransitive; and I suggest that the theoretical possibility 

of being money-pumped arises in the latter situation as well as the former.  I note that 

global and strategic reasoning may offer a practical solution to the possibility of being 

money-pumped in either case; but I suggest that one should not conflate a practical 

solution with a theoretical one, in situations where a theoretical problem is posed and for 

which a theoretical solution is, ideally, desired. 

 In chapter 7, I continue my exploration of transitivity.  I begin by considering 

an argument of Frances Kamm’s purporting to show that the “permissible to do rather 

than” relation is intransitive.4  I note that Kamm’s argument may not be as worrisome as 

some of my other purported counterexamples to transitivity, but that Kamm’s analysis of 

why the “permissible to do rather than” relation seems not to be transitive is important 

and instructive.  Kamm rightly sees that different factors are relevant to the permissibility 



of an action depending on what alternatives are available to that action, and that it is this 

feature that ultimately accounts for the fact that it can be permissible to do A rather than 

B, and permissible to do B rather than C, and yet it might not be permissible to do A 

rather than C. 

 I next discuss the “moral obligatoriness” relation, “ought to be done rather 

than,” suggesting that it, too, may be non-transitive for the same reason that the “not 

worse than” and “permissible to do rather than” relations are non-transitive.  Specifically, 

I contend that it could be the case that A ought to be done rather than B, and B ought to 

be done rather than C, and yet it might not be the case that A ought to be done rather than 

C, and that this is because the relevant and significant factors for determining whether I 

ought to do an action can vary depending on the alternatives with which it is compared.  

This naturally raises the following thought.  If, indeed, as I argue and many accept, there 

are already three significant normative relations that are non-transitive—namely, the “not 

worse than,” the “permissible to do rather than,” and the “ought to be done rather than” 

relations—on reflection, is it not plausible to believe that the fourth normative relation, 

“all-things-considered better than,” might not also be non-transitive, despite many 

people’s initial conviction that this couldn’t be so?  I then argue that if, as many believe, 

the right is at least relevant to the good—in the sense that acting rightly is itself a good-

making feature of outcomes—there is good reason to suspect that the non-transitivity of 

the “ought to be done rather than relation” will be inherited by the “all-things-considered 

better than” relation.  I note that this would be a particular instance of a significant 

general truth:  that if an important aspect of a moral notion is non-transitive, the notion 

itself is likely to be non-transitive. 
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 I next note that if one adopts a fine-grained individuation of the different 

alternatives in my examples, one could defend the claim that transitivity doesn’t fail in 

my examples, but merely fails to apply.  I argue that such a move might enable one to 

defend transitivity as a technical feature of certain outcomes, but would leave one open 

to being rationally money-pumped.  More importantly, I argue that such a move would 

undermine the fundamental role that transitivity plays in practical reasoning.   

 Ultimately, I claim that whether the “all-things-considered better than relation” 

is transitive or not is correlated with two entirely different ways of thinking about the 

assessment of outcomes.  On one, every outcome can be assessed by reference to a 

common scale reflecting how desirable that outcome is, and the value of an outcome is 

unchanging, and entirely dependent on its impartial internal features.  On another, there is 

no single fact of the matter as to how valuable an outcome is; rather, there are a plurality 

of such facts, as different factors can be relevant and significant for assessing an 

outcome’s value depending on the alternatives with which it is compared.  I note that the 

latter view is implicit in the differing views about additive-aggregation discussed in 

chapters 2-5.  Together, the considerations of chapters 6 and 7 illuminate the nature of 

the conflicts presented in chapters 2-5, and clarify why we must either reject the view 

that in assessing the value of a given outcome an additive aggregationist approach can be 

appropriate for some comparisons, but an anti-additive aggregationist be appropriate for 

others, or abandon the view that the “all-things-considered better than” relation is 

transitive.   

 In chapter 8, I consider two further spectrum arguments.  The first involves three 

key premises underlying expected utility theory:  the axiom of continuity, the principle of 

the substitution of equivalence, and the transitivity of the “all-things considered better 



than” relation.  Roughly, the axiom of continuity holds that for any three outcomes, A, B, 

and C, if someone prefers A to B, and B to C, then there must be some probability p, such 

that the person would be rationally required to regard the prospect of receiving A with 

probability p, or C with probability (1-p), as at least as good as the prospect of receiving 

B for sure.  Roughly, the principle of substitution for equivalence holds that for all x and 

y if x = y, then x and y are interchangeable in any formulas in which they occur; also, for 

all x, y, and z, if x = y, then however x compares to z that is how y compares to z.  I 

argue that while many people believe that the principle of continuity holds for a large 

range of cases, which I call “easy” cases, many people also believe that it fails for certain 

other kinds of cases, which I call “extreme” cases.  After defending the plausibility of 

these beliefs against numerous objections, I prove, via a spectrum of cases, that they are 

inconsistent with the principle of substitution of equivalence and the transitivity of the 

“all-things-considered better than” relation.  So, once again, at least one position that 

many find deeply plausible must be given up. 

 I next consider a familiar conservative argument against abortion that has been 

summarily dismissed by Judith Thomson,5 and many others, as an obviously fallacious 

example of a “slippery slope” argument.  I claim that the conservative’s argument can be 

revised, so as to rest on two key premises that most people, including most non-

conservatives, will find deeply plausible.  More particularly, I  show that there is a 

spectrum of cases of fetal development, ranging from a newly fertilized egg to an infant, 

such that the two premises will entail that it is virtually as bad to kill a newly fertilized 

egg as it is to kill an infant, if “all-things-considered better than” is a transitive relation.  I 

claim that the revised argument cannot be simply dismissed as a “slippery slope” 

argument.  Hence, one must either reject one of the two deeply plausible premises, the 
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view that it is significantly worse to kill an infant than a newly fertilized egg, or the view 

that “all-things-considered better than” is a transitive relation.    

 As before, underlying this chapter’s spectrum arguments is the intuitively 

powerful view that our moral evaluations of outcomes can depend on the contexts in 

which those outcomes are being evaluated; specifically, that the factors that are relevant 

and significant for assessing and comparing outcomes may vary depending on the 

alternatives with which those outcomes are compared. 

 In chapters 9 and 10, I respond to a number of objections that have been raised 

against my spectrum arguments.  Some of the most natural and important worries that 

people have about my arguments are anticipated, and responded to, when I first develop 

them.  But in these chapters, I deal with the most serious remaining objections.  Although 

different versions of these objections can be offered, they may be usefully divided into 

five main types.  I consider a representative example of each type, addressing the first 

two in chapter 9, and the last three in chapter 10. 

 Type one responds to my arguments by appealing to the significance of there 

being different kinds of alternatives along my spectrums.  According to this objection, 

cases at one end of one of my spectrums are different in kind from cases at the other end, 

so there must be some point along the spectrum where there is a break, or discontinuity, 

from one kind to another.  It is claimed that this fact undermines one the key premises 

underlying my spectrum arguments.  Type two claims that my arguments are versions of 

the standard Sorites Paradox; familiar examples of which purport to “prove” that 

hairiness is the same as baldness and that a heap of sand is the same as a grain of sand.   

Although there is much dispute about exactly where Sorites Paradoxes go wrong, there is 

no dispute that they do go wrong, and must be rejected.  Hence, it is claimed that my 



spectrum arguments should also be rejected, along with the other obviously fallacious 

Sorites Paradoxes.  Type three contends that my arguments can be resolved via a proper 

understanding of vagueness and indeterminacy.  Roughly, the objection holds that one of 

my premises is relevant for comparing cases at the same ends of my spectrums, while 

another premise is relevant for comparing cases at the opposite ends of my spectrums, but 

that it is indeterminate whether either of my premises is relevant for comparing cases in 

the middle of my spectrums.  This undermines my argument, it is claimed, since my 

argument depends on being able to determinately apply the first of the two premises to 

my spectrums’ middle cases.   Type four holds that my arguments depend on the same 

kind of fundamental mistake that underlies Zeno’s paradox about Achilles and the 

tortoise.  In particular, it is claimed that a proper understanding of the notion of a 

convergent series—which explains how it is possible to traverse an infinite number of 

points in a finite amount of time—enables one to reject both Zeno’s paradox and my 

arguments.  Finally, type five suggests that my arguments rest on certain heuristics and 

similarity-based reasoning schemes well-known to produce intransitive judgments.  But 

psychologists have amply demonstrated that the heuristics and reasoning schemes in 

question can lead our intuitions astray and, in particular, that they do so precisely in those 

cases where they generate intransitive judgments.  Hence, it is concluded, there is good 

reason to reject my arguments. 

 Convinced that there must be something wrong with my spectrum arguments, 

many people are attracted to some version or other of these different objections.  I argue 

that none of them succeeds.  If we ultimately decided to reject my arguments, we will 

have to do so on some other grounds.   
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 In chapter 11, I present two different models for understanding the value of utility 

and its relation to other ideals.  I begin by articulating a position I call the “standard 

model of utility.”  On this model, utility is non-instrumentally and intrinsically valuable, 

neutral with respect to sentient beings, places, and times, and impartial.  In addition, how 

good an outcome is regarding utility is a function of how much total utility the outcome 

has, and how good an outcome is all things considered is an additive function of how 

good it is with respect to each ideal relevant to assessing outcomes.  I suggest that the 

standard model is intuitively plausible and implicitly accepted by many.  But while the 

standard model expresses, and captures, our additive aggregationist views, I argue that 

we need another model for capturing our anti-additive aggregationist views.  I present 

and explore a schema for doing this, which I call the gymnastics model for moral ideals.  

On the gymnastics model, there will be some cases where there is an upper limit on how 

good an outcome can be regarding utility, so that, after a point, mere increases in the 

amount of utility will not substantially increase the outcome’s value, even regarding 

utility.  Accordingly, such increases, however great, will not be sufficient to outweigh 

significant losses in other morally important respects.  I explore the points of agreement 

and disagreement between the standard model and the gymnastic model.  I also note a 

number of different ways in which one might try to flesh out the details of a gymnastics 

model.  Among other things, this discussion raises important questions about the sense in 

which we should be neutral respect to sentient beings, places, and times.  In addition, I 

argue that moral ideals cannot be fully and adequately characterized in isolation from 

each other; that for certain comparisons, at least, some ideals must share certain formal or 

structural features.  The notion that there may be upper limits to how good outcomes can 



be with respect to different ideals is one example of this; another is that if numbers count 

for utility, as most believe, they may also have to count for equality. 

 In chapter 12, I explore the key question raised by my spectrum arguments:  

whether different factors may be relevant and significant for assessing and comparing 

outcomes, depending on the alternatives with which those outcomes are compared.  I 

argue that this question is intimately related to the nature of moral ideals.  On one way of 

understanding moral ideals, which I call the Impersonal Internal Aspect View of moral 

ideals, the answer to that question is “no.”  On another way of understanding moral 

ideals, which I call the Essentially Comparative View of moral ideals, the answer to that 

question is “yes.”   

 I argue that the Impersonal Internal Aspect View has great intuitive appeal.  In 

addition, I show that such a view has many advantages.  It entails the view that “all-

things-considered better than” is a transitive relation; it licenses the Principle of 

Substitution for Equivalence; and it capture an Independence of Irrelevant Alternatives 

Principle, according to which for any two alternatives A and B, neither adding to, nor 

subtracting from, a set of alternatives whose members include A and B should affect how 

A compares to B.  But I argue that the Impersonal Internal Aspect view also has serious 

disadvantages.  First, it will force us to either give up an additive aggregationist approach 

in certain cases where such an approach seems warranted, or to give up an anti-additive 

aggregationist approach in certain cases for which such an approach seems warranted.  

Second, it will force us to reject a number of principles that many people find deeply 

plausible and directly relevant for comparing certain outcomes, including:  the most 

plausible version of maximin for assessing outcomes, a narrow person-affecting 

principle, a Pareto principle, and a person-affecting version of utility.  Third, it will 
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preclude us from allowing some principles to be restricted in scope; though it is 

commonly accepted that many principles are, in fact, restricted in scope.  Fourth, if we 

combine such a view with something like the “standard” model for understanding utility 

and its relation to other ideals, it will entail certain deeply counterintuitive additive 

aggregationist implications; while if we combine such a view with something like the 

gymnastics model for understanding utility and its relation to other ideals, it will entail 

certain other deeply counterintuitive implications. 

  I show that the Essentially Comparative View of moral ideals also has great 

intuitive appeal.  I also show that it could avoid most of the disadvantages of the 

Impartial Internal Aspect View.  But I note that such a view has great costs of its own.  

Such a view pushes one towards the view that the notion of “all-things-considered better 

than” either fails to be a transitive relation, or fails to apply across various sets of 

alternatives to which we think it should apply.  I canvass various ways of preserving the 

transitivity of the “all-things-considered better than” relation, on an essentially 

comparative view, but argue that these ways only “succeed” at the cost of robbing the 

transitivity of the “all-things-considered better than” relation of its role and significance 

for practical reasoning.  I suggest that ultimately there is good reason to abandon both the 

transitivity of the “all-things-considered better than” relation and the Independence of 

Irrelevant Alternatives Principle in perhaps its most plausible form, if one accepts an 

essentially comparative view.  But in any event, I argue that one can’t maintain all three 

views at once.   

 Together, the considerations of chapter 12 support this book’s main lessons.  

Many of us have beliefs that are deeply plausible but incompatible with each other.  



Moreover, the beliefs are such that giving up any of them would have grave implications 

for practical reasoning as we currently understand and engage in it. 

 In chapter 13, I conclude with a summary of my book’s main claims.  I emphasize 

how different combinations of views presented in this book stand or fall together.  

Having shown that many plausible and important views are incompatible, I briefly 

consider a number of possible responses to this book’s results.  Unfortunately, to my 

mind, none of them are especially plausible or welcome. 

The book also includes four appendices.  In appendix A, I show worries 

analogous to those presented in chapter 2 arise regarding the consistency of certain 

standard views about trade-offs between duration and number and the transitivity of the 

"all-things-considered better than" relation.  In appendix B, I note that the boundaries 

between quality, duration, number, and quantity are blurred, and note some of the 

complexities in the relations between such notions.  In appendix C, I show how certain 

considerations presented in chapter 9 regarding the Hairiness/Baldness Sorites Paradox 

might also apply to another well-known Sorites Paradox, the Paradox of the Heap.  

Finally, in appendix D, I present a detailed summary of each of the book’s main chapters.   

1.2 A Guide to the Material  

 Every author wants his or her book read in its entirety.  But this is a long book.  

Accordingly, while there is reason to read this book in the order it is written, let me 

provide some information that might help those interested in reading a coherent subset of 

the book.   

 First, let me note that certain chapters naturally pair up.  Chapters 2 and 3 go 

together, as do chapters 4 and 5, 6 and 7, 9 and 10, and 11 and 12.  While most of the 
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chapters could be read independently of the others, in general one would be better served 

reading the first of a paired set of chapters before the second. 

 Chapters 9 and 10 deal with important objections that have been raised to my 

arguments.  These chapters might be skipped or skimmed, if one doesn’t share any of the 

objections or worries addressed in those chapters.  Similarly, if one has some of the 

concerns addressed in those chapters, but not others, one might simply read those 

sections relevant to addressing one’s particular concerns.   

 Part one of chapter 8 may be of particular interest to those concerned about 

expected utility theory; and part two may be of particular interest to those concerned 

about abortion.  Although I think many will find this chapter valuable, it is not central for 

an understanding of the book’s main themes. 

 So, one could, if necessary, skip from chapter 7 to chapter 11, or mainly skim the 

intervening material.   

 Arguably, chapters 2, 3, 6, 7, 11, 12, and 13 are the most central; so one might 

read those chapters most carefully, and in that order.  But let me emphasize that 11 and 

12 are of fundamental importance to understanding this book.  So, even if one decides to 

skip or skim some earlier chapters, those chapters should be read.   

 Notwithstanding the foregoing, I note that chapters 2-5 and 8 are likely to be 

more accessible to undergraduates, and might be usefully taught independently of the 

other chapters.   

 Finally, for those who won’t be reading the book in its entirety, a detailed 

summary of each chapter’s main claims is given—sans arguments, of course—in 

appendix D.    

1.3  Intuitions 



 Let me say a few words about the role that intuitions play in my arguments.  We 

have intuitive judgments about particular cases, actual or hypothetical, as well as about 

general principles.  In addition, we have both initial, pretheoretical, intuitive judgments, 

and firm, considered, ones.  According to Henry Sidgwick, such intuitive judgments 

provide the starting point for moral theory.6  For Sidgwick, the task of moral philosophy 

is largely one of seeking a coherent, systematic, and non-ad hoc method of 

accommodating and explaining many of our pretheoretical intuitive judgments as well as 

most of our firm, considered, ones.  Moreover, ideally, the method sought should offer a 

plausible and principled way of assessing, and where appropriate revising, people's 

intuitive judgments about both particular cases and general principles.  John Rawls’s 

view about the desirability of seeking a state of reflective equilibrium with respect to 

one’s pre- and post-theoretical intuitions and judgments, expresses a position that is 

similar to Sidgwick’s in its essential methodological tenets, even if it differs slightly in its 

details.7   

 There are serious questions about Sidgwick’s methodological approach.  One of 

the most important concerns the normative status of its results.  Why should we believe 

that any results yielded by such a methodological approach correspond with the truth 

about morality, if there is such a thing, rather than merely cohere with most of our initial 

beliefs?  Presumably, if there is an answer to this question is lies with a position that 

might be called rational intuitionism.  Roughly, on such a view, there are moral facts; 

these moral facts provide reasons to believe certain things; a fully rational person is, in 

the right circumstances, responsive to all the reasons that there are; a fortiori, a fully 

rational person will, in the right circumstances, form appropriate beliefs in response to 

the reasons provided by the moral facts; and finally, these appropriately formed beliefs 
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either constitute or generate at least some of our moral intuitions and judgments.  I 

confess that I am tempted to some version of rational intuitionism, so construed.  But I 

will not try to defend such a view, as doing so would require another book, and there is 

nothing in this book that commits me to such a position. 

 A second important question about Sidgwick’s approach concerns whether the 

task he has in mind is achievable.  It seems reasonable to seek a coherent, systematic, and 

non-ad hoc method of accommodating and explaining many of our pretheoretical 

intuitive judgments and most of our firm considered ones; but this doesn’t mean that 

there is good reason to expect that we will actually arrive at such a method.  Indeed, 

Sidgwick himself was acutely aware that his approach failed to reconcile some of our 

deepest beliefs about the nature of rationality and morality with what he regarded as a 

fundamental desideratum for moral theory.8  So, it is an important and open question how 

to respond to our moral intuitions, if we are unable to arrive at a method for dealing with 

them of the sort that Sidgwick seeks. 

 I agree, then, that serious questions can be raised about Sidgwick’s 

methodological approach.  But I share his conviction that our moral intuitions about both 

particular cases and general principles are the starting point for moral theory.  Our moral 

intuitions provide the data, as it were, with which moral theory must concern itself.  

Accordingly, in this book there is a lot of attention paid to identifying our moral 

intuitions about a host of actual and hypothetical cases, as well as our intuitions about a 

host of general moral or practical principles and ideals.   

 Some people may hope to “do away” with the role of intuitions in normative 

theory.  But I believe that this is a fool’s quest.  In my judgment, appeal to intuitions is an 

indispensable staple of normative theory.  Thus, it is no accident that such appeals clearly 



appear in the most important writings of many of the best contemporary moral and 

political theorists.9  Of course, we must be prepared to subject our intuitions to critical 

scrutiny, and to revise or reject them in the light of such scrutiny.  But, ultimately, I 

believe that all plausible normative theories are grounded on intuitions.   

 In sum, I take our intuitive judgments seriously, as features of our response to the 

world that need to be understood, explained, and, where possible, accommodated.  

Getting clear on our intuitions is not the last step in moral theorizing; but it is a crucially 

important step, and one that must come very near or at the beginning of such theorizing.   

1.4  Impossibility Arguments and Juggling 

 In earlier writings, I claimed to have arguments for the conclusion that “all-

things-considered better than” is not a transitive relation.10  This was misleading, at best.  

My considered view of the matter is different.  I believe that over the years I have 

developed some arguments showing that a number of views that many people find deeply 

compelling are incompatible.  If I were an economist, I might call these arguments 

impossibility arguments.  Since I am not an economist, I don’t.  Nor do I formalize my 

arguments symbolically.  Still, in essence, I think a significant part of what is going on is 

this work is the development of a number of impossibility arguments.  Some of these are 

fairly straightforward, involving just a few positions that are presented over the course of 

a few pages.  Others are much more complicated, involving many different complexly-

related positions that are developed over the course of many chapters.   

 Impossibility arguments reveal that one cannot consistently maintain each of 

several positions.  Of course, so understood, every deductively sound argument 

constitutes an impossibility argument.  What makes an impossibility argument interesting 

and significant depends on the nature of its inconsistent positions; more particularly, on 



 22

how deeply are we wedded to them, and how significant the implications would be of 

giving any of them up.  Suffice it to say, I believe that many of us are deeply wedded to 

each of the inconsistent positions I identify, and that to give up any of them would have 

far-reaching and deeply implausible implications.  A large part of this book’s aim is to 

consider various arguments that can be given for and against the different conflicting 

positions, to explore what positions stand or fall together, and to illuminate some of the 

implications of accepting or rejecting the different positions.   

 One of the views that is at stake in my arguments is the view that "all-things-

considered better than" is a transitive relation.  But I want to emphasize, here, that in this 

book I am not arguing that we should reject this view.  Like many, I see the power and 

appeal of the view that "all-things-considered better than" is a transitive relation.  Like 

many, I see the tremendous upheaval that would result in our practical and theoretical 

reasoning if we gave such a view up.  So, like many, I am loath to deny the view in 

question.  The problem is that I am also loath to give up any of the other views that my 

arguments reveal to be inconsistent with it.   

 So, my current state is akin to that of a juggler who finds himself juggling too 

many balls, each of which is precious and important.  He knows that he can’t keep 

juggling all of the balls indefinitely, but he can’t seriously imagine letting any of them 

drop.  Perhaps he initially decides to catch the first two balls, but as he watches ball three 

head towards the ground he realizes that he just can’t let that fall.  So he quickly throws 

ball one in the air, and catches ball three.  But at this point ball four may be headed to the 

ground, so he may quickly throw ball two in the air and catch ball four before it hits the 

ground.  But at this point ball one is on its way down, and he will once again have to 

decide between ball one and one of the other balls in his hand.  And so it will continue, as 



long as he is able to successfully juggle all the balls.  Eventually, it seems he will have to 

let several of them drop, but he is desperate to avoid that.  So he keeps juggling; hoping, 

perhaps, that he will discover some solution to his predicament, though at present he has 

no reason to believe that this is possible. 

1.5  Some Terminology 

 As indicated in my preface, many people have believed that it is an analytic truth 

that "all-things-considered better than" is a transitive relation.  Others have believed that 

it is a logical truth that "all-things-considered better than" is a transitive relation.  Derek 

Parfit has been in the former camp and John Broome in the latter.  Thus, both Parfit and 

Broome have suggested that while my arguments may be interesting and significant, and 

while they may force or to recognize that there is a normatively significant relation that is 

intransitive, the relation in question can’t be the "all-things-considered better than" 

relation.11  Accordingly, Parfit has suggested that I should recast my arguments, showing 

that there is a conflict between several of our deepest beliefs and the transitivity of a 

significant normative relation that might be called the “choiceworthiness” relation, or the 

“preferability” relation; where, roughly, we might say that one outcome is more 

choiceworthy or preferable than another, if, faced with the two outcomes, there would be 

most reason to hope that the one was realized from a certain abstract, impartial, 

perspective.  Parfit suggested that an advantage of recasting my arguments this way is 

that I might prevent a slew of potential readers—including, perhaps, virtually all 

economists—from dismissing my arguments out of hand for even raising the nonsensical 

possibility of challenging an analytical or logical truth.    

 I have enormous respect for both Parfit and Broome, who have thought long and 

well about many of this book’s topics.  Correspondingly, in deference to their views, I 
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couched many early drafts of this work in terms of the notion of “preferability,” instead 

of the notion of "all-things-considered better than."  The thought, of course, was that 

preferability, as I introduced it, could be seen to have a significant role in normative 

reasoning, but that even if it seemed as if the “preferability” relation better be transitive, 

there would be no antecedent insistence that such a relation must be transitive, for 

analytical or logical reasons.   

 But as I circulated drafts of this book, and gave many lectures based on it, it 

became increasingly clear that introducing the notion of “preferability” was unnecessarily 

distracting and confusing.  Most readers and audiences inferred that the notion of 

“preferability” just was the notion of "all-things-considered better than," and they urged 

that I simply put the relevant arguments in terms of a conflict between certain of our deep 

beliefs and the view that "all-things-considered better than" is a transitive relation.  

Moreover, and more importantly, in countless discussions over the years, it became clear 

that some people were led by my arguments to conclude that "all-things-considered better 

than" is not a transitive relation, that many others were at least tempted by that position, 

and that most people were at least open to that possibility.  By contrast, I am pretty sure 

that no one would have been open to the possibility of rejecting a genuinely analytic 

truth, like “all bachelors are unmarried males,” or a genuinely logical truth, like “all As 

are A” or “if A → B, and A, then B.”   

 Wittgenstein’s famous claim that “meaning is use”12 is controversial and 

notoriously difficult to unpack.  But based on the reactions I have received to my work it 

is pretty clear to me that most people are not using the notion of "all-things-considered 

better than" to mean what Parfit and Broome think that notion means.  That is, as the 

notion is often employed, the claim that "all-things-considered better than" is a transitive 



relation is neither analytically nor logically true.  Accordingly, as much as I respect both 

Parfit and Broome, I have decided to follow the suggestion of those who urged that I put 

my arguments in terms of the notion of "all-things-considered better than," rather than in 

terms of my introduced notion of “preferability.”   

 Let me say a bit more about this.  I don’t deny that there may be a use of the 

notion of "all-things-considered better than" where it is either a conceptual or logical 

truth that the relation of "all-things-considered better than" is transitive.  Indeed, as we 

will see in later chapters, if we take "better than" to be the comparative of “goodness,” 

and “goodness” to be an internal feature of outcomes, then it will be a logical truth that 

"all-things-considered better than" is transitive.  I think this is how Broome uses the 

notion of “better than,”13 and as we will see this usage is hardly idiosyncratic.   

Accordingly, I agree that if one uses the notion of “better than” to express Broome’s 

conception, then the "all-things-considered better than" relation couldn’t be transitive.   

 But in that case, a different question arises, concerning the scope of his notion.  

We may have assumed that Broome’s notion of “better than” covers a large part of the 

normative realm, applying to and enabling us to compare all or most alternatives.  But we 

may learn, as a result of this book’s considerations, that the scope and significance of 

that particular conception of “better than” is severely limited.  That is, we may learn that 

often the comparisons we are most interested in for normative purposes are not 

comparisons in terms of the "all-things-considered better than" relation as Broome 

understands it, and that Broome’s notion does not play the central role in practical 

reasoning that it has been thought to.   

 On the other hand, I believe there is another use of the notion of "all-things-

considered better than" that is different from, and wider than, the one Broome invokes.  
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This use is connected with what might be called the reason-involving sense of better 

than.  Roughly, on this use, outcome A is better than outcome B all things considered, if 

one would have more reason to prefer A to be realized than B, from a certain impersonal 

perspective.  On the reason-involving sense of better than it is an open question—neither 

determined by the meanings of the words nor by logic alone—whether "all-things-

considered better than" is a transitive relation.  The answer to that question will turn on 

the nature of moral ideals.  As we will see, if the view of moral ideals that I call the 

impartial internal aspect view turns out to be correct—which is the view Broome’s 

conception of “better than” presupposes, then "all-things-considered better than" will be a 

transitive relation.  If, however, the view of moral ideals that I call the essentially 

comparative view turns out to be correct, then "all-things-considered better than" will not 

be a transitive relation.  But the key point to note is that the reason-involving sense of 

“better than” doesn’t dictate which view of moral ideals is correct, which is why it is an 

open question, on the reason-involving sense of better than, whether or not "all-things-

considered better than" is a transitive relation.   

 Accordingly, when, in this work, I am discussing the notions of “better than” and 

"all-things-considered better than,” I am employing the reason-involving sense of those 

notions.  So understood, my arguments cannot be dismissed out of hand as unintelligible 

or contrary to logic merely because they raise the possibility that "all-things-considered 

better than" might not be a transitive relation. 

 Having said all that, here, as elsewhere, I don’t really care much about merely 

terminological matters.  People can use terms more or less as they see fit, and if Broome 

and others insist that, given how they understand the words, "all-things-considered better 

than" must be a transitive relation, analytically or logically, then I’ll invite such readers to 



think about my arguments in different terms.  As Parfit and Broome both recognize, this 

book raises a host of deep and substantive issues for our understanding of practical 

reasoning, and substantive issues can never be settled by terminological fiat.   

 Next, let me introduce some terminology.  I shall say that a relation R is 

intransitive, if there are any three outcomes, A, B, and C, such that ARB, and BRC, but it 

is not the case that ARC.  Note, on my terminology, to say of a relation that it is 

intransitive is equivalent to saying that it is not a transitive relation, nothing more.  It 

does not commit one to the strong view that for all A, B, and C, if ARB, and BRC, then 

CRA, nor does it even commit one to the weaker view that there has to be at least one set 

of outcomes, A, B, and C, where ARB, BRC, and CRA.  Of course, if a relation R has 

such implications then it will be intransitive, but the point is that there are various ways 

in which it might be true that it is not the case that ARC, without its being true that CRA.  

So, for example, if R is the “better than” relation, in addition to C’s being better than A, 

other ways in which it would not be the case that A is better than C would be if A and C 

were equal, or non-comparable, or only roughly comparable (see chapter N).   

 Finally, let me introduce a bit of non-standard terminology.  In some cases it 

appears that a certain relation, R, both applies to some alternatives and is intransitive.  

But, as we will see later, in some of those cases we may decide not that the relation R is 

actually intransitive, but that the relation R doesn’t actually apply, simpliciter, to the 

cases in question.  Hence, as we might put it, it isn’t really that the notion of transitivity 

fails, but that it fails to apply, because there is no single R that actually applies to the 

different alternatives, such that for some outcomes A, B, and C, ARB, and BRC, but it is 

not the case that ARC.  Moreover, in some cases there may be disagreement as to 

whether we should say that transitivity actually fails for a given set of rankings, or 
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whether, appearances to the contrary, it fails to apply to the set of rankings in question.  

Accordingly, for expository purposes, I shall use the terminology of non-transitivity to be 

neutral between these two positions.  In particular, there will be some cases where a 

given relation, R, seemingly applies to a set of alternatives where I shall say that relation 

R is non-transitive; leaving it open whether R actually applies to the set of alternatives 

and generates an intransitive ranking of those alternatives, or whether R fails to generate 

a transitive ranking across those alternatives because R doesn’t actually apply across the 

different alternatives, and hence doesn’t generate a set of rankings that either meet or fail 

to meet the criterion for transitivity.    

 Clearly, my notion of non-transitivity it broader than my notion of intransitivity, 

as all intransitive relations will be non-transitive, but not vice versa.  As we will see, the 

“permissible to do rather than” relation is non-transitive in my sense.  As we will also 

see, the "all-things-considered better than" relation may also be non-transitive.  If so, this 

may be deeply problematic for practical reasoning whatever the underlying source of its 

being non-transitive.   

1.6  Hammers and Nails 

 There is an old adage that to a person with a hammer everything looks like a nail.  

This adage guards against taking a single approach to every problem we confront.  There 

is a strong temptation to take a tool that we have mastered and that we find particularly 

effective for solving one task, and to try to apply it to solve other tasks for which it is ill-

suited.  The result of doing this is often to arrive at forced, or bludgeoned, solutions that 

don’t do justice to the subtlety and complexity of the problems we actually face.  This is 

particularly a danger in the normative realm, where it is sometimes less clear than it is in 

other realms that one has arrived at an unacceptable or failed solution.  (Carpenters who 



use a hammer, rather than a sander, to make a chair leg fit, may produce a cracked chair 

that collapses under the weight of an occupant.) 

 Total utilitarians have a simple, powerful, elegant theory that generates a 

straightforward answer to most normative questions.  But most people agree that the 

theory gets things terribly wrong in certain cases, and that such a theory is simply too 

crude, on its own, to capture the full complexity of moral thinking.  But many people, 

including many philosophers, economists, game theorists, and decision theorists are 

attracted to modern day descendents of total utilitarianism, such as cost-benefit analysis, 

and expected utility theory for dealing with uncertainty.  Such theories are also simple, 

powerful, and elegant, and like total utilitarianism they, too, generate straightforward 

answers to many practical questions.  But, as plausible and useful as these theories are, 

for certain purposes, they, too, get things terribly wrong in certain cases, and are too 

crude, on their own, to capture the full complexity of practical reasoning.  Or so I believe, 

anyway.    

 Thomas Nagel expresses a similar view, warning us of the dangers of cooking “up 

a unified but artificial system like cost-benefit analysis, which will grind out decisions on 

any problem presented to it.”14  Nagel parenthetically grants that “Such systems may be 

useful if their claims and scope of operation are less ambitious” but contends that “What 

is needed instead is a mixed strategy, combining systematic results where these are 

applicable with less systematic judgments to fill in the gaps.”15 

 More generally, Nagel conveys some of his “philosophical sympathies and 

antipathies” as follows:   

I believe one should trust problems over solutions, intuition over 
arguments, and pluralistic discord over systematic harmony.  Simplicity 
and elegance are never reasons to think that a philosophical theory is true:  
on the contrary, they are usually grounds for thinking it is false…..  If 
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arguments or systematic theoretical considerations lead to results that 
seem intuitively not to make sense, or if a neat solution to a problem does 
not remove the conviction that the problem is still there…then something 
is wrong with the argument and more work needs to be done….  
Superficiality is as hard to avoid in philosophy as it is anywhere else.  It is 
too easy to reach solutions that fail to do justice to the difficulty of the 
problems.  All one can do is try to maintain a desire for answers, a 
tolerance for long periods without any, an unwillingness to brush aside 
unexplained intuitions, and an adherence to reasonable standards of clear 
expression and cogent argument.16 

 

I share Nagel’s sentiments.  Indeed, the spirit of his perspective infuses my thinking 

throughout this book.  

1.7  Final Remarks 

 Many of this book’s claims are put in terms of moral ideals, moral judgments, 

moral reasoning, and so on.  Some people restrict the use of the word “moral” so that it 

only applies to the narrow category of duties or “what we owe to each other.”17  I use the 

word “moral” more broadly.  For me, questions about right and wrong, virtue and vice, 

and good and bad all lie within the purview of moral theory.  So, for example, I think all 

of the following are fundamentally moral questions:  whether it is obligatory, 

permissible, or prohibited to perform a certain action; whether it is desirable to develop a 

certain character or set of character traits so as to be a certain kind of person or lead a 

certain kind of life; and whether one life, set of principles or institutions, or outcome is 

better or worse than another.   

 Much of this book is put in terms of moral questions, broadly construed, but there 

is also discussion of prudential questions, such as what makes one life a better life than 

another in self-interested, as opposed to moral, terms.  Moreover, although much of my 

discussion concerns morality, many of my arguments and claims straightforwardly apply 

to practical reasoning more generally.  So, for example, while I directly discuss two 



different models for moral ideals, the considerations I present apply, mutatis mutandis, to 

two different models for practical ideals generally, including prudential ideals.  Often my 

discussion of the notion of "all-things-considered better than" focuses on moral cases; but 

the considerations I present in support of those cases will generally apply to the notion of 

"all-things-considered better than" simpliciter, when both moral and non-moral factors 

would have to be considered and each given their due weight. 

 Some people claim not to be able to make sense of such claims as “one outcome 

is better than another all things considered.”  This is especially so when such 

comparisons would require aggregating across different people in order to arrive at such 

judgments.  Some economists are attracted to such a view because of metaphysical and/or 

epistemological worries about the problem of interpersonal comparisons.  Specifically, 

some may doubt that there even could be a fact of the matter about whether one person is 

worse off than another in the way that there would need to be for interpersonal 

comparisons and aggregations across persons to be meaningful.  Alternatively, they may 

simply doubt that we could ever know what we would need to know for such 

comparisons and aggregations to be meaningful.   

 Additionally, some philosophers worry that ranking outcomes involves a kind of 

conceptual confusion.  On one such view, only sentient beings can be well- or poorly-off, 

so only sentient beings can be better or worse off than other sentient beings.  Since 

outcomes are not themselves sentient—even if some of their members are—it makes no 

sense to attribute states of well-being to outcomes, nor to rank some outcomes as better 

or worse off than others.  Robert Nozick may hold such a view.  He writes: 

Why not … hold that some persons have to bear some costs that benefit 
other people more, for the sake of the overall social good?  But there is no 
social entity with a good that undergoes some sacrifice for its own good.  
There are only individual people, with their own individual lives.  Using 
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one of these people for the benefit of others, uses him and benefits the 
others.  Nothing more.  What happens is that something is done to him for 
the sake of others.  Talk of an overall social good covers this up.18 
 

It is hardly self-evident what to make of this intriguing passage, but clearly Nozick 

doesn’t think societies or outcomes are the kinds of entities to have a good.  This suggests 

that, for Nozick, only sentient beings have goods; so that while we might talk of 

improving the overall good of an individual, it is deeply wrongheaded to talk of 

improving the overall social good.  In claiming that nothing more occurs when one uses 

one person to benefit another other than that the one person is used and the other 

benefited, Nozick seems to be clearly implying that it would be illegitimate to claim that 

such an event might make the outcome better.  Thus, for Nozick, in comparing two 

outcomes it makes sense to say that one outcome might be better for some individuals, 

while the other outcome might be better for other individuals, but we must resist the 

temptation to aggregate across the different individuals in the outcomes so as to arrive at 

a judgment as to which of the two outcomes was better overall.19   

 I don’t want to minimize the economists’ worries about interpersonal utility 

comparisons, nor make light of the worries raised by people like Nozick; but here I want 

to echo my opening quotation from Rawls.  Any ethical theory that doesn’t take 

consequences into account, and isn’t prepared to rank some outcomes as better or worse 

than others “would simply be irrational, crazy.”  Or, to put the point more gently, such a 

theory would be committed to deep skepticism about a large part of the moral domain.  

We may find ourselves forced to such deep skepticism at the end of the day.  But it is a 

view to be avoided if at all possible.   

 To modify an example of Hume’s, suppose there were two possible alternatives.  

In A, millions of people flourish in all the ways that matter most, but one person, John, 

suffers a scratched finger.  In B, John avoids having his finger scratched and is just as 

well off in all other respects as he would be in A, but everyone else suffers excruciatingly 



and then dies.  On the view under consideration, we can rightfully claim that A would be 

vastly better than B for millions of people, while B would only be incrementally better 

than A for one person, John.  But the truth of such claims does not license our claiming 

that A would be a better outcome than B.  Indeed, on the view in question, we couldn’t 

even claim that an outcome, C where there were billions of good people in heaven, would 

be better than an outcome, D, where there were billions of different good people in hell.  

All we could say is that C would be extraordinarily good for the particular billions of 

people in heaven, while D would be extraordinarily bad for the particular billions of 

people in hell.   

 Suffice it to say I reject this view of the matter.  I think it makes perfect sense to 

claim that A and C would be vastly better outcomes than B and D, respectively.  

Moreover, I think that the truth of that claim has moral significance.  Among other 

things, the fact that A and C would be vastly better outcomes than B and D provides 

powerful reason to both prefer and promote A and C over B and D if faced with those 

alternatives.  Of course, in saying this I am not denying that other factors might also be 

relevant to our decision were we ever to face a choice between such alternatives.   

   Having stated my position about this matter, I shall not try to defend it, as doing 

so would take me far afield from this book’s main focus.  Instead, let me just freely grant 

that one of this book’s underlying assumptions is that some outcomes can be better or 

worse than others.  Though not completely uncontroversial, I believe that most people 

will (rightly!) grant me that assumption.  In any event, even among those who worry 

about whether outcomes are the kinds of entities that could be good or bad, or better or 

worse than other outcomes, most agree that a sentient individual’s life could be good or 

bad, or made better or worse by different events.  And many of the worries I raise about 

comparisons between different outcomes are also raised about comparisons between 

different ways that an individual life might go.  More generally, much of this book raises 
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questions about the nature of the good, moral ideals, and practical reasoning that should 

be of interest even to those who doubt whether one outcome can be better than another. 

 Let me end this introduction by commenting on another passage of Nagel’s.  At 

the end of his introduction to The View From Nowhere Nagel writes: 
  
I do not feel equal to the problems treated in this book.  They seem to me 
to require an order of intelligence wholly different from mine.  Others who 
have tried to address the central questions of philosophy will recognize the 
feeling.20 

 Here, as above, I share Nagel sentiments.  As indicated at the beginning of this 

introduction, I once hoped to solve the problems introduced in this book.  I no longer feel 

up to that task.  But I hold out the hope that by publishing this book others will be moved 

to take up my challenges.  Perhaps, as a result of our combined efforts, we will one day 

have a much better idea not only of what we do believe, but of what we should believe, 

regarding the nature of the good, moral ideals, and practical reasoning. 
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