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Exploring Transitivity 

Part II 

 In this chapter, we shall continue our exploration of transitivity.  In chapter Six, 

we saw that one important normative relation, “the not worse than” relation, may be non-

transitive.  We also developed and explored a model for understanding why that relation, 

and others, would be non-transitive.  In this chapter, I shall begin by discussing two other 

important normative relations that may be non-transitive, the “permissibility” relation and 

the “obligatoriness” relation.  I shall then suggest that there is good reason to believe that 

if the “obligatoriness” relation is non-transitive, the “all-things-considered better than” 

relation will also be non-transitive.  I shall next consider an important response to the 

claim that the “obligatoriness” relation is non-transitive.  However, I shall then suggest 

that even if this response succeeds, as it may, it only does so at a cost that has great 

practical significance.  I will then, finally, directly take up of the question of whether the 

“all-things-considered better than” relation could be non-transitive.  I shall spell out the 

conditions under which the relation would, or would not be, transitive, and reexamine 

some of the arguments of earlier chapters in this light.  Finally, I shall spell out some of 

the important theoretical commitments that accompany both the view that the “all-things-

considered better than” relation is transitive, and the contrary view that it may not be.  

These commitments, together with their implications, will be further discussed, and 

illuminated, in later chapters. 

7.1  The Non-transitivity of Permissibility 



 Francis Kamm has offered an argument for the non-transitivity of permissibility.1  

Her argument is both interesting and compelling.  It will be instructive to examine it in 

some detail.   

Kamm notes that given a choice between doing my duty, D, and performing an 

act of supererogation, S, it may be permissible to do S.  For example, it might be 

permissible for me to risk my life trying to save someone from a burning building, rather 

than fulfill a promise I made to keep an important appointment.  She also notes that given 

the choice between an act of supererogation, S, and a self-interested act, SI, it may be 

permissible to do SI.  Thus, it may be permissible for me to go to the movies, rather than 

to risk my life trying to save someone from a burning building.  But, given the choice 

between doing my duty, D, and acting self-interestedly, SI, it might not be permissible to 

do SI.  Thus, it would not be permissible for me to go to the movies, rather than fulfill a 

promise I made to keep an important appointment.  So, Kamm has shown that 

"permissible to do rather than" is not a transitive relation; since there might be three 

actions SI, S, and D, such that it might be permissible to do SI rather than S, and S rather 

than D, and yet not be permissible to do SI rather than D.   

 Kamm's analysis of the non-transitivity of permissibility is particularly 

instructive.  Kamm recognizes that different factors are relevant in determining the 

permissibility of an action, depending not only on the nature of the action itself, but on its 

alternatives.  Specifically, different factors are relevant to an action's permissibility, 

depending on whether the action and its alternatives involve self-interest, supererogation, 

or duty.  In addition, Kamm realizes, rightly and importantly, that where different factors 

are relevant for comparing alternatives, transitivity can fail to hold, as it does in this case.   
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 It is worth noting, however, that Kamm's non-transitivity is based on pairwise 

comparisons that depend on our considering the alternatives two at a time.  There is no 

issue of non-transitivity if all of the alternatives are confronted at once.  Let me explain. 

 As noted, Kamm's non-transitivity arises because we think it permissible to do SI 

rather than S, and S rather than D, and yet not permissible to do SI rather than D.  But, 

importantly, our judgment that it is permissible to do SI rather than S, depends on our 

considering those alternatives by themselves.  It would not be permissible to do SI rather 

than S if we had a duty to do D.  Our duty to do D can be absolved by doing S, but it 

cannot be absolved by doing SI.  Thus, if we do not do S, we must do D.   We do not 

have the option to do SI rather than S or D, simply because it is permissible to do S rather 

than D, and it would have been permissible to do SI rather than S had we not had a duty 

to do D.  So, faced with the simultaneous choice between going to the movies (SI), 

risking our life trying to save someone (S), and fulfilling our promise to keep an 

important appointment (D), it would not be permissible to do go to the movies (SI); 

hence, the purported non-transitivity would not arise.     

 Similarly, it is instructive to note that Kamm's example does not involve cycling, 

or instability, of the sort that leads many to worry about intransitivity.  Given the choice 

between SI, S, and D we can permissibly choose D or S, and rest comfortably and 

securely with either choice.  Since, given D, SI is not an option, there is no danger of 

being rationally propelled from S to SI to D, to S to SI to D, and so on.  Indeed, since 

"permissible to do rather than" does not mean "must," "ought," or even "should do rather 

than" there is not even danger of our being rationally compelled to "move" from D to S or 
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vice versa.  Either choice is rationally permissible.  Neither is rationally required.  Hence, 

either choice can be stable and rationally defensible. 

 Finally, although Kamm's result is striking, on reflection it is not surprising.  

Transitivity is a property that holds of orderings.2  It reflects the position that alternatives 

can be consistently ranked relative to each other.  In saying that A is taller, heavier, or 

faster than B, we are ranking A and B with respect to height, weight, or speed.  

Correspondingly, with respect to any given property, we naturally suppose that if A is 

ranked higher than B, and B is ranked higher than C, then A must be ranked higher than 

C. 

 But notice, in saying that it is permissible to do A rather than B, we are not 

ranking A relative to B.  Indeed, A may be significantly more or less worthwhile than B.  

The claim is merely that there is no moral prohibition against doing A when the 

alternative is B.  But, of course, if we are not ranking A and B, and B and C, in judging 

that it is permissible to do A rather than B, and B rather than C, then we cannot derive a 

ranking of A and C based on those judgments.   

In Kamm's example, whether it is permissible to do SI rather than D, depends on 

whether there is a moral prohibition against doing SI when the alternative is D.  There is.  

Moreover, as Kamm has rightly recognized, this fact is perfectly consistent with there 

being no moral prohibition against doing SI when the alternative is S, and no moral 

prohibition against doing S when the alternative is D.  Since judgments of permissibility 

do not reflect a ranking of alternatives, and since an action's permissibility clearly 

depends on its alternatives, it is not surprising that transitivity fails in Kamm's example.  

Nor is it especially troubling.  Still, it is instructive to recognize why “permissible to do 
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rather than” is not a transitive relation, as well as why there would be no problem of non-

transitivity or cycling were all three alternatives offered at once. 

7.2  The Non-transitivity of Moral Obligation 

We have seen that the permissibility relation, “is permissible to do rather than,” is 

non-transitive.  The moral obligatoriness relation, “ought to be done rather than,” may 

also be non-transitive.  To see this, consider the following position regarding affirmative 

action.   

Some believe that for certain positions in America a significant, but not 

overwhelming, preference should be given to African-Americans over Whites.  That is, 

the preference should do more than break the mythical tie between otherwise "equally 

deserving candidates," though a White should still be selected if his qualifications are 

"sufficiently" greater than an African-American's.  However, preference should not be 

given to African-Americans over Mexican-Americans, nor to Mexican-Americans over 

Whites.  According to this position, what justifies affirmative action regarding African-

Americans vis a vis Whites is the particular nature of the historical relationship between 

African-Americans and Whites in American society and, put crudely, Mexican-

Americans didn't enslave African-Americans, nor were they enslaved by Whites. 

 Whether such a position is ultimately defensible, many believe that something 

like it is, or at least might have been, correct.  But, on this view, it could be that all things 

considered A ought to be hired rather than B, and B ought to be hired rather than C, yet C 

ought to be hired rather than A.  This might be so if A were White, B were Mexican-

American, and C were African-American; for then, a factor which was relevant and 

significant when comparing A with C--that is, the particular historical relationship 
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between African-Americans and Whites in American society--and which might give C 

the edge over A, would not apply when comparing A with B, or B with C. 

 Some people may be uncomfortable with the example of affirmative action, 

relying as it does on a history of past wrongdoing.  So let me note another example.  

Many societies have thought that parents should be given preference over their offspring 

in certain situations.  This seems plausible, especially on the view that such preferences 

should be significant, but not overwhelming.  But then, if C were the parent of A, and B 

were a stranger, it could be that, for certain purposes, all things considered  

A ought to be selected rather than B, and B ought to be selected rather than C, yet C 

ought to be selected rather than A.  By now, this should be unsurprising.  After all, a 

relevant and significant factor which might give C the edge over A, would not apply 

when comparing A with B, or B with C.3 

 There might be many such examples.  Many special relationships give rise to 

factors that seem to rightly influence our judgments about what we ought to do, all things 

considered--were the relationships different, we would make different judgments.  But 

then, in comparing alternatives affecting different individuals or groups, between whom 

different relationships obtain, the relevant and significant factors may vary with the 

alternatives being considered.  Correspondingly, the moral obligatoriness relation may be 

non-transitive for the same reason that the permissibility and not worse than relations are; 

because for any given relation, R, if different factors are relevant and significant for 

comparing different alternatives with respect to R, or, alternatively, if the same factors 

can have different relevance and significance for comparing different alternatives with 

respect to R, then it can be true that even if aRb and bRc, given the relevant and 
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significant factors for making those comparisons, it may not be the case that aRc, given 

the relevant and significant factors for making that comparison.   

 Some people believe that the non-transitivity of moral obligatoriness is like the 

non-transitivity of permissibility, in that it only arises when one considers each pairwise 

comparison in isolation from the others.  On this view, there would be no issue of non-

transitivity if all the alternatives were confronted at once.  This may be right, but I find 

the situation less clear in the case of moral obigatoriness than in the case of 

permissibility.  Let me explain why.   

 Suppose we are hiring for a job for which affirmative action would be relevant.  

By hypothesis, if African-American and White were the only two candidates for the job 

we ought to hire African-American, if White and Mexican-American were the only two 

candidates we ought to hire White, and if African-American and Mexican-American were 

the only two candidates we ought to hire Mexican-American.  What should we do, then, 

if all three apply at once?   

Some might argue that in this case it would be just as wrong to hire White given 

African-American’s candidacy, as in the case where White and African-American were 

the only two candidates.  In both cases, it might be claimed, hiring White would be an 

affront to the collective sense of moral outrage that we feel about the way African-

Americans were historically treated by Whites, and so we ought not to hire White as a 

way of expressing our collective acknowledgment and disapproval of those particular 

past injustices.  On this view, it would always be wrong to hire a White, to fill a position 

for which a “sufficiently” qualified African-American had applied.  So, it might be 

claimed, we should rule White out of contention, and then choose among the remaining 
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candidates.  Thus, it might be concluded, in the case where all three apply at once there is 

no non-transitivity, and the Mexican-American should be hired.   

The preceding has great plausibility, and perhaps it is right.  But one can imagine 

White responding as follows.  I share the sense of moral outrage about how African-

Americans were historically treated by Whites, and agree that a policy of affirmative 

action might be the appropriate response to those past injustices.  Correspondingly, I 

readily accept that if it comes down to a choice between African-American and me, one 

ought to hire him rather than me.  But the plain fact is that if I hadn’t applied, African-

American wouldn’t have gotten the job anyway.  It would have gone to Mexican-

American.  So hiring me would not express a failure to appreciate the past injustices 

perpetrated by Whites against African-Americans, but the simple recognition that those 

injustices are not relevant when comparing African-Americans with Mexican-Americans, 

or Whites with Mexican-Americans.  Since African-American wouldn’t get the job 

anyway if you don’t hire me, and everyone agrees that I am a better candidate than 

Mexican-American, it is only fair that you hire me.  It violates the equal 

opportunity/merit principle—according to which, absent special countervailing moral 

considerations, one ought to give everyone equal opportunity for each job, and simply 

hire the person who most merits the job, as determined solely by their job-related 

qualifications—to give Mexican-American a job for which I am better qualified, given 

that there is no reason to accept an affirmative action policy giving preference to 

Mexican-Americans over Whites.    

Naturally, one might imagine African-American mounting a similar challenge.  

He might note, rightly, that if he hadn’t applied for the job, Mexican-American wouldn’t 
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have gotten it.  It would have gone to White, since, by hypothesis, White is better 

qualified.  In other words, African-American agrees with White that it would be unfair to 

hire Mexican-American rather than White, since doing so would violate the equal 

opportunity/merit principle, and there are no affirmative action reasons to favor Mexican-

Americans over Whites.  So Mexican-American should be taken out of consideration.  

But he then notes that he is sufficiently qualified that he should be hired, rather than 

White, for affirmative action reasons.  These are reasons that, by hypothesis, all agree are 

relevant in the comparison between African-Americans and Whites. 

I think the preceding considerations have some force, and may point to an 

important difference between the non-transitivity of the permissibility relation and the 

apparent non-transitivity of the obligatoriness relation.  When Kamm’s three options are 

considered all at once, it is clear that one may permissively do one’s duty or act 

supererogatorily, and there is no lingering doubt that whatever one does perhaps one 

ought to have done something different.  In the preceding case, even when all three 

options are considered at once, there seem to be powerful considerations in favor of 

choosing each of the options, and whichever option one chooses there may be a lingering 

doubt that there was another available option that would have been fairer, and that one 

ought to have chosen instead.   

So, it may be that the non-transitivity of moral obligatoriness does not only arise 

when pairwise comparisons are made separately, and can persist even when three 

alternatives are offered simultaneously.  However, it may also be that the plausibility of 

the preceding positions depends on a confusion in our thinking about what, exactly, the 

correct policy of affirmative action should be given the particular historical relationship 
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between Whites and African-Americans in American society.  If this is right, once we 

clear up the confusion and determine what the correct policy of affirmative action should 

be, it may be clear what we ought to do when we consider all three alternatives together. 

So, if we decide that the correct policy of affirmative action “merely” generates 

the conclusion that it would always be wrong to have a White occupy a position for 

which a sufficiently qualified African-American applied, then in fact we may go with the 

first answer noted above, and decide that we ought to hire Mexican-American.  However, 

we may decide that the correct policy of affirmative action “merely” tells us to rank all 

candidates in terms of their job-related characteristics, and then choose the top one, 

unless the top one is White, and the second one is a sufficiently qualified African-

American, in which case choose the second one.  This view would support the second 

answer noted above, that we should hire White.  Finally, we might decide that the correct 

policy of affirmative action tells us to rank all candidates in terms of their job-related 

characteristics, and then choose the top one, unless the top one is White, in which case 

we should hire the top-ranked African-American candidate, as long as she is sufficiently 

qualified relative to the top-ranked White.  This would support the third answer noted 

above, that we should hire African-American. 

So, as indicated, it is possible that once we get clear on the correct policy of 

affirmative action, assuming there is one, the apparent non-transitivity of the 

obligatoriness relation will disappear, when all three alternatives are considered together.  

On the other hand, it may seem that there are significant moral considerations supporting 

each of the different positions.  If this happens, several possibilities arise.  First, we may 

decide the different moral considerations are equally important, so that any hire we make 
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would be equally good.  Second, we may decide the different moral considerations are 

roughly comparable, or on a par, in which case we may think each possible choice would 

be “not worse than” the others, without thinking they are exactly equally as good.  Third, 

we may decide that some of the moral considerations are weightier than others, so that all 

things considered there is a determinate answer to the question of what we ought to do.  

Finally, we may find the relation between the different moral considerations to be like the 

case of so-called moral blind alleys, where no matter what choice we make, it seems that 

in an important sense we have acted wrongly, since in making that choice we declined to 

make another available choice that seems fairer, and morally superior.   

I note the preceding possibilities, but shall not try to choose between them.  For 

now, let me merely emphasize the following.  It has long been recognized that whether or 

not we ought, morally, to do something will depend on its alternatives.  This is both 

unsurprising and unimportant, if it merely reflects the truth that some alternatives are 

morally more compelling than others, and that one ought not to do a less compelling 

alternative, when a morally more compelling one is available.  However, if one accepts 

that the reason why an option’s obligatoriness depends on its alternatives is sometimes 

because the factors that are relevant and significant for an option’s being obligatory 

themselves depend on the alternatives with which the option is being compared, then we 

have an interesting and significant result.  In that case, the obligatoriness relation will be 

non-transitive for the same underlying reason that the “not worse than” and 

“permissibility” relations are. 

7.3  The Obligatoriness Relation and Another Possible Money Pump 
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As with a case explored in chapter Six, the preceding considerations raise the 

possibility of a money pump of sorts, even if one believes that the apparent non-

transitivity of the obligatoriness relation only arises when separate pairwise comparisons 

are made, and disappears when all three options are considered at once.  To see this, 

consider the following example. 

Suppose that a position is open for which the affirmative action policy of giving 

preference to a sufficiently deserving African-American over a White is deemed 

appropriate.  As before, assume that the justification for this policy is the particular 

historical relationship between African-Americans and Whites in American society, so 

that African-Americans won’t get preference over Mexican-Americans, nor will 

Mexican-Americans get preference over Whites. Next, suppose there is a national search, 

with considerable costs arising for everyone involved, costs associated with carefully 

compiling and screening applications, interviewing candidates, and so on.  To help cut 

down on wasted time, effort, and money, those doing the hiring make it clear exactly 

what their criteria are, including their intention to adhere to the preceding policy of 

affirmative action.  In addition, while removing all personal identifying and contact 

information, the hirers put each applicant’s qualifications, including race, on line.  That 

way, people can see in advance if there is any point in their applying for the position, or if 

it would just be a waste for them to do so.  Moreover, to further prevent frivolous 

applications, they charge a $300 application fee, though $150 of that is returnable if one 

withdraws one’s application before the interview stage.  If, at some later point, one 

decides to reapply for the position, one needs to repay the $150, along with a $25 

activation fee. 
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Suppose that White, who would dearly like the job, goes on line, and sees that no 

more qualified candidate than he has applied.  He then decides, quite reasonably, to 

apply, sending in his application materials together with his $300 fee.  Naturally, his 

qualifications are then posted on line, for other potential applicants to consider before 

applying. 

Next, suppose that African-American, who would also dearly like the job, 

accurately recognizes that while his purely job-related skills are not quite up to the level 

of White’s, he would be given the edge over White for affirmative action reasons.  

Correspondingly, he sends in his application, along with his $300 fee.  Naturally, his 

qualifications are then posted, including his race. 

At this point, White who has been keeping track of the applications on line, 

realizes that the job will go to African-American.  Disappointed, but realistic, he sees no 

reason to waste his time, effort, and resources involved flying to the interview, renting a 

car, spending a night in a hotel, and so on.  Understandably, he decides to withdraw his 

application, and at least get $150 back from his initial fee.  He does so, and his 

application information is therefore removed from the relevant web site.   

Now, Mexican-American gets involved.  He, too, would love the job.  And he 

realizes he is more qualified than any of the other current candidates.  So he sends in his 

application with his $300 fee, and his qualifications are put on line.   

African-American now finds himself in the same boat that White previously was.  

Disappointed, but realistic, he sees no reason to waste his time, effort, and resources 

flying to the interview, renting a car, spending a night in a hotel, and so on.  So he, too, 
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decides to withdraw his application, and at least get $150 back from his initial fee.  

Correspondingly, his application information is removed from the relevant web site.   

White, who has continued to follow the web site, now realizes that he would once 

again be the top candidate.  It is a very good job that he keenly wanted.  For the mere cost 

of the $25 activation fee, and the remittance of the refunded $150, he reapplies.  His 

qualifications are then reposted. 

At this point, of course, Mexican-American is now in the same boat that White 

and African-American previously were.  There is no point in wasting his time, effort, and 

money flying to an interview for a job that he won’t get, so he might as well get his $150 

back.  He withdraws his application, and his qualifications are removed from the web 

site. 

But, now, of course, African-American might as well reapply, for a mere $25 

application fee!  And the cycle will continue, indefinitely, with each of the three 

candidates being money pumped $25 at a time, unless one of them actually changes his 

preference for having such a desirable job, or refuses to act on that preference, or decides 

that he should keep his application active and not seek a refund of $150, and should 

spend the time, money, and effort necessary to fly out for the interview, even when he 

realizes that if he does he still will not get the job.   

Here we see that, in essence, an unfortunate confluence of events might lead three 

individuals, each of whom seemingly have a perfectly coherent and rational set of 

preferences, to collectively, over time, be money pumped, due to a sequence of pairwise 

decisions that each, in turn, might rationally make.  This would be due to the fact that the 

obligatoriness relation appears to be non-transitive over pairs of alternatives considered 
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separately, even if it is not non-transitive over that same set of alternatives considered 

jointly. 

7.4  From Obligatoriness to Better Than:  On the Right and the Good, and the 

Heritability of Non-transitivity 

Many people believe that obligatoriness might be a non-transitive relation, but 

that the "all-things-considered better than" relation could not be.  So, for example, they 

have no problem believing that perhaps what I ought to do is hire White over Mexican-

American, Mexican-American over African-American, and African-American over 

White, but they find it difficult to believe it could really be the case that hiring White is 

better than hiring Mexican-American, hiring Mexican-American is better than hiring 

Black, and that hiring Black is really better than hiring White.  Derek Parfit has held such 

a position for many years.4   

Underlying this position is the view that there might be reasons that are relevant 

to the question of what one ought to do, that are not relevant to the question of which of 

two outcomes would be better, and that it is only in virtue of such reasons that the non-

transitivity of the “obligatoriness” relation arises.  In particular, just as one believes that 

there are agent-relative reasons that give different people reasons to act, so one might 

believe, more generally, that there are context-relative reasons that apply, perhaps with 

varying weights, in different circumstances, which make it true that whether one ought to 

do x, depends on the alternatives with which it is compared.  The claim, then, in essence, 

is that it is because of context-relative reasons that “obligatoriness” is non-transitive, and 

that neither such reasons, nor any other non-transitivity generating factors of their ilk, 

will be relevant to the betterness of outcomes. 
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Such a view is perfectly coherent.  But on reflection I find it dubious.  It requires 

that there be strictly circumscribed limits on the manner and extent to which the realm of 

the obligatory might impact the realm of the good.  But I believe there is good reason to 

deny that there are limits of the sort required by such a view, and hence that we should 

reject the view in question. 

Consider the longstanding issue of the relation between the right and the good.  

Consequentialists, of course, believe that the right is subservient to the good, so that what 

we ought to do is always determined by considerations of goodness.  Conceptually, one 

might also hold the reverse position, that the good is subservient to the right.  On such a 

view, not only would one believe that whether one acted rightly or not depended on 

deontological factors that were independent of the goodness of one’s alternatives, one 

would further believe that acting rightly itself makes the outcome of which it is a part 

better, in terms of goodness, than any alternative outcome in which one acted wrongly.   

Variations of such a view might hold that acting rightly is the only good, that acting 

rightly is a good that is lexically prior to all other goods, or simply that the value of 

acting rightly is so great that, in fact, it outweighs the value of all other goods combined. 

Like most, I believe that the relation between the right and the good fits neither of 

the above models.  Specifically, I believe that the right is often relevant to the good, and 

that the good is often relevant to the right, though neither is subservient to the other.  

Thus, in my judgment, the right and the good are distinct moral categories, in the sense 

that neither is wholly determined by the other.  But, importantly, each can have a bearing 

on the other in the sense that each can both influence, and be influenced by, the other.   
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The distinctness of the two categories is easily highlighted by a familiar example.  

Suppose that I am confronted with a choice between saving my mother, doing A, or 

saving five strangers, doing B.  One can believe that there are morally relevant agent-

relative duties, or reasons, that make it the case that I ought, morally, to do A, without 

committing oneself to the view that the outcome I produce by doing A would be a better 

outcome than the outcome I would produce by doing B.  Here, the right and the good are 

distinct, in that I may have a moral obligation to produce a less good outcome.   

Still, as indicated above, one can believe that the right and the good are distinct, 

and yet believe that each is often relevant to the other.  Thus, I believe that in some cases, 

what I ought, morally, to do is to produce the best outcome, and I ought to do this, at least 

in part, precisely because it is the best outcome.  So, for example, perhaps I ought to save 

the lives of five strangers rather than prevent a different stranger from suffering a 

headache, and I ought to do this precisely because the former outcome would be a much 

better outcome than the latter and there is no countervailing agent-relative duty dictating 

that I act otherwise in such a circumstance.   

By the same token, I believe that acting rightly is itself a good-making feature, 

and acting wrongly itself a bad-making feature, of the outcomes of which they are a part.  

So, for example, if, in saving my mother rather than five strangers, I am acting rightly, 

the fact that I have acted rightly makes that total outcome, of which my act is a part, 

better than the outcome that would have resulted from my mother’s surviving by some 

chance circumstance.  And likewise, if, in saving five strangers, I would be acting 

wrongly, my so acting would make the outcome of which it is a part worse than it would 

otherwise have been had the five strangers survived by chance circumstances.  But, as it 
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happens, the extent to which my acting rightly makes the one outcome better, and the 

extent to which my acting wrongly makes the other outcome worse, are not sufficient to 

offset the other respects in which the outcome where I save my mother is worse than the 

outcome in which I save the strangers.  This is why, all things considered, the outcome in 

which I rightly do A is still worse than the outcome in which I wrongly do B, even 

though, as indicated, I ought to do A, rather than B.  

To avoid misinterpretation, let me add that the preceding remarks are not intended 

to take a stand on the buck-passing account of right and wrong advocated by Thomas 

Scanlon.5  Throughout my discussion, when I say something like “acting rightly is itself a 

good-making feature of the outcome of which it is a part,” this can be understood as 

shorthand for the claim that “a person’s acting in accordance with the underlying reasons 

that make it the case that she ought to act in a certain way, and hence that her so acting is 

right, is itself a good-making feature of the outcome of which it is a part.”  So, for 

example, doing X might be right, because it would save your life, and then, perhaps, the 

ultimate reason why I ought to do X is not that it is right, per se, but that it would save 

your life.  My view is simply that my actually doing what I ought to do, in this case 

saving your life, is itself a good-making feature of the outcome.  Thus, it is not merely 

good that your life has been preserved, it is good that I have responded appropriately to 

the reasons that there are for saving your life.   

I cast the preceding discussion in terms of the relation between the right and the 

good, because this is familiar terrain.  Indeed, I suspect that most people will not only 

recognize the view I have offered, but accept it uncontroversial.  But, given how I am 

understanding the notion of “better than”, the same point might have been put in terms of 
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the “obligatoriness” and “all-things-considered better than” relations.  That is, the notions 

of the “obligatory” and the “good” are distinct, in that neither is subservient to the other.  

But, in general, if doing A is morally obligatory, my doing A will be a good-making 

feature of the outcome in which it occurs, and will be an important, though not 

conclusive, reason to regard the outcome where I do A—and thereby act rightly—as 

better than the outcome where I do not—and thereby act wrongly.  By the same token, 

the fact that one outcome would be better than another will often be an important, though 

not conclusive, reason why one ought to bring about that outcome rather than the worse 

one.   

If this view is right, as I believe, and I think most would accept, it has important 

implications for the view that while “obligatoriness” might be a non-transitive relation, 

the "all-things-considered better than" relation could not be.  This is because, given the 

relation between obligatoriness and all-things-considered better than, the non-transitivity 

of the former is likely to be inherited by the latter.  This is, I think, a particular instance of 

a general truth that we will see again later; namely, that if an important aspect of a notion 

is non-transitive, the notion itself is likely to be non-transitive.  Or, more precisely, if 

there is a relation R that is relevant to another relation R’, such that how two alternatives 

compare regarding R will generally be relevant to how they compare regarding R’, then, 

typically, if R is non-transitive, R’ will be as well. 

The reasoning underlying this view might be illustrated as followed.  Suppose that 

how two outcomes, x and y, compare with respect to a given notion, N, depends on how 

they compare with respect to three factors, A, B, and C.  Often, there will be a positive 

correlation between the factors A, B, C, and N, which supports a kind of pareto principle, 
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according to which if x is better than y in one important respect, say A, and at least as 

good as Y in the other respects, then all things considered x is better than y with respect 

to N.  More generally, the positive correlation between A, B, C and N will often be such 

that, other things equal, however x compares to y with respect to A, is how x will 

compare to y with respect to N, and similarly for B and C.  It follows that if R is the 

relation that reflects how x compares to y in terms of A, and R’ the relation that reflects 

how x compares to y in terms of N, then if R is non-transitive R’ is also likely to be non-

transitive.  I say likely, rather than necessarily, because the argument assumes that it is 

possible for there to be three alternatives, p, q, and r that are equally good in terms of B 

and C, and yet that stand in the non-transitive relation R’ in terms of A.  But as long as 

this is possible, the non-transitivity of R’ will be inherited by R, as suggested above.   

This discussion has been abstract.  Let us return to the concrete case of the 

relation between obligatoriness and all-things-considered better than.  Suppose we 

assume that the “obligatoriness” relation is non-transitive for the reasons suggested in 

section 7.2.  Taking the example presented there, let us assume that there is a factor that 

is relevant and significant for comparing White applicants vis a vis African-American 

applicants for certain jobs in American society that is not relevant for comparing White 

applicants with Mexican-American applicants, or Mexican-American applicants with 

African-American applicants, and which thus accounts for the non-transitivity of the 

“obligatoriness” relation concerning who we ought to hire.  Suppose, first, that White, 

Mexican-American, and African-American all have identical job-related skills.  Then, we 

might think we ought to give White and Mexican-American an equal chance at being 

hired, and we ought to give Mexican-American and African-American an equal chance at 
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being hired, but it is not the case—for affirmative action reasons—that we ought to give 

White and African-American an equal chance at being hired.  So far, of course, we 

merely have a by now familiar example of non-transitivity governing what we ought to 

do. 

But next consider the comparative goodness of the different alternatives.  Given 

their equal job-related skills, the outcome in which White is hired and the outcome in 

which Mexican-American is hired would be equally good.  Similarly, the outcome in 

which Mexican-American is hired and the outcome in which African-American is hired 

would be equally good.  It follows that if the “equally good” relation were transitive then 

it must be the case that the outcome in which White is hired and the outcome in which 

African-American is hired would be equally good.  But this I now deny. 

Why?  Because on the assumption of the example we ought to hire African-

American in such a case, and ought not to hire White.  That is, for affirmative action 

reasons, hiring African-American would be right, and hiring White would be wrong.   

Thus, on the view expressed earlier—according to which acting rightly is a good-making 

feature, and acting wrongly a bad-making feature of the outcomes of which they are a 

part—the fact that hiring African-American would be right and hiring White wrong not 

only provides me with reason to act one way rather than another, it provides me with an 

important reason to regard the outcome where I act rightly as better than the outcome 

where I act wrongly.  Moreover, since the outcome where I act rightly is as good as the 

one in which I act wrongly in all other respects relevant to the comparative goodness of 

the two outcomes, it seems clear that, all things considered, the outcome where I hire 

African-American is better than the outcome where I hire White, for Pareto-type reasons 
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of the sort suggested above.  I conclude that if, as most believe, right and wrong actions 

are themselves relevant to, though not determinate of, the comparative goodness 

outcomes, then the non-transitivity of the obligatoriness relation will be “inherited” by 

the “equally as good as” relation.  If, indeed, the former relation is non-transitive, as 

many seem willing to grant, the latter will be non-transitive as well. 

Once one accepts that the “equally as good as” relation is non-transitive, there is 

little reason to resist the view that the “all-things-considered better than” relation would 

also be non-transitive.  Indeed, one might argue for such a position by slightly modifying 

our previous argument.   

In the previous argument, we assumed that White, Mexican-American, and 

African-America were all equally qualified for a job, and that generated--via a policy of 

affirmative action, the intransitivity of the obligatoriness relation, and the relevance of 

right action to the comparative goodness of outcomes--the conclusion that the outcome 

where White is hired would be equally as good as the one where Mexican-American is 

hired, that the outcome Mexican-American is hired and would be equally as good as the 

one where African-American is hired, and yet that the outcome where African-American 

is hired would be better than the outcome where White is hired.  We can then ask how 

much better the outcome in which African –American is hired is to the outcome in which 

White is hired? 

I don’t have a precise answer to that question, but we don’t need it for our 

argument.  It is sufficient if we know that the one outcome is better than the other by 

some finite amount, say, P.  Then let us change our example just a bit.  Let us assume that 

White and Mexican-American are no longer exactly equal in their job related 
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qualifications, but that in fact White is slightly more qualified than Mexican-American.  

If, White is slightly more qualified than Mexican-American, then the outcome in which 

White is hired will be better than the outcome in which Mexican-American is hired, 

though presumably only slightly.  Indeed, we can safely assume that that there must be 

some possible world in which the extent to which White is more qualified than Mexican-

American is sufficiently slight, that the outcome in which White is hired would be better 

than the outcome in which Mexican-American by a finite amount less than P.  This is 

enough to insure that the outcome in which we hire African-American would still be 

better than the outcome in which we hire White, all things considered.  This is because 

our policy of affirmative action still tells us that we ought to hire African-American 

rather than White, since it does more than break ties between equally qualified 

candidates, and since White will only be slightly more qualified than African-American.  

Moreover, though there will now be a slight respect in which the outcome where White is 

hired would be better than the outcome where African-American is hired, it will remain 

the case that there is an important respect in which the outcome where African-American 

is hired is better than the outcome where White is hired and, given the assumptions of our 

example, the latter respect will outweigh the former one.   

But, then, the preceding considerations imply that the outcome where African-

American is hired is better than the outcome where White is hired, and the outcome 

where White is hired is better than the outcome where Mexican-American is hired.  It 

follows that if the “all-things-considered better than” relation is transitive the outcome 

where African-American is hired must be better than the outcome where Mexican-

American is hired.  But this would not be the case.  Since Mexican-American and 
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African-American are equally qualified candidates, and there is no affirmative action 

reason to favor African-Americans over Mexican-Americans, the outcome where 

African-American is hired and the outcome where Mexican-American is hired would be 

equally good.  Thus, the “all-things-considered better than” relation as well as the 

“equally as good as” relation, would be non-transitive. 

There are many steps in the preceding argument that might be disputed.  Indeed, 

many opposed to policies of affirmative action, will want to object to the argument from 

the very start.  But I hope it is clear that the appeal to the policy of affirmative action, and 

most my example’s details, are merely for illustrative purposes.  Whatever one thinks 

about the ultimate defensibility of my argument, I believe the logical relations articulated 

in this section are correct.   

In sum, many believe that the “obligatoriness” relation may be non-transitive, but 

that the “all-things-considered better than” relation could not be.  This is, I think, an 

unstable position.  Specifically, if one accepts that the “obligatoriness” relation is non-

transitive, and if one also accepts that whether or not one acts rightly or wrongly is itself 

relevant to, even if not determinate of, the comparative goodness of the outcomes of 

which they are a part, then there is good reason to believe that the “all-things-considered 

better than” relation will also be non-transitive.  This is because, in general, non-

transitivity is an “inheritable” trait, in the sense that if the comparative relation 

corresponding to an important aspect of a complex notion is non-transitive, the 

comparative relation of the complex notion will itself be non-transitive.  That is, where A 

is an important aspect of complex notion N, R is the comparative relation with respect to 

A, and R’ is the comparative relation with respect to N, then if R is non-transitive, R’ will 
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also, typically, be non-transitive.  In particular, this will be so when (but not necessarily 

only when) there is a positive correlation between A and N, such that other things equal 

how two alternatives compare regarding A will determine how they compare regarding 

N, and if there can be three alternatives p, q, and r, such that p, q, and r stand in a non-

transitive comparative relation with respect to A, and are equally good with respect to the 

other aspects relevant to N. 

7.5  Defending the Transitivity of the Obligatoriness Relation:  A Fine-Grained Solution 

At this point we must consider an important rejoinder to the claim that the 

obligatoriness relation is non-transitive.  If this argument succeeds, one would obviously 

avoid the problem of the “all-things-considered better than” relation “inheriting” the non-

transitivity of the “obligatoriness” relation. 

In section 7.2, I offered an argument purporting to show that obligatoriness is a 

non-transitive relation.  In response, it might be claimed that all my argument showed is 

the need for a subtler, more sophisticated, finer-grained, understanding of the different 

alternatives that I was considering.6  Once we have that understanding, it could be 

argued, it will be clear that the notion of transitivity doesn’t even apply to the case I was 

considering. 

Consider again the apparent threat to transitivity offered by the affirmative action 

case.  It is agreed that as the example was presented in section 7.2, given the pairwise 

choice between White and Mexican-American, one ought to hire White because his job 

related qualifications are better, and that for similar reasons one ought to hire Mexican-

American over African-American given the pairwise choice between them.  But, it is held 

that given the pairwise choice between White and African-American, one should hire 
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African-American, because there is a relevant factor that applies in that case, and gives 

African-American the edge over White—namely the particular historical relationship 

between Whites and African-Americans in American society—that didn’t apply in 

making the other pairwise comparisons.   

But this means that in a fundamentally important way the alternative of hiring 

White is a very different alternative when his fellow candidate is Mexican-American, 

than when his fellow candidate is African-American.  In the first case, call it alternative 

A1, the hiring of White simply expresses a commitment to hiring the best candidate 

where affirmative action considerations are not relevant.  In the second case, call it 

alternative A2, the hiring of White expresses a failure to sufficiently appreciate and 

respond to the deep injustices that were historically perpetrated by Whites against 

African-Americans.  (Here, of course, I am retaining section 7.2’s assumption that the 

relevant policy of affirmative action is the appropriate response to such injustices.  This 

is, of course, a controversial substantive assumption, but it is the hypothesis of my 

example.)  

Now, in fact, a similar fine-grained distinction would be in order regarding the 

hiring of African-American, where such a hiring would have a different meaning, and 

hence, from a moral perspective, be a significantly different alternative, in the case where 

the only rival candidate was White than in the case where the only rival candidate was 

Mexican-American.  But for our present purposes we can ignore this, and simply pretend 

that hiring Mexican-American is one alternative, B, and hiring African-American another 

alternative, C.  Still, it is evident that once we acknowledge the fine-grained distinction 

between A1 and A2, there is no failure of transitivity for the obligatoriness relation in the 
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affirmative action case.  After all, there would only be a failure of transitivity if there 

were three alternatives A, B, and C, such that A ought to be done rather than B, and B 

ought to be done rather than C, but C ought to be done rather than A.  But, in fact, all the 

affirmative action case illustrates is that A1 ought to be done rather than B, and B ought 

to be done rather than C, but C ought to be done rather than A2!   

Note, by the way, that as transitivity implies, A1 ought to be done rather than C.  

That is, one ought to hire a more qualified White over a less qualified African-American, 

when doing so expresses a commitment to the equal opportunity/merit principle without 

thereby failing to express condemnation of past injustices when it is merited.  But it 

happens that in American society, unlike other societies, A1 and C are not rival options.  

So, while A1 ought to be done rather than C, when those are the alternatives—as 

transitivity entails, given that A1 ought to be done rather than B, and B ought to be done 

rather than C--in our society, where the actual alternatives are A2 and C, C ought to be 

done.   

Thus, it might be concluded, we need not grant, as many have, that the 

“obligatory” relation is non-transitive.  Rather, if we are careful to make the necessary 

fine-grained distinctions, we will recognize that different alternatives are actually being 

compared in the cases considered.  Thus, rather than having an example where 

transitivity fails, we simply have yet another example where it doesn’t even apply. 

7.6  The High Cost of the Fine-Grained Solution to the Problem of Non-transitivity 

Section 7.5’s response to the problem of non-transitivity has, I think, great 

plausibility.  Moreover, the general strategy of looking for finer-grained individuations of 

alternatives can be a powerful and effective weapon in the arsenal of those seeking to 
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defend the transitivity of certain important normative relations in the face of apparent 

counterexamples.  But it is important to recognize that however successful such a defense 

may be of transitivity as a technical feature of certain relations, such a view has high 

costs.  In particular, on such a view the practical significance of transitivity has been 

largely, if not wholly, lost.  Let me note two reasons for saying this. 

First, as noted previously, transitivity has been regarded as a practically desirable 

feature of individual preferences over competing alternatives, in part because intransitive 

preferences allow people to be money pumped.  But, as we have seen, on the view in 

question individuals could be still money pumped even if they have perfectly transitive 

preferences.  With intransitive preferences, the money pump arises because one might 

pay to go from A to B, and B to C, only to pay again to return to A from C.  On the view 

in question, one’s perfectly transitive judgments might lead one to pay to go from A1 to 

B, and B to C, and also from C to A2.  But, on the view in question, the position that is 

A2 when the alternative is C, in essence reverts to A1 when the alternative is B.  That is, 

A2 becomes A1 when one’s alternative shifts from C to B.  Hence, having paid to return 

to what is technically A2, and not A1, one will nevertheless find oneself in A1 when 

reconsidering B.  At that point, of course, one might again have reason to pay to go from 

A1 to B, and B to C, and yet again from C to A2.  And so on.  Thus, adopting a 

sufficiently fined-grained individuation of alternatives, may, indeed, preserve the 

transitivity of our comparative judgments, but it will not protect us from one of the main 

reasons people have been worried about having intransitive comparative judgments. 

  Practically, we need to reject one of our comparative judgments, or refuse to act 

in accordance with one, whenever we face a money-pump situation.  But the move to a 
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fine-grained individuation of alternatives is of no help in guiding us in that decision.  To 

the contrary, such a move licenses the theoretical conclusion that each of our comparative 

judgments might, in fact, be coherent and defensible, both individually and in 

conjunction with the others.  Fortified with this theoretical result, our practical dilemma 

will be to try to make ourselves believe what we take to be false, or, if we are faced with 

a series of pairwise alternatives, to commit ourselves on at least some occasions to acting 

contrary to a belief that is normatively justifiable.  As strategic and global reasoners, I 

think we are capable of acting in such ways.  But it is arguable that from a practical 

standpoint someone with perfectly transitive comparative judgments over a set of fine-

grained alternatives may be no better off than he would have been were his judgments 

intransitive.   

Second, and even more importantly, the fine-grained solution preserves 

transitivity in a way that eviscerates the central role that transitivity plays in everyday 

decision making.  Transitivity isn’t supposed to be just a technically nice logical feature 

of certain relations; it is supposed to play a fundamental normative role in guiding 

practical decisions.  In particular, transitivity is supposed to help us to choose when we 

are faced with an array of competing alternatives, by providing us with a straightforward 

and manageable way of winnowing down our alternatives.     

Thus, faced with a complex decision ranging over an array of competing 

alternatives, transitivity is supposed to enable us to focus on just two options at a time, 

and proceed directly to the best option via a series of such pairwise comparisons.  

Specifically, in choosing between any set of options--whether they involve products, 

careers, job candidates, or whatever—we can begin by focusing on just the first two 
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options, and if the first option is worse than the second, the first is then removed from 

further consideration, while the second is then compared with the third.  Similarly, the 

better of those options is then compared with the fourth, and so on.  If one is lucky, and 

each pairwise comparison is clear, one can choose the best of n options with only n-1 

comparisons.  But note, this procedure—which is clear, systematic, and implicitly relied 

on throughout everyday decision making--presupposes transitivity, as there is no 

compelling reason to remove the first option from further consideration, if it might be 

better than a later option that itself is better than the second.  It is the assumption that 

“all-things-considered better than” is a transitive relation that rules out such a possibility, 

and that justifies such reasoning.   

But this virtue of transitivity--which makes it such an effective and central tool of 

practical reasoning and which is, I suspect, the main reason we care so much whether the 

“all-things-considered better than” relation is transitive--is basically lost if one adopts the 

fine-grained solution to the threat of non-transitivity.  So, as we’ve seen, faced with the 

choice of hiring White, Mexican-American, and African-American, we can no longer 

consider them two at a time.  In particular, we cannot, for example, compare White with 

Mexican-American, decide that it would be better than hire White, and thus remove the 

hiring of Mexican-American from further consideration, enabling us to focus our 

attention on the narrower choice of hiring either White or African-American.  This is 

because with a fine-grained distinction among alternatives, we have to recognize that the 

hiring of White when the alternative is Mexican-American, is a different alternative than 

the hiring of White when the alternative is African-American; the hiring of Mexican-

American when the alternative is White is a different alternative than the hiring of 
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Mexican-American when the alternative is African-American; and similarly the hiring of 

African-American when the alternative is White is a different alternative than the hiring 

of African-American when the alternative is Mexican-American.   

Correspondingly, all the pairwise comparison of White and Mexican-American 

would enable us to do is remove the hiring of Mexican-American when the alternative is 

White from consideration, but it would decidedly not settle the issue of whether we 

should still, perhaps, hire Mexican-American.  After all, as we’ve seen, on the view in 

question it might remain true that we should hire Mexican-American rather than African-

American, and African-American rather than White.  Hence, our pairwise comparison of 

the different alternatives would have brought us no closer to knowing what to do if we 

faced the three alternatives.  Thus, for all we know we should still end up hiring 

Mexican-American, even if we have rightly judged that given the choice between White 

and Mexican-American it would be better than hire White. 

This points to the deepest problem about the fine-grained alternatives “solution” 

to the threat of intransitivity.  As noted, transitivity is a practically useful feature of the 

“all-things-considered better than” relation precisely because it offers us, we thought, a 

straightforward decision procedure for narrowing our options and ultimately deciding 

amongst a multitude of alternatives via a series of focused pairwise comparisons.  But, on 

the view in question, it is not clear what role, if any, pairwise comparisons would even be 

able to play in guiding our decision.  After all, by the logic of the fine-grained 

alternatives solution, we couldn’t yet rule out the hiring of White as the best alternative 

even if we knew that hiring White would be worse than hiring African-American, if those 

were the only alternatives and that hiring White would be worse than hiring Mexican-
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American, if those were the only alternatives.  This is because on this view the alternative 

of hiring White when the option is to hire either African-American or Mexican-American 

is a different alternative than both the alternative of hiring White when the alternative is 

hiring African-American and the alternative of hiring White when the alternative is hiring 

Mexican-American.  Moreover, the view recognizes that different factors may be relevant 

for assessing different alternatives.  Thus, a factor that might be relevant and significant 

and tell us to hire White when faced with both other options, might not be relevant and 

significant, and so give us no reason to hire White, when faced with either option alone. 

The depth of this problem may not be apparent when one compares a simple three 

option case, where it might seem that one could reasonably keep all of the options in 

mind simultaneously, and perhaps accurately recognize what factors are relevant when all 

three options are present.  But how are we to decide in more complicated situations, 

where we must choose between 10 options, or perhaps the 200 options that we typically 

face when reading applicants’ dossiers for a philosophy job.  On the old model, we had a 

systematic way of wading through 200 dossiers via a series of 199 pairwise comparisons.  

But this model assumed both the transitivity of the "all-things-considered better than" 

relation and a courser delineation of alternatives, according to which the nature and value 

of each alternative remained the same whatever other alternatives it was compared with.  

But on the view in question it is not clear how we should proceed.   

Must we have each alternative clearly in mind at once?  This would surely be 

practically impossible.  Must we compare each alternative with every other, and see who 

“wins” the most against each of the other alternatives?  This, too, would be practically 

impossible, requiring 19,900 separate pairwise comparisons, and for the reasons just 
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indicated it isn’t even clear that the resulting information would be relevant to the 

decision we actually face.  Moreover, what criteria will be relevant when all the 

alternatives are considered at once?  Will it be the union of all the factors that would be 

relevant if each alternative was compared separately with all the others?  Will it be the 

intersection of those factors?  Might there be entirely new factors that are relevant when a 

multitude of options are available that are irrelevant when pairwise comparisons are 

made?  And if so, how are we to recognize these, and assess their legitimacy and 

strength? 

Perhaps reasonable answers to these questions will be forthcoming.  I can’t rule 

out that possibility.  But what seems clear is that the fundamental importance of 

transitivity for practical reasoning—that it provides a straightforward, systematic, method 

of narrowing our choices and deciding on the best of our options on the basis of a series 

of pairwise comparisons, where each alternative is fixed independently of the other 

alternatives with which it is compared, and hence can be assessed, and rejected, on the 

basis of a single pairwise comparison—is lost once one adopts the fine-grained solution 

to the threat of non-transitivity.  Thus, the fine-grained solution is a way of preserving 

and defending transitivity, but at the cost of the reason transitivity is so important for 

practical reasoning.  It is a high cost, indeed. 

Let me be clear.  The advocate of the fine-grained solution is no worse off than 

someone who rejects the transitivity of the "all-things-considered better than" relation 

altogether.  Indeed, the objections I have been noting are the very objections that should 

be raised to those who advocate the latter position.  And, as it should be clear, they are 

very serious objections, and give one powerful practical reason to try to defend 
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transitivity against the various threats that might be raised against it.  But one shouldn’t 

lose sight of the reason it is so important to defend transitivity, from the standpoint of 

practical reasoning.   

Some “cures” leave a patient no better off than they would have been had they not 

been cured of their disease.  I have suggested that this is basically true of the fine-grained 

alternatives “solution” to the threat of non-transitivity.  One must seek another solution to 

that threat, if one wants both to defend transitivity, and preserve its significance for 

practical reasoning. 

7.7  “All-Things-Considered Better Than”:  The Underlying Conditions that 

Would Make it a Transitive or Non-Transitive Relation 

Combining the results of this chapter and the preceding one, we can now 

articulate the conditions under which “all-things-considered better than” will, or will not, 

be a transitive relation.  First, we know that the relation, “is all things considered better 

than,” will be transitive, if it is the natural comparative of a one-place property that 

readily admits of intensifiers.  Linguistically, “is all things considered better than” 

doesn’t sound like a natural comparative of a one-place property, but this may be an 

artifact of our language.  If we take “is all things considered better than” to be equivalent 

to “more desirable than,” then the natural candidate for the underlying one-place property 

would be desirableness.  Here, desirableness would be understood as a property of 

outcomes, and not reflect the extent to which any outcome was or was not actually 

desired by anyone.  However, we might say that there would be a correlation between the 

desirableness of an outcome and the extent to which an appropriately situated impersonal 

and impartial observer might desire that outcome. 
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Desirableness is at least a candidate for a one-place property of the sort we are 

seeking.  It seems like it would be a gradable property in the sense discussed in chapter 

Six.  Comparing it to the property of tallness, which we know is gradable, it seems 

possible we could say of an outcome that it is desirable, just as we could say of a person 

that she is tall.  It also seems that there would be a natural comparative associated with it, 

“more desirable than,” so we could say that one outcome is more desirable than another, 

just as the natural comparative associated with tallness lets us say that one person is taller 

than another.  And finally, it seems that desirableness, like tallness, admits of intensifiers, 

so we could say of an outcome that it is very desirable, just as we can say of a person that 

she is very tall. 

Thus, it seems that there could be a one-place property, desirableness, that would 

be gradable, which means that the natural comparative associated with it, “more desirable 

than,” would be a transitive relation.  So if “is all things considered better than” really 

were equivalent to “more desirable than,” then the “all-things-considered better than” 

relation would be transitive. 

But, of course, all this is merely formal word wrangling.  The substantive question 

is whether we can give an interpretation to the purported underlying one-place property, 

desirableness, such that the natural comparative of that gradable property would really 

correspond to “all-things-considered better than” as we understand that relation.  If there 

is, then it must be possible to construct a single, linear, scale, such that the degree to 

which any outcome possesses the property of desirableness can be accurately represented 

by a fixed point, or fixed set of points, on that scale.  Additionally, it must then be the 

case that how any two outcomes compare regarding the “all things considered better 
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than” relation will be accurately reflected by their comparative placements on that single, 

common, scale.   

So, one way of showing that “all-things-considered better than” is a transitive 

relation, would be to identify a given set of factors with fixed weights relative to each 

other that together constitute a meaningful and gradable one-place property of 

desirableness.  The extent to which an outcome possessed those factors would determine 

its degree of desirability, and hence its placement on a linear scale reflecting desirability.  

Most importantly, of course, it would then have to be seen that how two outcomes 

compared on the desirability scale accurately determined how they compared all things 

considered.  That is, on reflection, it would have to be agreed that the “all-things-

considered better than” relation was, in fact, the natural comparative of the underlying 

one-place gradable property of desirableness, comprised of a given set of factors with 

fixed weights relative to each other. 

By contrast, it should now be clear that “all-things-considered better than” will be 

a non-transitive relation, if different factors might be relevant and significant in 

comparing two alternatives all things considered, or if the same factors might be given 

different weights, depending on the alternatives that are being compared.  After all, how 

two outcomes compare all things considered depends on how they compare in terms of 

all of the relevant factors for making that comparison, and in terms of the relative 

significance of those factors.  But then, if different factors were relevant for comparing 

different outcomes, it could be true that even if a were better than b, and b better than c, 

in terms of the relevant factors for comparing those alternatives, a might not be better 

than c, in terms of the relevant factors for making that comparison.  Notice, further, that 
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even if there is substantial overlap in the factors for comparing alternatives, as long as 

there is some difference, intransitivity may arise.  For example, suppose that factors x and 

y are each relevant when comparing a, b, and c, but that another factor, z, is only relevant 

when comparing a and c.  Then it might be that, all things considered, a is better than b 

(because it is better taking into account all of the factors relevant for making that 

comparison, namely, x and y), and b is better than c (because it is better taking into 

account all of the factors relevant for making that comparison, again, x and y), but c is 

better than a.  This could be so, if c was sufficiently better than a regarding z, to outweigh 

the extent to which it was worse than a regarding x and y. 

 Similarly, even if the same factors are always relevant for comparing a, b, and c, 

if the significance of those factors can vary with the alternatives being compared, 

intransitivity can arise.  For example, suppose factors x and y are both relevant for 

comparing a, b, and c, but x is more significant than y when comparing a with b, and b 

with c, but less significant than y when comparing a with c.  Then it might be that, all 

things considered--that is, taking account of both the factors that are relevant to making 

each comparison and their relative significance--a is better than b, and b is better than c, 

but c is better than a.  This could be so if a were better than b, and b better than c, 

regarding x, but c were better than b, and b better than a, regarding y.7, 8   

As should be evident, our point here might have been put in terms of the proper 

scales that need to be employed to compare different outcomes.  For any three 

alternatives, a, b, and c, if it could be the case that the relevance and significance of the 

factors for comparing a and b all things considered, differ from the relevance and 

significance of the factors for comparing b with c all things considered, then in essence 
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we will ultimately be comparing a with b according to one scale, and b with c according 

to another.  From this, of course, nothing follows about how a and c would compare 

according to either scale.  Indeed, nothing follows about what scale would need to be 

employed to compare a with c all things considered, whether it might be the same scale 

as the one for comparing a with b, the same scale as the one for comparing b with c, or a 

different scale entirely.  A fortiori, knowing that a is better than b, and b better than c, 

would tell us nothing about how a and c compare all things considered.  Hence, “all-

things-considered better than” would be a non-transitive relation. 

So, the crucial question for determining whether “all-things-considered better 

than” is a transitive or non-transitive relation is simple and straightforward.  Is there a 

given set of factors with fixed weights that ultimately determine how any two alternatives 

compare all things considered?  Or is it sometimes the case that the factors that are 

relevant and significant for comparing alternatives all things considered vary, depending 

on the alternatives being compared?  If the former, “all-things-considered better than” 

will be a transitive relation.  If the latter, a non-transitive one. 

Thinking about the problems of aggregation presented in chapters two through 

five, and the plausibility of the First Standard View, the Fourth and Fifth Standard Views, 

and View One, it appears that there are a wide-range of cases for which standard additive 

aggregationist reasoning seems plausible.  Specifically, for a host of alternatives that are 

similar to each other in terms of how the quality of individual lives would be impacted, 

we should trade off between quality and number or quality and duration both between 

lives and within lives.  However, the Second Standard View, the Third Standard View, 

and View Three also seem quite plausible, which is to say that for a wide-range of cases 
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anti-additive aggregationist reasoning seems plausible.  Specifically, for a host of 

alternatives that are significantly different from each other in terms of how the quality of 

individual lives would be impacted, it seems that we should not trade off between quality 

and number or quality and duration whether between lives or within lives.  Thus, thinking 

about the problems of aggregation discussed earlier, it appears that we do appeal to 

different criteria depending on the alternatives being compared.  If we are right to do so, 

then “all-things-considered better than” will be a non-transitive relation and hence we can 

not appeal to the transitivity of “all-things considered better than” when comparing 

outcomes.   

It remains possible that, despite their intuitive plausibility, we must ultimately 

reject either the additive aggregationist reasoning underlying the First Standard View, the 

Fourth and Fifth Standard Views, and View One, or the anti-additive aggregationist 

reasoning underlying the Second Standard View, the Third Standard View, and View 

Three.  But our discussion has revealed good reason to wonder whether the transitivity of 

the “all-things-considered better than” relation can be preserved in a practically satisfying 

way.   

For one, though it is merely suggestive, there is the general consideration that if 

three other significant normative relations may be non-transitive--the “not worse than” 

relation, the “permissibility” relation, and the “obligatoriness” relation—perhaps the “all-

things-considered better than” relation will also be non-transitive. 

For another, there is the more concrete issue of the logical relationship between 

different normative relations.  Given the relation between the right and the good, and the 

corresponding relation between the “obligatoriness” and “all-things-considered better 

 39 



than” relations—namely that each are relevant to, though not determinate of, the other—

there is good reason to believe that if, indeed, the “obligatoriness” relation is non-

transitive, then the “all-things-considered better than” relation will be as well.  This is 

because, as we saw, in general, if there are two relations, R and R’, related in such a way 

that other things equal if aRb then aR’b, then if R is non-transitive R’ will also be non-

transitive.   

Now many people are willing to grant that the “obligatoriness” relation could be 

non-transitive.  In particular, it seems perfectly plausible that the factors that are relevant 

and significant for determining whether we ought to do one of two alternatives could vary 

with the particular alternatives being compared.  But if this is so, and if, indeed, whether 

or not one acts rightly or wrongly is itself relevant to the goodness or desirably of the 

outcome of which it is a part, then, a fortiori, the factors that are relevant and significant 

for comparing alternatives all things considered could vary with the particular 

alternatives being compared.  Thus, given the relationship between obligatoriness and the 

“all-things-considered better than” relation, there is good reason to believe that the non-

transitivity of the “obligatoriness” relation will be inherited by the “all-things-considered 

better than” relation. 

To be sure, despite its intuitive plausibility, I acknowledged that one could defend 

the transitivity of the “obligatoriness” relation, and hence also of the “all-things-

considered better than” relation, by adopting a fine-grained approach to individuating 

alternatives.  But we saw that such a move would preserve transitivity only at the cost of 

undermining its practical significance.  I believe that this cost is so high, that one must 

seek another “solution” to the threat of non-transitivity. 
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Next, we might focus on the logical relation between the “not worse than” and 

“all-things-considered better than” relations.  Though Broome and Parfit both have 

doubts about whether “all-things-considered better than” could be non-transitive, both 

have argued that “not worse than” is non-transitive.  But when one examines the diagram 

Broome offers to illuminate his position, and the examples and considerations he and 

Parfit adduce in support of their claim, it seems clear that the gist of their view is that 

among alternatives that were sufficiently similar in certain respects to allow us to 

determine how they compare, all things considered, there might be certain differences 

that would require us to use different scales depending on which particular alternatives 

were being compared.  So, for example, we saw that we might be able to rank all 

applicants for a fellowship vis a vis each other, but that we might need to use one scale to 

compare two poets with each other, and another to compare a poet with a novelist.  

Similarly, while we might be able to compare different kinds of careers, we might need 

one scale to compare two legal careers, and a different one to compare a legal career with 

an academic one.  

But “not worse than” is a relation that purportedly indicates how two alternatives 

compare all things considered.  So it appears that Broome and Parfit have both given us a 

model for comparing alternatives according to which the factors that were relevant and 

significant for determining how alternatives compared all things considered might depend 

on the alternatives being compared.  As noted, a factor relevant to our ranking of two 

poets, or two legal careers, might not be relevant to, or might have a different weight, 

when comparing a poet with a novelist, or a legal career with an academic one.  But once 

one accepts this model, there seems little reason to believe that its implications will only 
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extend so far as to the “not worse than” relation.  To the contrary, as we have seen, once 

one recognized that different factors may be relevant and significant for comparing two 

outcomes, depending on the alternatives being considered, then there is every reason to 

believe that the “all-things-considered better than” relation itself will be non-transitive.  

After all, on such a view it certainly could be that a is better than, and not merely “not 

worse than,” b, in terms of the factors relevant and significant for making that 

comparison, and b is better than, and not merely “not worse than,” c, in terms of the 

factors relevant and significant for making that comparison, and yet we’d have no basis 

for saying how a compared to c all things considered.  It appears, then, that the model and 

reasoning that underlie Broome and Parfit’s claims about “not worse than,” also apply to 

the “all-things-considered better than” relation.  If one accepts that “not worse than” is 

not a transitive relation, for the reasons suggested by Broome and Parfit’s claims, one 

should also accept that the “all-things-considered better than” relation is non-transitive. 

Return to the kinds of examples discussed in chapters two through five.   

Many people think there is something fishy about my examples, because they trade on 

the fact that an illness like very severe depression is a very different kind of condition 

than a condition of merely being “pretty down” once a month, or on the fact that the pain 

of intense torture seems to be of an entirely different kind than the mild discomfort of a 

mosquito bite.  This is why, they claim, that no number of people being “down” 

occasionally, or months of having one extra mosquito bite, could outweigh someone 

having a lifetime of severe depression, or undergoing a significant period of intense 

torture.  This observation is, I think, revealing.  But it does not undermine my argument, 

rather it illuminates it. 
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 If we grant the claim in question, then the spectrums from severe depression to 

being “down,” and from intense torture to a mosquito bite, would exemplify the fact that 

together a sufficient number of differences in degree can sometimes amount to a 

difference in kind.  But then, it shouldn't be surprising that transitivity fails along this 

spectrum, since the relevant factors for comparing alternatives that merely differ in 

degree, may differ from those for comparing alternatives that differ in kind; or, at least, 

the relative significance of factors relevant for comparing alternatives that merely differ 

in degree, may differ from the relative significance of those factors for comparing 

alternatives that differ in kind.  Correspondingly, as we have just seen, if there is a 

continuum from A to Y, such that A and B, B and C, ..., and X and Y, merely differ in 

degree, while A and Y differ in kind, then there may be good reasons for ranking A better 

than B, B better than C, C better than D, and so on, yet for not ranking A better than Y.  

After all, the relevant factors, or the significance of those factors, for comparing "distant" 

alternatives A and Y, may differ from the relevant factors, or the significance of those 

factors, for comparing the intervening "adjacent" alternatives.   

 In comparing pains that merely differ in degree, duration clearly plays a 

significant role.  This is why we think a shorter intense pain might clearly be better than a 

much longer less intense pain.  But in comparing pains that differ in kind, duration seems 

to play a very different role.  In comparison with torture of sufficient duration, a 

mosquito bite’s duration basically doesn't matter.  So, a factor that is clearly relevant and 

significant in comparing some outcomes seems not relevant--or at least to have a very 

different significance--in comparing different outcomes.  Thus, transitivity would 

seemingly fail for reasons that are clear, straightforward, and perfectly appropriate.  
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But notice, we don’t actually have to hold the extreme view that the opposing 

ends of my spectrums are of entirely different kinds in order to maintain our position.  It 

is enough if, following Broome and Parfit, we recognize that alternatives can vary in 

degrees of similarity and dissimilarity, and that the relevant and significant factors for 

comparing largely similar alternatives may differ from those for comparing largely 

dissimilar alternatives. 

When I consider alternatives involving illness or pains that are different, but still 

quite similar, it is like considering two poets for a fellowship, or two legal careers for a 

way of life.  Given the close similarity between the different alternatives, I’ll compare 

them on the basis of a certain set of relevant factors that will correspond to a given scale 

that measures such factors.  But when I consider alternatives involving illnesses or pains 

that are quite dissimilar—indeed, as far apart as a lifetime of very severe depression 

versus being pretty “down” once a month, or a lifetime including a significant period of 

torture versus one extra mosquito bite a month—while I can still compare such 

alternatives, I may have to invoke different criteria, or give my criteria different weight, 

just as I have to invoke different criteria when I compare a poet with a novelist, or a legal 

career with an academic one.  Surely, if there is reason to believe that the factors that are 

relevant and significant for comparing a poet with a novelist might be different from 

those for comparing two poets, it is reasonable to believe that the factors that are relevant 

and significant for comparing very severe depression with occasionally being “down” 

might be different from those for comparing two depressions which are different, but of 

the same order of magnitude.   
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On reflection, then, the same kinds of considerations that support the limited, 

though plausible, conclusion that “not worse than” is non-transitive, also support the 

stronger conclusion that “all-things-considered better than” is non-transitive.  Ultimately, 

I submit, the two positions stand, or fall, together.   

Let me next revisit a natural response to these considerations, briefly alluded to 

earlier.  One might argue that there is no issue of non-transitivity in some of these various 

relations.  Instead, there is merely a confusion, or ambiguity of terms that needs to be 

sorted out, and once it is sorted out it will be clear that rather than a failure of transitivity 

in these cases, we merely have a set of instances where transitivity doesn’t apply. 

 For example, it might be argued that we must distinguish different senses of all-

things-considered better than.  Sometimes when we say that “a is better than b,” we mean 

that “a is better than b in terms of both quality and quantity of pleasure or pain.”  We 

might call this the “all-things-considered better than1”, or P1, relation.  There will be a 

scale ranking all alternatives according to P1, and P1 will be a perfectly transitive 

relation.  On the other hand, sometimes when we say that “a is better than b,” all we 

actually mean is something like “a is significantly better than b in terms of the quality of 

pleasure or pain.”  We might call this the “all-things-considered better than2”, or P2, 

relation.  Again, there will be a scale ranking all alternatives according to P2, and P2 will 

be a perfectly transitive relation.  On this view, it is a mistake to think that all-things-

considered better than might be a non-transitive relation.  There are just two distinct all-

things-considered better than relations, P1 and P2, both of which are perfectly transitive.  

But, unfortunately, we use the same words, “all-things-considered better than,” to express 

each relation, so we are sometimes confused as to what we are actually claiming.  If we 
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were sufficiently careful and precise, we would see that chapter two through five’s 

apparent counterexamples to the transitivity of the “all-things-considered better than” 

relation are all simple instances where we rightly observe that aP1b, and bP1c, but cP2a.  

This, of course, is not a counterexample to transitivity, but an instance where the notion 

of transitivity fails to apply.    

If this strategy worked, it might be similarly applied to Parfit and Broome’s 

claims about the non-transitivity of “not worse than.”  Thus, it might be argued that we 

must be careful to distinguish between different senses of “attractive fellowship 

candidate” or “attractive career.”  So, for example, there might be “attractive career1,” 

corresponding to a relation R1, which would apply the criteria relevant for comparing 

legal careers, and “attractive career2”, corresponding to a relation R2, which would apply 

the criteria relevant for comparing white collar careers (including both legal and 

academic), and there would be no instance of non-transitivity.  R1 and R2 might both be 

perfectly transitive, and in essence our conviction that “not worse than” is non-transitive 

would have arisen from our failure to recognize that we were shifting criteria in making 

different comparisons.  In fact, we would simply be judging, correctly, that in comparing 

one legal career with an academic career, aR1b, in comparing that same academic career 

with a different legal career, bR1c, and in comparing the two legal careers with each 

other cR2a.  As before, there would be no failure of transitivity involved in such 

judgments, just an instance where the notion of transitivity failed to apply.    

There are two responses to be made to such a move.  First, it is dubious that we 

are actually just confusing different senses of our notions.  For example, Parfit and 

Broome might deny that they are confusing “attractive career1” with “attractive career2” 
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in claiming that “not worse than” is non-transitive.  Instead, they might assert that they 

are employing a single sense of “attractive career” in making their claims, a sense 

according to which the relative attractiveness of two careers is determined by comparing 

them directly in terms of all of the factors that are relevant and significant to choosing 

between them.  This sense of “attractive career” might be perfectly clear and 

unambiguous, and if one supposes that it is correlated with the relation R, then as long as 

it could be the case that different factors could be relevant and significant for comparing 

careers, depending on the alternatives involved, it could be the case that R will be non-

transitive.    

Clearly, similar claims might be made regarding the “all-things-considered better 

than” relation.  One might deny that we are confused about two different senses of the 

words  “all-things-considered better than”.  Rather, it might be claimed, we are using a 

single, unambiguous sense, according to which, roughly, a is better than b if and only if, 

given all of the factors that are relevant and significant for choosing between them, there 

is most reason to choose a rather than b from an impersonal impartial perspective.  As 

we’ve seen, this notion of all-things-considered better than will be non-transitive, as long 

as it could be the case that the factors that are relevant and significant for comparing two 

alternatives can vary depending on the alternatives being compared. 

I think, then, that we should reject the notion that there must be a confusion of 

different senses underlying the claims that “not worse than” or “all-things-considered 

better than” are non-transitive.  But I grant that we might accept the prescriptive 

recommendation that we not use such notions.  Certainly, we could dispense with such 

notions, and focus merely on the underlying relations that they express.  If we did this, 

 47 



our examples would no longer raise worries about transitivity, as we’d simply have a host 

of cases where aR1b, and bR1c, but cR2a.  But, as should be evident by now, while such 

a move would ensure that the notions we are allow ourselves to employ when comparing 

alternatives are all transitive, it would do nothing to alleviate the deep worries raised by 

the examples.  If we really think that from the impersonal impartial perspective R1 is the 

relevant relation in terms of which to compare a and b, and also b and c, but that R2 is the 

relevant relation in terms of which to compare a and c, then we are no better off 

practically than if there were a non-transitive all-things-considered better than relation 

ranking a, b, and c.  As should be clear by now, this would be another case where a 

perfectly transitive set of relations might give rise to a money-pump situation.  More 

importantly, this would be a case where knowing how a compared to b, and b compared 

to c, would be of no use to us in determining how a compared to c.  In particular, though 

we might know that aR1b, and bR1c, and so could correctly infer that aR1c, this 

information would be irrelevant to knowing how a compares to c all things considered.  

After all, we would still need to know how a and c compared in terms of the factors 

relevant to making that comparison, namely those relevant to R2.   

 I have argued that if the relevant and significant factors for comparing two 

alternatives, can vary depending on the alternatives being compared, then the all-things-

considered better than relation will be non-transitive.  But let now me now qualify that 

claim.  If one assumes that the factors that are relevant and significant for comparing a 

with b, will depend solely on features of a and b, and the relations between them, then my 

claim will stand.  However, if one believes that how two situations a and b compare all 

things considered can also depend on features of other alternatives, including, perhaps, 
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how a or b might compare with other alternatives besides each other, there is a possibility 

that the all-things-considered better than relation will be non-transitive even though the 

factors that may be relevant and significant for comparing a with b directly, may differ 

from those that would be relevant and significant for comparing other alternatives 

directly.  This is an important position, that I will return to later.  Unfortunately, as we 

will see, this possible way of preserving the transitivity of the “all-things-considered 

better than” relation also has significant practical costs; costs comparable to those of 

forsaking transitivity itself. 

 Finally, let me conclude this section by emphasizing the fact that the transitivity 

or non-transitivity of the “all-things-considered better than” relation will be correlated 

with two entirely different ways of thinking about the assessment of outcomes.  On one 

way, each outcome is composed of a multitude of features.  Together, these features and 

the relations between them will determine the value of that outcome from an impersonal 

and impartial perspective.  This value, which could be accurately represented on a linear 

scale measuring the value of outcomes, is fixed solely by the impartial internal features of 

that outcome, and will be unchanged as long as the impartial internal features of the 

outcome are themselves unchanged.  This value has a special significance—it is, as it 

were, the real value or true value of the outcome.  Correspondingly, this value will be the 

key feature determining how the outcome compares to other outcomes, whose values will 

likewise be determined solely by their impartial internal features and also be accurately 

representable on the same linear scale.  Clearly, on this way of thinking about the 

assessment of outcomes the factors that are relevant and significant for determining the 
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value of an outcome will not vary depending on the alternative with which the outcome is 

compared, and the “all-things-considered better than” relation will be transitive. 

On the other way of thinking about the assessment of outcomes, though each 

outcome is composed of a multitude of features, the value of an outcome depends not 

merely on those features, and the relations between them, but also on the relations 

between those features and the features of other outcomes with which they might be 

compared.  On this view, though one might be able to determine the value of an outcome 

considered by itself, that value will have no special primacy or normative significance.  

On this view the factors that are relevant and significant for determining the value of an 

outcome will vary depending on the alternatives with which it is compared, so that the 

value of an outcome x might be n, when considered by itself, o, when its alternative is y, 

p, when its alternatives are y and z, and so on.  On this view there is no single fact of the 

matter representing how valuable an outcome really is.  But, importantly, this does not, 

yet, imply that values are relative, subjective, humanly determined, or anything of this 

sort.  On this view, values may still be objective, in that it may be an objective fact that 

x’s value is n when considered by itself, o when its alternative is y, and so on.  As we 

have seen, on this way of thinking about the value of outcomes the “all-things-considered 

better than” relation may be non-transitive.  And even if transitivity can be defended—for 

example, by appeal to a fine-grained individuation of alternatives—the practical 

significance of transitivity may have been lost. 

Clearly, it is of the utmost consequence for practical reasoning which, if either, of 

these ways of understanding the value of outcomes is correct.  But so far I have mainly 

tried to clarify the different positions, illustrate some of the relevant considerations to 
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deciding between them, and illuminate some of what is at stake in the issue.  I shall return 

to this important topic in chapters p and q.  

7.8  Summary of Chapter Seven 

In this chapter, I began by presenting Frances Kamm’s argument for the view that 

the “permissibility” relation is non-transitive.  We saw that it might be permissible to do a 

self-interested action, SI, rather than an act of supererogation, S, permissible to do an act 

of supererogation, S, rather than one’s duty, D, but not be permissible to do a self-

interested act, SI, rather than one’s duty, D.  In analyzing the situation, Kamm rightly 

noted that different factors are relevant to the permissibility of an action, depending not 

only on the nature of the action itself, but on its alternatives, and that this accounted for 

the non-transitivity of the “permissibility” relation.  Though her example of intransitivity 

is compelling, and her analysis of its basis instructive, I pointed out that Kamm’s 

example of non-transitivity depends on our considering the alternatives two at a time.  

The non-transitivity disappears if all of the alternatives are considered at once.  In 

addition, I noted that Kamm’s example does not involve cycling, or instability, of the sort 

that lead many to worry about intransitivity.  Finally, I suggested that Kamm’s result is 

not surprising, in that transitivity is typically a property of orderings, that tells us how 

alternatives can be consistently ranked relative to each other.  But the claim that it is 

permissible to do A rather than B, does not reflect a ranking of A relative to B, but 

merely the fact that there is no moral prohibition against doing A when the alternative is 

B.   

I next discussed the “moral obligatoriness” relation.  Using the example of 

affirmative action for illustrative purposes, I suggested that the “obligatoriness” relation 
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may be non-transitive, for the same reason that the “not worse than” and “permissibility” 

relations are non-transitive: namely, that the relevant and significant factors for 

determining whether I ought to do a given action, can vary depending on the alternative 

actions with which it is compared.  I noted that the intransitivity of the “obligatoriness” 

relation may seem more troubling than the intransitivity of the “permissibility” relation, 

in that the former intransitivity, unlike the latter, may not only arise when pairwise 

comparisons are made separately, but may persist, when all three alternatives are offered 

simultaneously.  In particular, I suggested that a situation involving intransitive moral 

obligations, where it seems we ought to do a rather than b, b rather than c, and c rather 

than a, may seem analogous to cases of so-called moral blind alleys.  Faced with such 

alternatives it may seem that no matter what we do there will be an important sense in 

which we will have acted wrongly, since in making that choice we declined to do another 

available choice that seems morally superior, or morally required.   

Again employing an example involving affirmative action, I then showed that the 

non-transitivity of the “obligatoriness” relation raises the possibility of a multi-person 

money pump, and that this is so even if one believes that the non-transitivity only arises 

when separate pairwise comparisons are made.  Specifically, we saw that under certain 

conditions three people, each of whom, individually, have perfectly coherent and rational 

preferences, might be collectively money-pumped, due to a series of pairwise decisions 

that each, in turn, might rationally confront.   

Many people believe that the “obligatoriness” relation could be intransitive, but 

not the “all-things-considered better than” relation.  While such a view is coherent, I 

argued that it is dubious.  Specifically, I argued that there is good reason to regard the 
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right as relevant to, though not determinate of, the good, such that acting rightly is, itself, 

a good-making feature, and acting wrongly, itself, a bad-making feature of the outcomes 

of which they are a part.  Thus, for example, if there are reasons that would make it right 

for me to save your life, then in saving your life it is not merely good that your life has 

been preserved, it is, in addition, good that I have responded appropriately to the reasons 

that there are for saving your life.  Given this, and the corresponding claim that if doing 

A is morally obligatory then doing A will be a good-making feature of the outcome in 

which it occurs, I argued that the intransitivity of the “obligatoriness” relation would, in 

all likelihood, be inherited by the “all-things-considered better than” relation.  I suggested 

that this is a particular instance of an important, and more general, truth:  that if an 

important aspect of a moral notion is non-transitive, the notion itself is likely to be non-

transitive.  More precisely, I claimed that if there is a relation R that is relevant to another 

relation R’, such that how two alternatives compare regarding R will generally be 

relevant to how they compare regarding R’, then, typically, if R is non-transitive, R’ will 

be as well.   

Using the affirmative action example we saw that if, in fact, “obligatoriness” is 

intransitive, and if, in fact, whether or not one acts rightly is relevant to, even if not 

determinate of, the comparative goodness of the outcomes of which they are a part, then 

both the “equally as good as” and “all-things-considered better than” relations would be 

intransitive.   

I next considered an important response to the claim that “obligatoriness” is a 

non-transitive relation.  Specifically, I pointed out that if one adopted a fine-grained 

individuation of the different alternatives in my examples, it would follow that instead of 
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having offered examples where transitivity fails, I would merely have offered some 

examples where the notion of transitivity doesn’t even apply. 

I acknowledged that such a move might enable one to defend transitivity as a 

technical feature of certain relations, including, presumably, the “obligatoriness” and 

“all-things-considered better than” relations.  But I argued that on such a view the 

practical significance of transitivity will be largely lost.  For one thing, on such a view 

individuals could still be money pumped, even if they had perfectly transitive 

preferences.  Moreover, the move to a fine-grained individuation of outcomes would be 

of no help guiding us if we find ourselves facing a money-pump situation, and must 

decide which of our rationally defensible comparative judgments we should reject, or 

refuse to act in accordance with. 

More importantly, I argued that the fundamental importance of transitivity for 

practical reasoning will be lost if one adopts the fine-grained solution to the threat of 

transitivity.  Specifically, on such a view one will no longer be able to straightforwardly 

and systematically narrow one’s choices from an array of alternatives, by simply focusing 

on two alternatives at a time and rejecting the worse of any two alternatives on the basis 

of a single pairwise comparison.  I acknowledged that the advocate of the fine-grained 

“solution” to the problem of transitivity would be no worse off in this respect than 

someone who rejects transitivity entirely.  Still, I suggested that the possibility of being 

able to reason in the manner suggested is ultimately what makes transitivity so valuable, 

so that one must seek another “solution” to the threat of intransitivity, if one wants to 

preserve its significance for practical reasoning.    
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Finally, drawing on chapter Six, as well the rest of this chapter, I considered the 

underlying conditions that would make the "all-things-considered better than" relation “ 

transitive or not.  I noted that “all-things-considered better than” will be a transitive 

relation if it is the natural comparative of an underlying one-place gradable property, call 

it the property of desirability, comprised of a given set of factors with fixed weights 

relative to each other.  In that event there would be a linear scale measuring desirability, 

the extent to which an outcome possessed the relevant factors would determine its degree 

of desirability and hence its placement on such a scale, and how two outcomes compared 

on the desirability scale would accurately determine how they compared all things 

considered. 

By contrast, “all-things-considered better than” will be a non-transitive relation if 

different factors might be relevant and significant in comparing different alternatives all 

things considered, or if at least one of the factors that is relevant for comparing 

alternatives might be given different weight depending on the alternatives being 

compared.  If this is the case there will not be a single linear scale of desirableness on 

which all alternatives might be ranked, and compared all things considered.  Rather, there 

will, in essence, be different scales, such that how a compares to b all things considered 

will reflect their relative placement on one scale measuring the factors that are relevant 

and significant for making that comparison, how b compares to c all things considered 

may reflect their relative placement on a different scale measuring the factors that are 

relevant and significant for making that comparison, and hence nothing will following 

about how a compares to c.  Indeed, not only is such information insufficient to tell us 

how a and c compare regarding the first scale, or the second scale, but it may be that a 
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and c need to be compared in terms of some third scale entirely.  This would be so, of 

course, if the factors that are relevant and significant for comparing a with c, differ from 

those that are relevant and significant for comparing a with b and b with c.   

The different views about additive aggregation presented in chapters two through 

five imply that the second view holds for the “all-things-considered better than” relation.  

Hence, as we noted in those chapters, unless some of those views are rejected, the "all-

things-considered better than" relation will be nontransitive.  But by now, I suggested, the 

transitivity of the "all-things-considered better than" relation may not seem so unlikely.  

After all, most people seem willing to grant that three other significant normative 

relations may be non-transitive—the “not worse than” relation, the “permissibility” 

relation, and the “obligatoriness” relation.  So perhaps the “all-things-considered better 

than” relation might be as well.  Indeed, as seen, given the relation between the right and 

the good, and the corresponding relation between obligatoriness and permissibility, it 

seems the intransitivity of the “obligatoriness” relation would be inherited by the 

“permissibility” relation.  Moreover, a close examination of the “not worse than” relation 

suggests that the underlying conditions that account for the intransitivity of that relation 

would also account for the intransitivity of the “all-things-considered better than” 

relation.   

I further noted that if we think that tiny differences in degree can amount to a 

difference in kind, then we might well expect intransitivity among different alternatives 

on a spectrum.  After all, we might think that the alternatives that were “near” each other 

on the spectrum merely differed in degree, while those that were at opposite ends of the 

spectrum might differ in kind, and that the factors that were relevant and significant for 
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comparing alternatives that merely differed in degree might be different from those that 

were relevant and significant for comparing alternatives that differed in kind.  But 

furthermore, even if we thought that all of the alternatives on a spectrum were of the 

same kind, we might think that the differences between alternatives that were “near” each 

other on the spectrum were sufficiently great in comparison with the differences that 

were far apart on a spectrum, so that different factors might be relevant, or significant, for 

comparing the different kinds of alternatives.  So, if it seems reasonable to think that 

different factors might come into play, or be given different weight, when comparing a 

poet with a novelist than when comparing two poets, it seems perfectly reasonable to 

think that different factors might come into play, or be given different weight, when 

comparing illnesses or pains with different orders of magnitude, than when comparing 

illnesses or pains of the same order of magnitude.   

I next considered whether we could explain away apparent counterexamples to 

the transitivity of the "all-things-considered better than" relation as resting on a confusion 

between different senses of all-things-considered better than.  On this view, my examples 

would involve different relations of “all-things-considered better than”, P1 and P2, and 

the notion of transitivity wouldn’t even apply.  In response, I suggested that it is dubious 

that my examples actually invoke different senses of “all-things-considered better than”.  

There seems to be a single straightforward sense, according to which how two 

alternatives compare all things considered depends on how they compare in terms of all 

of the relevant and significant factors for choosing between them, from a certain 

impersonal impartial perspective.  But it appears that different factors can be relevant, or 

have different significance, for making such comparisons, depending on the alternatives 

 57 



being compared, and this is why the relation in question is intransitive.  Moreover, I 

suggested that even if the move in question preserves transitivity, it does nothing to 

alleviate the deep worries raised by my examples.  If different factors can be relevant and 

significant for making different comparisons, then whether we think there is one relation 

of “all-things-considered better than”, P, or several, P1 and P2, knowing how one 

alternative compares to a second, and how the second compares to a third, may be of no 

help in knowing how the first compares to the third, and that is what we would like, 

practically, for transitivity to give us.   

Finally, I noted that the transitivity or intransitivity of the "all-things-considered 

better than" relation will be correlated with two entirely different ways of thinking about 

the assessment of outcomes.  On one, there is a single “real” or “true” value of an 

outcome is fixed solely by the outcome’s impartial internal features.  This value will be 

unchanged as long as the impartial internal features are themselves unchanged, and hence 

entirely unaffected by any alternatives with which the outcome is compared.  On the 

other, there is no single fact of the matter regarding how valuable an outcome is, rather, 

there are a plurality of such facts, as the value of an outcome depends not merely on its 

impartial internal features, but also on the relations between those features and the 

features of other outcomes with which it is compared.  Thus, it might be that an outcome 

has one value when considered by itself, another value when compared with a given 

alternative, and yet another value when compared with another alternative or set of 

alternatives.   

As should be evident, the preceding views reflect very different models for 

thinking about the value of outcomes, and they have radically different implications.  We 
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shall explore these different models further in later chapters.  As will be clear, each of 

these models has great plausibility and significant advantages.  Unfortunately, each has 

significant disadvantages, as well. 

 

 

 

 

 

 

 

 

 

 

 

 
1  In "Supererogation and Obligation," Journal of Philosophy 82, (1985):  118-38. 

2  Technically, an ordering obtains for any set that is ranked according to a transitive relation, R; that is, for 

all members of the set, x, y, and z, if xRy, and yRz, then xRz.  R is a ranking relation for the set if and only 

if R is transitive.  So, technically, any relation that is intransitive is not a ranking relation, and does not 

yield an ordering of the set to which it applies.  Thus, transitivity is a property of orderings or rankings, and 

intransitivity is not.  (I mention these facts, because although the following discussion does not require a 

technical interpretation of the notion of ranking, someone unaware of them may find the following 

needlessly confusing.)  Incidentally, a ranking relation may be complete--if for all members of the set either 

xRy, or yRx, or both; or incomplete--if some members of the set are not rankable vis-à-vis each other; that 

is, if for some members of the set, x and y, neither xRy nor yRx.  If R is complete, it yields a complete 

ordering of the set; if R is incomplete, it yields a partial or quasi-ordering.    
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3  I owe this parent/offspring example to an unpublished note which Ronald Dworkin sent to Parfit, and 

which Parfit showed me after reading an early draft of this work.  Frances Myrna Kamm presents two 

similar examples on page 137 of "Supererogation and Obligation," Journal of Philosophy 82, no. 3, 1985. 

4   I base this claim on many discussions I have had with him about this topic over the years.  But perhaps 

note that he has said this about “better than” officially remaining agnostic about this possibility for “all-

things-considered better than.” 

5  Insert appropriate cite to “What We Owe to Others.” 

6   Cite to Broome.  Both to his book, and to his original rejoinder to my earliest arguments on this topic, in 

correspondence, many years ago. 

7  I shall spare the reader further details of this example.  I trust it is clear how the example should be filled 

out given the relevant assumptions. 

8  Ironically, one astute reader for Philosophy and Public Affairs worries about my schematic explanation 

of intransitivity because it seemingly works a bit too well.  If my explanation is correct, the reader 

observes, then it should be easy to generate many instances of uncontroversial intransitivities that fit the 

pattern I have suggested, yet I don't supply such examples.  Also, the reader notes that "if this explanation 

is accepted, it no longer seems so clear why intransitivity should seem troubling in the way that it does."   

 Let me briefly respond.  First, from the fact there their may be some cases of intransitivity that fit 

the pattern, it doesn't follow that there must be many such cases or that they should be readily apparent.  

The circumstances that render different factors relevant, or of varying significance, for comparing different 

alternatives may be rare, subtle, or obscure.  Having said that, however, I think one can generate a fair 

number of intransitivities that fit my pattern.  I did not do so in this paper, mainly, because I thought it 

would be best to carefully present and examine perhaps the single strongest example; partly, because doing 

so adequately would have significantly lengthened an already long paper; and also, because I present a 

number of other examples elsewhere.  Some of these are already in print (see my "Intransitivity" and my 

"Weighing Goods"), others will appear shortly (see my contribution to Well-Being and Morality:  Essays in 

Honour of James Griffin, eds. Roger Crisp and Brad Hooker, to be published by Oxford University Press).   

 Also, I agree that once my explanation is accepted, it is no longer clear why the intransitivity of 

"all things considered better than" should seem so puzzling.  And I am pleased to report that many readers 
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of my work on intransitivity no longer find the idea puzzling.  Still, ultimately my explanation relies on a 

conception of moral ideals (an essentially comparative view) that is opposed by an alternative conception 

(an intrinsic aspect view) that is natural, plausible, and extremely powerful.  Since the alternative 

conception is widely held, and entails that "all things considered better than" must be transitive, this helps 

to explain why most people initially find my claims about intransitivity perplexing, and why it may take a 

while to convince some people that they should accept my explanation.  (See "Intransitivity".)  Finally, 

even if one accepts my account of intransitivity--so that the notion is no longer difficult to understand--

there remain reasons of the sort noted in sections 2 and 7 to find the issue deeply troubling.  This may help 

account for the negative reaction most have to the claim that "all things considered better than" may be 

intransitive.              


