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Exploring Transitivity 

Part I 

 In chapters two through five, I illustrated a deep tension between certain widely-

held views about aggregation, an empirical premise, and the assumption that the “all-

things-considered better than” relation is transitive.  I subjected the First Standard View, 

the Fourth and Fifth Standard Views, and View One to some scrutiny, and claimed that it 

would be difficult to reject such views.  Thus, so far, at least, it appears that additive 

aggregationist reasoning is plausible for a wide-range of cases, such that often, in 

comparing alternatives, both between lives and within lives, we should trade-off between 

quality and number, or quality and duration.  Likewise, I subjected the Second Standard 

View, the Third Standard View, and View Three to some scrutiny, and claimed that it 

would also be difficult to reject such views.  Hence, so far, at least, it appears that anti-

additive aggregationist reasoning is also plausible for a wide-range of cases, such that 

often, in comparing alternatives, both between lives and within lives, we should not 

trade-off between quality and number, or quality and duration.  As for the empirical 

premise, I expressed my conviction that it would be extremely difficult to refute.  To this 

point, I have not subjected the transitivity of the “all-things-considered better than” 

relation to scrutiny.  Together, this chapter and the following one aim to rectify that. 

Most people assume the transitivity of the “all-things-considered better than” 

relation.  Indeed, many believe that the “all-things-considered better than” relation must 

be transitive, and couldn’t imagine how it could be otherwise.  I believe that the truth in 



this area is exceedingly complex, and will only be determined after much careful 

argument and thought.   

Before considering the transitivity of the “all-things-considered better than” 

relation directly, it will be helpful to look at different examples of relations that are, or 

are not, transitive.  Doing this will illuminate the nature and foundation of transitive 

relations, and help clarify the conditions that would have to obtain for “all-things-

considered better than” to be a non-transitive relation.  It will also be useful to explore the 

notions of incommensurability, rough comparability, and the non-transitivity of the “not 

worse than” relation.  In addition, I shall discuss the so-called money pump, and the 

importance of global and strategic reasoning as a practical response to money pump 

situations that do not arise from intransitive preferences.   

In the following chapter I shall continue the exploration of transitivity by 

assessing the nature of two other normative relations, the permissibility relation “is 

permissible to do rather than,” and the obligatoriness relation “ought to be done rather 

than.”  I shall then, finally, identify the factors that ultimately determine whether or not 

“all-things-considered better than” is, in fact, a transitive relation.  

6.1  Transitive and Non-transitive Relations 

Recall that transitivity is a property of relations.  Specifically, a relation, R, is 

transitive, if and only if whenever a stands in relation R to b, and b stands in relation R to 

c, then a must, necessarily, stand in relation R to c.  We can represent this by saying that 

R is a transitive relation if and only if for all a, b, and c, if aRb and bRc, then necessarily 

aRc.   
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Taller than is a classic example of a transitive relation, since for any three people, 

a, b, and c, if a is taller than b, and b is taller than c, a must be taller than c.  Being the 

father of is a classic example of a non-transitive relation, since if a is the father of b, and 

b is the father of c, it is not necessary that a is the father of c.  Indeed, in the real world, if 

a is the father of b, and b the father of c, then a will be the grandfather of c, but can’t be 

the father of c.  Consider the relation, L, “is in love with.”  It might be true that dad is in 

love with mom, mom in love with son, and dad also in love with son.  So, in fact, dLm, 

mLs, and dLs.  Even so, the relation L is not a transitive relation, since the fact that a is in 

love with b, and b is in love with c, does not entail that a is in love with c.  Clearly, Sam 

may be in love with Ann, and Ann in love with Jim, without it necessarily being the case 

that Sam is in love with Jim.  Indeed, Sam may hate Jim, his successful rival for Ann’s 

affection. 

Can we say more about the circumstances, or underlying conditions, that account 

for when a relation will or will not be transitive?  We can.  Though here, as elsewhere, 

we must proceed carefully.   

Paradigmatic examples of transitive relations are comparative relations, like "is 

bigger than," "is heavier than," "is taller than," and "is faster than."  Correspondingly, a 

first guess might be that all, and only, “…er than” relations are transitive.  But this will 

not do.   

Consider first the identity relation, I, “is identical to.”  Identity is a transitive 

relation, since for all a, b, and c, if aIb (a is identical to b), and bIc, then necessarily aIc.  

The sameness relation, S, “is the same with respect to property p as” is likewise a 

transitive relation, since for all a, b, and c, if aSb and bSc, then necessarily aSc.  On a 
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straight horizontal line, in a Euclidean plane, the right of relation, “is to the right of,” is 

also a transitive relation, since for all a, b, and c, if a is to the right of b, and b is to the 

right of c, then a must be to the right of c.  But the identity, sameness, and right of 

relations are not “…er than” relations.  Clearly, then, it is not only “…er than” relations 

that are transitive. 

But perhaps it remains true that all “…er than” relations are transitive?  

Unfortunately, this is trickier to assess.  Consider the following example.  Let us define 

the relation “larger than” as follows: for any two people, a and b, a is larger than b if a is 

heavier than b or if a is taller than b.  Clearly, so defined, a might be larger than b, 

because heavier, and b might be larger than c, because taller, yet a might not be larger 

than c, as c might be both heavier and taller than a.  So, it appears that one could have a 

“…er than” relation that is not transitive.   

Now it might be argued that, as defined, “larger than” is an incoherent notion 

(henceforth, I shall assume, but generally omit, the qualification “as defined”).  But is it?  

It seems well-defined, at least in the sense that for any two people it tells you whether the 

one is larger than the other or vice versa.  Of course, the relation “larger than” violates 

transitivity, but lots of relations violate transitivity, and that doesn’t make them 

incoherent.  Similarly, “larger than” allows for the possibility that a might be larger than 

b, yet b larger than a.  And, admittedly, this sounds odd, since for most familiar “…er 

than” relations it would be impossible for both a to stand in that relation to b, and for b to 

stand in that relation to a.  So, for example it couldn’t be true both that a is taller, or 

faster, than b, and that b is taller, or faster, than a.  But this just shows that “larger than” 

isn’t like other, more familiar, “…er than” relations, not that it is incoherent.  After all, 
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lots of relations have the property that for some, but not all, a and b, aRb and bRa.  We 

might call such relations sometimes symmetrical, in contrast to those (fully) symmetrical 

relations, R, where for all a and b, if aRb then bRa.  

Consider the fondness relation, “is fond of.”  Like “larger than,” “is fond of” is a 

non-transitive relation, since it might well be the case that a is fond of b, and b is fond of 

c, yet a isn’t fond of c.  Also like “larger than,” it is sometimes true that a is fond of b, but 

b isn’t fond of a, and sometimes true that a is fond of b and b is fond of a.  But surely 

there is nothing incoherent about the fondness relation.  Correspondingly, one can’t 

conclude that “larger than” is incoherent on the basis of the claim that it is both 

intransitive and sometimes symmetrical.   

One might claim that “larger than” is a useless concept; that there would never be 

any reason to invoke such a concept.  But this is an empirical claim that could be false.  

There might be certain roles for which, other things equal, a casting director would want 

to hire the larger of two actors, in that for any two actors it wouldn’t particularly matter if 

they hired the taller actor or the heavier actor, but it would matter if they hired an actor 

who was both shorter and lighter than his competitor.  Similarly, a wealthy person might 

leave his entire fortune to a certain cause on the condition that one person is larger than 

another, and here it might be crucially important that the condition of the will is 

satisfiable in either of the two ways allowed by the larger than relation.  Of course, I am 

not claiming that we couldn’t dispense with the terminology of “larger than” as I’ve 

defined it.  Clearly we could.  Nor am I denying that there might be other, much more 

useful and intuitively satisfying, conceptions of “larger than” than the one I have 

proposed.  There are.  But the fact that “larger than,” as defined, is not an especially 
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useful or intuitive concept is not enough to render it incoherent, and if it is coherent, then 

it appears there could be a “…er than” relation that is not transitive, and that is the issue 

currently under consideration.   

Next, one might argue that “larger than” is a suspect relation, in that it is clearly a 

human construction that combines two natural relations, “heavier than” and “taller than.”  

But I suspect that many “…er than” relations are human “constructions” that perhaps 

track certain natural relations, and that that isn’t sufficient to render them suspect or 

incoherent.  For example, the relation “wiser than” may be “constructed” out of a 

combination of relations including “smarter than,” “more judicious,” and “more 

experienced,” such that a’s being wiser than b is a complicated function, determined by 

humans, of how a and b compare in terms of intelligence, judgment, and experience.   

Finally, one might press the preceding point in another way.  Granting that in 

some sense “larger than” and “wiser than” are both human constructions, one might 

nevertheless insist that the way “heavier than” and “taller than” combine to form the 

relation “larger than” is distinctly different than the way “smarter than,” “more 

judicious,” and “more experienced,” combine to form the relation “wiser than.”  

Correspondingly, one might contend that in the relevant sense “larger than” is an 

artificial—mere-Cambridge or grue-like—relation which should be dismissed, whereas 

“wiser than” is a “natural” relation to which we can rightly appeal.  This claim is hard to 

assess.  It has some intuitive appeal, and if it could be defended it might show that “larger 

than,” as I defined it, is not a genuine counterexample to the claim that all natural “…er 

than” relations are transitive.  But the artificial/natural distinction is notoriously difficult 
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to defend, and even if it could be defended other counterexamples to the claim in 

question might still be possible. 

Leaving open, for now, the question of whether some “…er than” relations are 

both coherent and non-transitive, let us consider further whether there is something 

shared by those “…er than” relations that are transitive that might illuminate the ultimate 

grounds of transitivity when it obtains.   

Consider the sentences “John is big,” “John is heavy,” “John is tall,” and “John is 

fast.”  In these sentences, “big,” “heavy,” “tall,” and “fast” are each one-place properties 

that are ascribed to John.  More importantly, for our purposes, linguists have claimed that 

such properties are gradable, and that gradability is correlated with transitivity.1  

According to linguists, there are two main tests for whether a property is gradable.  First, 

is there a natural comparative associated with it; that is, can one naturally and intelligibly 

move from “P is x” to “P is xer than Q” or to “P is more x than Q.”  Second, can one 

naturally and intelligibly attach intensifiers to the property; that is, could one easily move 

from “P is x” to “P is very x,” or “P is very very x,” or “P is extremely x.”  One can see, 

then, that “big” is a gradable property, since one can naturally and intelligibly move from 

“P is big” to “P is bigger than Q,” and also to “P is very big” or “P is extremely big.”  

Similarly for “is heavy,” “is tall,” and “is fast.”  

Since "is bigger than," "is heavier than," "is taller than," and "is faster than" are 

paradigmatic instances of transitive relations, and each are correlated with gradable 

properties, one might wonder whether gradability underlies transitivity, and if so, whether 

this can give us further insight into the nature and grounds of transitive relations.  Let us 

consider this next. 
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The first point to note is that gradability is not a necessary condition of 

transitivity.  This is easily seen by considering the same examples as undermined the 

hypothesis that all transitive relations are “…er than” relations.  Identity is not a gradable 

concept.  One cannot naturally and intelligibly move from “a is identical” to “a is more 

identical than b” or “a is identicaler than b.”  So, there is no natural comparative 

associated with identity, as there is with tallness.  Similarly, one cannot naturally and 

intelligibly attach intensifiers to identity claims.  That is, it doesn’t make sense to say that 

“a is very identical” or “a is extremely identical with b.”  Identity is an all or nothing 

notion.  It doesn’t admit of degrees.  So, two things are either identical or they are not; 

they are never very identical, or extremely identical.   

Analogous remarks apply to the sameness relation, discussed above, “is the same 

with respect to property p as,” as well as the right of relation, discussed above, “is to the 

right of,” on a straight horizontal line in a Euclidian plane.  Neither sameness nor being to 

the right of has a natural comparative associated with it, and neither is naturally modified 

by intensifiers. 

As noted previously, identity, sameness, and being to the right of are all transitive 

relations.  It follows that gradability is not a necessary condition for transitivity.   

Is it sufficient?  At first blush, it may appear not.  Consider, for example, the 

notion of nearness.  “Near” appears to be a gradable notion.  After all, it appears to have a 

natural comparative associated with it, “nearer,” and one can readily attach intensifiers to 

it.  Thus, along with “P is near” one can naturally and intelligibly have “P is nearer than 

Q,” and also “P is very near” or “P is extremely near.”  But clearly “being near to” is not 

a transitive relation.  After all, it could be that a is near to b, and b is near to c, yet a is not 
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near to c.  It would appear, then, that “near” is a gradable notion that is non-transitive, 

and hence that gradability is not a sufficient condition for transitivity. 

The appearance here is deceiving.  One can speak of something being tall (or tall 

for its kind), as tallness is a one-place property.  But one cannot speak of something being 

near (or near for its kind).  Nearness is not a one-place property, it is a two-place relation.  

So, for something to be near, there must always be something else to which it is near.  

This is important.  I can say that a is near b.  In addition, I can modify that with an 

intensifier, and say that a is very near b.  But I cannot simply and naturally claim that a is 

nearer than b, in the way that I can simply and naturally claim that a is taller than b.  The 

claim that a is nearer than b only makes sense relative to another location.  Thus, when 

coherent, the claim that a is nearer than b, always implies that there is some location, L, 

to which a is nearer than b.   

On reflection, then, the comparative “nearer than” is always elliptical for the 

fuller expression, “nearer to L than,” and this is the natural comparative of “near to L,” 

not the natural comparative of “near,” simpliciter.  Like tall, “near to L” is a one-place 

property, and unlike “near,” “nearer to L than” is a transitive relation, since if a is nearer 

to L than b, and b is nearer to L than c, then a must be nearer to L than c.  Thus, it turns 

out that there is not a natural comparative associated with “near,” though there is a 

natural comparative associated with “near to L.”  Correspondingly, “near” is not 

gradable, though “near to L” is.  Hence, we do not have a counterexample to the claim 

that gradability is a sufficient condition for transitivity. 

The connection between gradability and transitivity can be illuminated another 

way.  It turns out that a property is gradable in the sense defined above, when and only 
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when, one can construct a single linear scale for that property such that each point, or 

range of points, on the scale would represent the amount or degree to which any object 

possessed the property in question.   So, for example, there will be separate scales for the 

gradable properties of bigness, heaviness, tallness, and fastness, ranging from zero to 

infinity, such that any object that possesses the properties in question, to any degree, can 

be represented by a particular point, or range, on the relevant scale that would accurately 

reflect the amount or degree to which the object possessed the property.  Naturally, such 

representations would guarantee and preserve transitivity, since if one representation is a 

lower point, or range of points, on the scale than another, which in turn is a lower point, 

or range of points, than a third, the first representation will necessarily be a lower point, 

or range of points, than the third.   

For example, objects weighing 25, 40, and 50 pounds, respectively, would be 

represented on the heaviness scale by particular fixed points reflecting how heavy each 

was.  The lightest object would be represented by a point closer to the low end of the 

scale than the others, and the heaviest object would be represented by a point closer to the 

high end.  Since there is but a single scale for heaviness, and the particular 

representations of each object remain fixed on that scale independently of what 

alternatives might be compared, it follows that if the representations of the first and 

second objects accurately reflect the fact that the second is heavier than the first, and the 

representations of the second and third objects accurately reflect the fact that the third is 

heavier than the second, then necessarily the representations of the first and third objects 

will accurately reflect the fact that the third is heavier than the first, as transitivity entails. 
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In sum, for any property that is gradable in the sense defined above—that is, it has 

a natural comparative associated with it and readily admits of intensifiers—one can 

construct a single linear scale, such that the amount or degree to which any object 

possesses that property can be accurately represented by a point, or set of points, on that 

scale.  From this it follows that the natural comparatives of all gradable properties are 

transitive. 

Return, now, to the non-transitive property of nearness.  As noted above, “is near 

to” is not a one-place property, it is a two-place relation.  Given this, one cannot construct 

a single linear scale of nearness, as one can of tallness, and place objects on that scale to 

reflect the degree to which they are “near.”  Instead, one has to construct multiple scales.  

One can have a scale reflecting nearness to b.  And another reflecting nearness to c.  And 

so on.   If a is near b, there will be a point on the nearness to b scale accurately reflecting 

a’s distance from b.  And similarly, if b is near c, there will be a point on the nearness to c 

scale accurately reflecting b’s distance from c.  But one could be fully appraised of these 

two scales, and the positions of the different points on them, and still have no basis to 

judge whether a is near c.  To answer that question, one would need further information. 

One would need to know where a is located on the nearness to c scale, and there is simply 

no way of deriving that information from the information we have regarding the other 

two scales.  This is why “is near to” is not a transitive relation.  There is no common 

scale on which all measurements of nearness can be put.  To know whether a is near to c, 

we have to look at that comparison directly, it isn’t enough to know whether a is near to 

b, and b is near to c.   
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Contrast the relation “is near to,” with the relation “nearer to L than.”  As noted 

above, “nearer to L than” is a transitive relation.  But notice, there is a single, common, 

linear scale of nearness to L which can be used to represent the extent to which any 

object is near to L.  That is, for any three objects, a, b, and c, there will be a point on the 

nearness to L scale representing how near a is to L, and other points representing how 

near b and c are to L, respectively.  Since each object will be represented by a single, 

unchanging, point, on the scale, if the location of the points representing a and b’s 

nearness to L reflect the fact that a is nearer to L than b, and the location of the points 

representing b and c’s nearness to L reflect the fact that b is nearer to L than c, then the 

location of the points representing a and c’s nearness to L will, necessarily, reflect the 

fact that a is nearer to L than c.   

We see, then, that the fact that there is no gradable property underlying the two-

place relation “is near to,” while there is a gradable property underlying the two-place 

relation “is nearer to L than,” namely the one-place property “is near to L,” means that 

there is not a single, linear scale which could be used to represent an object’s degree of 

“nearness” whereas there is one which could be used to represent an object’s degree of 

“nearness to L.”  This difference helps illuminate why the relation “is near to” is not, 

while the relation “is nearer to L than” is, transitive. 

Return next to my previously discussed example of the non-transitive relation 

“larger than,” where “a is larger than b” was understood to mean that a is heavier than b 

or that a is taller than b.  Clearly, there is no single, common, linear scale whose points 

would accurately represent the degree to which someone was “large.”  Rather, to 

compare any two people, a and b, one would need to consult two scales to determine if 
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either, or both, were larger than the other.  Correspondingly, to know that a is larger than 

c, it would not be enough to know that a is larger than b, and b larger than c.  One would 

have to compare a and c directly, in terms of how they compare on the different scales.  

For, as we’ve seen above, a might be larger than b because heavier, and b larger than c 

because taller, and yet a might not be larger than c, because a might be both lighter and 

shorter than c.   

Let us sum up our results so far.  Some one-place properties are gradable.  A 

gradable property has a natural comparative associated with it, and can have intensifiers 

naturally attached to it.  If a one-place property is gradable, then objects can be ranked in 

terms of that property on a single, linear, scale such that each object will be associated 

with a fixed point, or range of points, on the scale, that accurately reflects the degree or 

amount of the property possessed by the object.  The natural comparative associated with 

a gradable property will be transitive.  So there is a connection between gradability, the 

possibility of ranking objects on a single linear scale in terms of the degree to which they 

possess a gradable property, and transitivity. 

Correspondingly, if there is a relation, K, such that the comparison of different 

alternatives with respect to K cannot always be determined by referring to a single linear 

scale that ranks alternatives with respect to K, K may be a non-transitive relation.  This is 

the case with the two-place relation “is near to.”  It is also the case with my defined 

notion of “larger than,” which I contended is a coherent notion, but which I also admitted 

may be an “artificial” notion of limited practical use. 
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Finally, we saw that some relations, like identity, sameness, and rightness are 

transitive, though they are not “…er than” relations, and there is no gradable property 

associated with them.   

6.2  Incommensurability 

 It is often claimed of two objects, or concepts, that they are incommensurable.  

Oddly, it is often remarked, of two objects that are supposedly incommensurable that 

comparing them would be like comparing apples and oranges.  But apples and oranges 

are comparable, in many respects and many contexts.  They are comparable in terms of 

size, weight, nutritional value, and so on.  For any particular individual, they are also 

comparable in taste, desirability, and so on.  More generally, most claims of 

incommensurability are greatly exaggerated or outright mistaken.  When, for example, it 

is claimed that God’s intelligence is incommensurable with ours, that is almost certainly 

mistaken.  The two are comparable; Hers is vastly superior to ours, indeed infinitely 

superior.   

Often the claim that two objects are incommensurable just amounts to the claim 

that they are not precisely comparable.  We shall discuss this further soon, but 

comparability does not require precision.  It might be that we can certainly compare two 

objects, and rightly rank one as superior to another, even if we cannot say precisely how 

much greater the one is than the other, and even if this is not due to any ignorance on our 

part, but to the fact there is no precise fact of the matter as to how much greater the one 

is.   

I’m not sure if there are ever cases when two objects, or entities, are completely 

incommensurable, in all contexts.  Consider, for example, two concepts which some 
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people might claim are incommensurable:  justice and the number two.  Assuming that 

justice is relevant to our moral deliberations, but the number two is not, while the number 

two is relevant to our mathematical manipulations while justice is not, might one not 

reasonably contend that justice is better than the number two—because relevant—for the 

purposes of moral deliberation, while the number two is better than justice—because 

relevant—for the purposes of mathematical manipulation?  And isn’t this enough to show 

that there are at least some contexts where even such diverse “entities” as justice and the 

number two are comparable?   

 But perhaps not.  It might be claimed that for two entities to be truly comparable 

it is not enough that one is relevant for a certain purpose and the second irrelevant.  

Rather, it might be contended, in claiming that one “entity” is better than another for a 

certain purpose, it has to at least make sense to ask the extent to which the one is better.  

Could it be the case, for example, that the one is twice as good as the other, or n units 

better, or anywhere from just a little better to vastly better?  Here, it might be claimed, it 

makes no sense to say that justice is twice as good as the number two for the purposes of 

moral deliberation, or n units better, or vastly better rather than only moderately better.  

Hence, it might be urged, there is no real comparison being made here, there is just a 

taxonomic division of “entities” into two completely disjoint sets, which stand in the all 

or nothing relations of being relevant or not relevant for a particular purpose. 

 My aim here is not to settle the issue in question.  Nor do I have anything novel 

or significant to contribute to the debate about incommensurability.  But it is, I think, 

worth reflecting on the thinking which underlies the claims that two concepts, or 

“entities” are incommensurable.  Rightly or not, those who believe that the number two is 
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incommensurable with the ideal of justice, believe that the two cannot be put on a 

common scale.  More specifically, they believe that there is no intelligible, linear, scale 

measuring the degree to which something possesses a given property or properties, such 

that there is a point, or set of points, on that scale accurately representing the number two, 

and another point, or set of points, accurately representing justice, such that the relation 

between those points, or sets of points, accurately reflects the way the number two, and 

justice, compare with respect to the property or properties in question.   

Why might someone hold such a view?  They might believe that numbers are 

different kinds of things than moral ideals, that the nature of numbers is so radically 

different than the nature of moral ideals, that there are simply no genuinely significant 

properties or characteristics that they share in common, such that they might be 

meaningfully compared in terms of those characteristics or properties.  In other words, 

those who believe that numbers and moral ideals are completely incommensurable, 

believe that the factors that are relevant and significant for identifying and evaluating 

numbers differ from those that are relevant and significant for identifying and evaluating 

moral ideals.  This explains why there is no common scale for the two different kinds of 

things, and why there is no basis for comparisons between them.  Correspondingly, 

knowing how two numbers compare, and knowing how two moral ideals compare, would 

tell us nothing about how the numbers compare to the ideals.  It would, for example, be 

utterly absurd to claim that the best ideal was better than the lowest number, or that the 

greatest number was better than the least valuable ideal.  Likewise, it would be equally 

absurd to claim that the best ideal was greater than the lowest number, or that the greatest 

number was greater than the least valuable ideal.  Nor is there any other respect in which 
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they might be meaningfully compared.  This is, to repeat, for the fundamental reason that 

the factors that are relevant and significant for assessing numbers are different from those 

that are relevant and significant for assessing ideals.  Thus, the evaluative categories that 

apply to numbers are different than the evaluative categories that apply to ideals, and 

there is no basis for evaluatively comparing numbers with ideals. 

Let me stress that the preceding is not offered as a defense of the claim that 

numbers and moral ideals are completely incommensurable.  Rather, it is intended to 

illuminate the thinking of those who believe that there are cases of complete 

incommensurability.   

In at least some cases of complete incommensurability, if there are any, we would 

have radically different categories of entities.  So, it might be claimed, numbers are 

numbers, ideals are ideals, and nothing is both a number and an ideal. 

But often we have disparate categories, subject to different standards of 

evaluation, where a single entity might be a member of both categories.  There is nothing 

mysterious about this.  John might belong to the categories of human, husband, father, 

philosopher, tennis player, and people over 5’ tall.  Clearly, the factors that are relevant 

and significant for identifying and evaluating husbands are different from those that are 

relevant and significant for identifying and evaluating tennis players.  So, John might be a 

great husband but poor tennis player, and vice versa.   

Suppose we know that Tim is a better tennis player than John, and that John is a 

better husband than Ted, what does that tell us about how Tim and Ted compare?  

Nothing!  Why not?  Because the factors that are relevant and significant for comparing 

tennis players are different from those that are relevant and significant for comparing 
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husbands.  By hypothesis, Tim ranks higher on the tennis playing ability scale than John, 

and John ranks higher on the good husband scale than Ted.  But though John appears on 

both scales, this give us no basis for comparing Tim and Ted in terms of tennis ability, 

their goodness as husbands, or anything else.  To know how Tim and Ted compare in 

terms of tennis playing ability we’d have to compare them in terms of the factors that are 

relevant and significant for making that comparison, and this would involve determining 

where Ted ranks on the tennis playing ability scale.  To know how Tim and Ted compare 

in terms of being good husbands we’d have to compare them in terms of the factors that 

are relevant and significant for making that comparison, and this would involve 

determining where Tim ranks on the good husband scale.  In both cases, the fact that John 

is a better husband than Ted, but a worse tennis player than Tim is irrelevant. 

Suppose someone claimed that since we know Tim is better than John, and John 

better than Ted, we do know that Tim is better than Ted, by transitivity.  In this case, such 

a claim would seem to evidence a gross misunderstanding of the concept of transitivity.  

Transitivity obtains for any relation R, such that if aRb, and bRc, then necessarily aRc, 

but transitivity does not apply where different relations, R, are invoked.  Specifically, as 

we have just seen, if the factors that are relevant and significant for comparing people in 

terms of R1, are different than the factors that are relevant and significant for comparing 

people in terms of R2, then from the fact that aR1b and bR2c, nothing follows about how 

a and c compare, with respect to R1 or R2.  Moreover, importantly, this would not be a 

failure of transitivity, rather it would be a case where transitivity simply didn’t apply.   

In the preceding example, there isn’t a single better than relation, B, such that 

TimBJohn, and JohnBTed, such that necessarily TimBTed.   Rather, there are two 
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distinct relations:  better than with respect to tennis playing ability, Bt, and better than 

with respect to being a good husband, Bh.  It is not surprising, then, that although 

TimBtJohn, and JohnBhTed, nothing follows about how Tim compares to Ted, either 

with respect to tennis playing ability or being a good husband.  Thus, as seen, transitivity 

simply doesn’t apply in such scenarios.  It only applies to comparisons involving single 

two-place relations, not to comparisons involving two or more distinct two-place 

relations.   

But now suppose there is a third relation, Bn, such that aBnb if and only if either 

aBtb or aBhb.  Clearly, TimBnJohn, since TimBtJohn.  Also, JohnBnTed, since 

JohnBhTed.  But it doesn’t follow that TimBnTed, since it might be that neither 

TimBtTed nor that TimBhTed.  In this case it would be a mistake to claim that 

transitivity doesn’t apply to the relation Bn.  Bn is, in the relevant sense, a single two-

place relation, hence it makes perfect sense to ask whether Bn is a transitive relation.  

And since there can be some alternatives a, b, and c, such that aBnb and bBnc, but not 

aBnc, there is a straightforward answer.  Like the relations “is fond of,” “is near to,” and 

“is the father of,” Bn is not a transitive relation.   

Our previously defined notion of “is larger than” fits precisely this model.  We 

said that a is larger than b, aLb, if and only if either a is heavier than b, aHb, or a is taller 

than b, aTb.  Certainly, we can intelligibly ask if the relation “is larger than,” so 

understood, is transitive.  That is, since L is a single two-place relation, we can 

reasonably consider whether it is transitive.  But, as we’ve seen, for perfectly clear 

reasons, it is not.  This is because it could be the case that aLb, because aHb, and bLc, 

because bTc, yet it is not the case that aLc, because it might be that both cHa and cTa.     
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The preceding is important.  In one sense, Bn is a non-transitive relation for the 

very same reason that transitivity fails to apply across comparisons involving different 

relations.  But we should distinguish between those cases where transitivity simply fails 

to apply, from those cases where a relation R is non-transitive, for underlying reasons that 

mirror those cases in which transitivity doesn’t apply.  If the factors that are relevant and 

significant for comparing two alternatives with respect to a given relation R can vary 

depending on the alternatives being compared—so, for example, a will stand in the 

relation R to b if it stands in the relation R1 to b, and b will stand in the relation R to c if 

it stands in the relation R2 to c, where R1 and R2 are distinct relations—then  R will be a 

non-transitive relation.  But if we simply compare one set of alternatives in terms of one 

relation, R1, and another set of alternatives in terms of a second relation, R2, there is no 

single relation R to be judged transitive or non-transitive, hence the notion of transitivity 

doesn’t even apply to such comparisons.  

The preceding considerations support the following general conclusions.  For any 

three alternatives, a, b, and c, there will be a transitive relation R in terms of which they 

can be compared if there is a common linear scale on which each of the alternatives can 

be ranked, where this will be the case whenever R is the natural comparative of a 

gradable one-place property that a, b, and c each possess to a certain extent.  On the other 

hand, for any three alternatives, a, b, and c, if two of the alternatives are compared in 

terms of a relation, R1, based on their rankings on one scale, while other alternatives are 

compared in terms of a different relation, R2, based on their rankings on another scale, 

transitivity will not apply to the resulting set of pairwise rankings.  If, however, there 

were a relation, R, such that the comparison of certain alternatives with respect to R 
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depended on how those alternatives ranked on one scale, while the comparison of other 

alternatives with respect to R depended on how those alternatives ranked on a different 

scale, then R would be a non-transitive relation.  Ultimately, this will be so if the relevant 

and significant factors for making one of the pairwise comparisons with respect to R 

differs from the relevant and significant factors for making any of the other pairwise 

comparisons with respect to R. 

 

6.3  Rough Comparability 

Some people distinguish between the notions of full comparability and rough 

comparability.  A notion admits of full comparability, if for any two entities, a and b, that 

can be compared in terms of that notion, a is better than b, b is better than a, or a and b 

are exactly equal.  A notion admits of rough comparability if there is a fourth category 

reflecting how two alternatives compare in terms of the notion in question, the category 

of “not worse than,” where this category is distinct from the other three categories of 

better than, worse than, or exactly equal. 

The notion of full comparability is a familiar one, and easily demonstrated.  

Tallness is supposed to be an example of a notion that is fully comparable.  There are, of 

course, some objects that cannot be compared in terms of tallness, because the concept of 

tallness does not apply to them.  So, for example, it isn’t true that the number two is taller 

than the ideal of justice, or that the ideal of justice is taller than the number two, or that 

they are equally tall.  Still, for any two objects, a and b, to which the concept of tallness 

does apply, a is taller than b, or b is taller than a, or a and b are equally tall. 
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The notion of rough comparability is much less familiar.  Parfit presents and 

motivates this notion in an important passage that is worth quoting in full.  He writes: 

Consider three candidates for some literary prize, one Novelist and 

two Poets.  We might claim, of the Novelist and the first Poet, that neither 

is worse than the other.  This would not be claiming that these two cannot 

be compared.  It would be asserting rough comparability.  There are many 

poets who would be worse candidates than this Novelist, and many 

novelists that would be worse candidates than the First Poet.  We are 

claiming, of these two, that something important can be said about their 

respective merits.  Neither is worse than the other.  They are in the same 

league.  Suppose next that we judge the Second Poet to be slightly better 

than the first.  (When we are comparing two poets, our judgments can be 

less rough.)  Does this judgment force us to conclude either that the 

Second Poet is better than the Novelist, or that the First is worse?  It does 

not.  We can claim that, though the Second Poet is better than the First, 

neither is worse than the Novelist, who is worse than neither…. 

 Rough comparability is, in some cases, merely the result of 

ignorance.  When this is true, we believe that there is in principle precise 

or full comparability.  This would be true, when we compare the Novelist 

and either Poet, if the only possibilities are that one is better, or that both 

are exactly equally as good.  In such a case, this is not plausible.  The 

rough comparability is here intrinsic, not the result of ignorance.  Must it 

be true, of Proust or Keats, either that one was the greater writer, or that 
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both were exactly equally as great?  There could not be, even in principle, 

such precision.  But some poets are greater writers than some novelists, 

and by more or less.2 

On Parfit’s view, then, when two people are roughly comparable in some respect 

we can accurately compare them in that respect.  So it isn’t that they aren’t in fact 

comparable in that respect, or that there is no fact of the matter how they compare, or that 

while there is a fact of the matter we can’t determine what it is; rather we can say, 

accurately, that neither is worse than the other.  This is a meaningful, and important, 

direct comparison which tells us that neither is better than the other and that they are not 

exactly equally as good, rather they are roughly comparable, “in the same league,” or, as 

Ruth Chang puts it, “on a par.”3  

As Parfit explicitly acknowledges, the preceding directly implies that “when there 

is only rough comparability not worse than is not a transitive relation….  The First Poet is 

not worse than the Novelist, who is not worse than the Second Poet.  This does not force 

us to change our view that the First Poet is worse than the Second.”4  

John Broome has argued for the same position.5  Suppose one is choosing 

between two alternative career paths.  One might choose to be a lawyer, or an academic.  

He observes that while there might be some careers as a lawyer that would be clearly 

inferior to some academic careers, and vice versa, and some careers as a lawyer that 

would be clearly superior to some academic careers, and vice versa, there might be some 

careers as a lawyer that were not worse than some academic careers, where this meant 

that the different careers were in the same league, or on a par, and not that the careers 

were exactly equally as good, or that one was really somewhat better than the other, but 
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that the differences between them were so small that we either couldn’t detect them, or 

could safely ignore them in our deliberations.   

Broome offered a helpful illustration of the scenario he has in mind.  Consider 

Diagram 6.1. 

Diagram 6.1 

A1 represents a pretty good, but not outstanding, academic life.  The line, LL, containing 

L0-L3 represents a range of possible legal careers, such that each point on the scale 

represents a career that is better than those careers represented by those points to the left 

of it, but worse than those careers represented by those points to the right of it.  Thus, as 

drawn, L1 represents a legal career that is better than L0, L2 a career that is better than 

L1, and L3 a career that is better than L2.   

For Broome, Diagram 6.1 is intended to reflect the following.  Some legal careers, 

such as the one represented by L0, would clearly be worse than A1.  Perhaps L0 involves 

100 hours per week of thankless drudgery, in a high pressure environment with low pay.  

By the same token, some legal careers, such as the one represented by L3, would clearly 

be better than A1.  Perhaps L3 involves stimulating work, reasonable hours, tremendous 

pay, and an array of fantastic personal benefits.  Still, there will be some legal careers that 

are neither better nor worse than A1.  L1 and L2 are two such lives.  L1 and L2 offer an 

L1
L2

L0 

L3

LL 
P2 

P1 

A1 
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array of advantages and disadvantages that are quite different than the advantages and 

disadvantages offered by the academic life of A1, but the lives are roughly comparable.  

As indicated above, this means that those legal lives are not worse than the academic life 

of A1, and vice versa, but this does not mean that they are exactly equally as good.  

Rather they are in the same league, or on a par. 

As drawn, Diagram 6.1 is slightly misleading.  It suggests that there may be 

precise points, P1 and P2, such that every legal career represented by a point to the left of 

P1 would be worse than A1, every legal career represented by a point to the right of P2 

would be better than A1, and every legal career represented by points between P1 and P2 

would be not worse than A1.  But Broome needn’t believe that there would be such 

precise delineations.  Rather, he might believe that there would be a range of legal careers 

around P1, where it would be indeterminate whether those careers were worse or not 

worse than A1, and similarly a range of legal careers around P2, where it would be 

indeterminate whether those careers were not worse or better than A1.  But it is true that 

at some point each of the legal careers to the left of the indeterminate range around P1 

would be worse than A1, each of the careers to the right of the indeterminate range 

around P2 would be better than A1, and each of the careers between the two ranges 

would be not worse than A.  That is all Diagram 6.1 is intended to convey, along with 

fact that L0 represents a life in the worse career group, L3 a life in the better career 

group, and L1 and L2 a career in the not worse group. 

Like Parfit, Broome believes that “not worse than” is a non-transitive relation.  

His diagram reveals this, since according to the diagram, L1 is not worse than A1, and 

A1 is not worse than L2, but L1 is worse than L2.   
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Why might someone hold such a position?  Recall that when we say that a legal 

career that pays $180,000 per year might nonetheless be in the same league or on a par 

with an academic career that pays $85,000 per year, we do not mean that they are exactly 

equally as good.  Why not?  Because nobody believes that if the law firm were to pay 

$4000 pr year less the law career would then be worse than the academic career, while if 

it were to pay $4000 per year more it would then be better.  The choice between careers 

is going to largely turn on considerations of stress, freedom, personal integrity, prestige, 

location, prospects of success, love of teaching or research, and so on.  Of course, salary 

will certainly be relevant, in that the academic life might be better if the two salaries were 

equivalent, while the lawyer’s life might clearly be better if it paid $1,000,000 more per 

year.  But if one didn’t believe that one of the careers was better or worse than the other 

when the difference in salary was $95,000 per year, surely, one might think, $4000 

dollars a year more or less wouldn’t settle the issue one way or the other.  But, and this is 

the key point, $4000 dollars a year could make the difference, and rightly so, between 

two legal careers that were otherwise equivalent.  That is, if one presumed that L1 and L2 

would be the same in all other respects, but that in L1 one would make $180,000 per 

year, while in L2 one would make $184,000 dollars per year, it would make perfect sense 

to rank L2 as better than L1.  Hence, one can see why Broome and Parfit have concluded 

that “not worse than” is not a transitive relation.  On the above reasoning, it might well be 

that L1 is not worse than A1, and A1 not worse than L2, and yet L1 is worse than L2.   

Diagram 6.1 is, I think, highly illuminating.  LL is a line that represents a single, 

linear, scale ranking different legal careers.  Now Broome needn’t believe that all legal 

careers can be placed on such a scale, however, it is reasonable to believe that there could 
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be such a scale enabling us to rank many legal careers as better or worse than each other.  

But then, what Broome has recognized, and what Diagram 6.1 reveals, is that if there is a 

notion of rough comparability of the sort we have been discussing, those alternatives that 

are only roughly comparable to certain legal careers can’t be put on such a scale.  Such 

considerations suggest the following.  We might have one linear scale that would enable 

us to fully compare, in the sense of ranking as better, worse, or equal to, certain legal 

careers.  And we might have a different linear scale that would enable us to fully compare 

certain academic careers.  But then we would require a third, non-linear, scale, to 

compare certain legal careers with certain academic careers, and this scale would often 

only generate rankings of rough comparability.  Correspondingly, for all the reasons 

discussed in section 6.2, we shouldn’t expect transitivity to obtain between different 

alternatives, if they cannot all be accurately represented by points on a single, linear, 

scale. 

 In “explaining” how it can be the case that “not worse than” is not a transitive 

relation, Parfit only offers one, parenthetical, remark.  As noted above, he writes, “(When 

we are comparing two poets, our judgments can be less rough.)”  So, his claim is that we 

might only have rough comparability between the First Poet and a Novelist, and we 

might only have rough comparability between the Novelist and the Second Poet, and yet 

we might have full comparability between the First Poet and the Second, because our 

judgments between two poets “can be less rough” than our judgments between poets and 

novelists.  This, then, supposedly “explains” why not worse than may be non-transitive, 

since, by hypothesis, the First Poet is not worse than the Novelist, and the Novelist is not 

worse than the Second Poet, but it doesn’t follow that the First Poet is not worse than the 

 27 



Second.  Indeed, it might be that the First Poet is better than, worse than, or equal to the 

Second.  But what still cries out for explanation is why our judgments can be “less 

rough” when comparing two poets.   

 Parfit rests his claim on its intuitive plausibility.  But our discussion in this section 

and section 6.2 helps illuminate this issue.  Why are there different scales for comparing 

fathers than for comparing tennis players?  Because different factors are relevant and 

significant for being a good father than for being a good tennis player.  Why are there 

different scales for comparing poets than for comparing novelists, or for comparing legal 

careers than for comparing academic careers?  Because different factors can have 

different relevance and significance for being a good poet than for being a good novelist, 

or for being a desirable career as a lawyer or academic.  Furthermore, the factors that 

come into play in comparing poets with novelists, or the careers of lawyers with the 

careers of academics, can vary, and vary in their significance, than those that come into 

play when just comparing alternatives of the same type.  Thus, as we’ve seen, a factor 

that might have great significance when comparing two careers of the same kind, say, a 

salary difference of $4000, might have different significance when comparing careers of 

markedly different kinds. 

To sum up.  We have seen that transitivity obtains among alternatives that can be 

ranked on a single linear scale.  Also, that there is no reason to expect transitivity to 

obtain between alternatives that cannot be ranked on such a scale.  But the key point is 

that whether or not alternatives can be ranked on the same linear scale will depend on 

what factors are relevant and significant for comparing such factors.  If the factors for 

comparing a with b differ in their relevance and significance from those for comparing b 
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with c, or a with c, then knowing how a compares to b in terms of the factors that are 

relevant and significant for making that comparison, and knowing how b compares to c in 

terms of the factors that are relevant and significant for making that comparison, will tell 

us nothing about how a compares to c in terms of the factors that are relevant and 

significant for making that comparison.  This explains how it can be the case, and when it 

will be the case, that a relation is not transitive, or that transitivity does not even apply for 

certain sets of comparisons.  Finally, we have seen that when the alternatives being 

compared are sufficiently different, for example, in certain contexts poets are sufficiently 

different from novelists, and the careers of lawyers sufficiently different from the careers 

of academics, the factors that are relevant and significant for comparing such disparate 

alternatives may be different from those that are relevant and significant for comparing 

similar alternatives, like poets with poets, or legal careers with legal careers. 

Not everyone accepts the category of rough comparability.  Correspondingly, not 

everyone believes that “not worse than” is not a transitive relation.  My aim here has not 

been to defend this position, but to articulate it, and illustrate the reasoning underlying it.  

Even if one has doubts about the position espoused by Parfit and Broome, understanding 

why someone might think that “not worse than” is not a transitive relation helps 

illuminate the underlying conditions that determine whether a relation is ultimately 

transitive or not. 

6.4  Rational Decision Making and the Non-Transitivity of Not Worse Than 

Suppose Parfit and Broome are right that “not worse than” is not a transitive 

relation.  Specifically, suppose that as Diagram 6.1 illustrates, it could be L1 is not worse 

than A1, which is not worse than L2, but that L1 is worse than L2.  This raises a problem 
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analogous to the problem of iteration raised in section 3.5.  Specifically, it might well be 

that the result of our making a series of choices, each of which was rationally defensible, 

or perhaps even rationally required, might lead us from one alternative to another that 

was clearly inferior to it.  Let me illustrate this. 

Suppose one was given a choice between adopting one career and another that 

was clearly inferior to it, where, for the sake of the example, assume that there is a time 

delay between making one’s choice and its realization.  So, suppose one had a choice 

between L2 and L0 in Diagram 6.1, where whichever alternative one chose would be 

realized three months from now.  Clearly, one would rationally choose L2, since, by 

hypothesis, L2 is a far superior career to L0.  Next, suppose that after one has chosen L2, 

but before it is realized, one is given a further option of choosing A1.  By hypothesis, 

neither alternative is worse than the other, all things considered, so one might rationally 

choose to decide between them on the basis of a fair coin flip.   

 Next, suppose that just as one is about to flip the coin, someone offers one $2000 

to select A1.  If, as seems reasonable, one was genuinely prepared to take either A1 or L2 

on the basis of a coin flip—that is, if one might be rationally justified in accepting A1 

rather than L2 without any inducement to do so--it seems it would be perfectly rational to 

choose A1 if given $2000 to do so.  Indeed, though my argument does not depend on this, 

it might seem irrational not to take the $2000 in that case, letting the extra money one 

would thereby receive be the basis for one’s decision.   

So suppose one does so.  One then has $2000, and will realize alternative A1 in 

three months.   But now, suppose that before A1 is actually realized, one is given a 

further option of choosing L1.  Exactly similar considerations would apply to the choice 
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between A1 and L1, as previously applied to the choice between L2 and A1.  Since, by 

hypothesis, neither is worse than the other, all things considered, if given the choice 

between them one might rationally choose on the basis of a fair coin toss.   

But, then suppose, as before, that just as one is about to flip the coin, someone 

offers one $2000 to select L1.   Once again, if one was genuinely prepared to take either 

on the basis of a coin flip—that is, if one would be rationally justified in accepting L1 

rather than A1 without any inducement to do so--it seems it would be perfectly rational to 

choose L1 if given $2000 to do so.  Indeed, it might again seem irrational not to take the 

$2000 in that case letting the extra money be the basis for one’s decision (though, again, 

the argument here does not depend on this stronger claim). 

Thus, it appears that it would be rational to choose A1 rather than L2 if given 

$2000 to do so, and rational to choose L1 rather than A1 if given $2000 to do so.  But this 

means that if one makes both, perfectly rational, choices, one would end up at L1 with 

$4000 rather than L2.  But, by hypothesis, L2 is just like L1 except that it involves a 

higher salary of an extra $4000 per year.  Assuming, for simplicity, that one will hold 

one’s job for twenty years, and that one’s salary will remain constant throughout one’s 

job, then clearly, L2 is a much better alternative than L1 plus $4000, as over the course of 

one’s career one would earn an extra $80,000 in L2.  How much better of an alternative is 

L2 than L1?  We don’t need a precise answer to this question, but surely it would be 

rational to spend $6000 to be able to have the career depicted by L2 rather than the one 

depicted by L1.  Correspondingly, it would clearly be irrational to choose L1 and $4000 

over L2.  It appears, then, that this is another case where a series of rational choices might 

lead us away from a rationally superior outcome to a rationally inferior one.6   
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6.5  Rational Preferences and the Money Pump 

 Economists have long claimed that people with intransitive preferences were 

irrational.  In partial support of their claim, they noted a worry connected with the 

problem of cycling, illustrated by examples like the "money pump."  Suppose Sue has 

intransitive preferences between three outcomes, genuinely preferring A to B, and B to C, 

but C to A.  And suppose Sue starts in C.  Since, by hypothesis, Sue genuinely prefers B 

to C, presumably she would be willing to pay a small amount, say a nickel, to move to B.  

Similarly, she would also pay a small amount, say another nickel, to move from B to A.  

But then, given her intransitive preferences, Sue should also be willing to pay a nickel to 

move from A to C.  The result is that Sue might pay 15 cents to end up in the very place 

she started.  Worse yet, unless she changes her intransitive preferences--or simply refuses 

to pay even a small amount to move from one outcome to another genuinely preferred 

one--then nothing prevents Sue from "cycling," and hence being "money pumped," again 

and again, until eventually she has spent all her money only to end up where she began.   

 As indicated, economists tend to claim that people with intransitive preferences 

are irrational.  Perhaps in some sense they are right, but strictly speaking, all the money 

pump shows is that in certain circumstances it would be irrational to both retain, and 

repeatedly act on, one’s intransitive preferences.  So, for example, it is assumed that part 

of the circumstances is that people have an overarching aim that their lives go well in 

ways that would be precluded if they allowed themselves to go broke by being repeatedly 

money pumped.   

 Economists tend to assert, often derisively, that people with intransitive 

preferences ought to “get their preferences in order.”  I have some sympathy with this 
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assertion in many of the standard cases where intransitive preferences are presumed to 

obtain.  But, importantly, this because in such cases we often think that there is no fact of 

the matter about what preferences people should have.  Suppose, for example, that in fact 

Jane prefers Chocolate to Vanilla, and Vanilla to Strawberry, but Strawberry to 

Chocolate.  Here, one might claim that each of Jane’s preferences is perfectly rational, 

considered individually, but that collectively they are irrational.  Correspondingly, one 

might argue that if Jane wants to be rational she has to either refrain from acting on her 

individual preferences, or she has to change at least one of her preferences.   

 But notice, in this case it doesn’t matter which individual preference she 

changes.  More importantly, there is no rational objection to her changing any of her 

individual preferences.  So, while there is nothing irrational about Jane’s actual 

preference for Chocolate over Vanilla, there would also be nothing irrational about her 

preferring Vanilla to Chocolate.  And similarly for her other particular individual 

preferences in this case.  This is why, in such cases, it seems perfectly reasonable for 

economists and others to insist that if people want to avoid getting money pumped they 

should “get their preferences in order.”  After all, in such cases there is no rational 

objection to getting them in order in any way they’d like or any way they are able to. 

 Section 6.4 illustrates that there may be some cases where one could be “money 

pumped” which are not due to intransitive preferences.  There is no intransitivity between 

(1) starting at L2, it is rational to accept $2000 to choose A1 rather than to flip a coin 

between A1 and L2, (2) starting at A1 with $2000, it is rational to accept $2000 to choose 

L1 rather than to flip a coin between A1 and L1, and (3) starting at L1 with $4000, it is 

rational to pay $6000 to move to L2.  That is, there is simply no way of understanding the 
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three statements in terms of three distinct alternatives, a, b, and c, and a single relation, R, 

such that (1) is equivalent to the claim that aRb, (2) equivalent to the claim that bRc, and 

(3) equivalent to the claim that it is not the case that aRc.   

 Suppose, for example, that R is the “it is rational to prefer” relation, so that aRb 

means that it is rational to prefer a to b.  Then (1) tells us that it is rational to prefer (a) 

accepting $2000 to choose A1 to (b) flipping a coin between A1 and L2 when one is 

initially at L2.  (2) tells us that it is rational to prefer (c) accepting $2000 to choose L1, 

when one is initially at A1 with $2000 to (d) flipping a coin between L1 and A1 when 

one is initially at A1 with $2000.  And (3) tells us that it is rational to prefer (e) L2 less 

$6000 to (f) L1 with $4000.  Here, we simply have aRb, cRd, and eRf, where a, b, c, d, e, 

and f are all distinct alternatives.  Correspondingly, one cannot conclude that R is 

intransitive on the basis of (1), (2), and (3), nor, for that matter, is there any other basis 

for the judgment that together (1), (2), and (3) reflect, or are based on, intransitive 

preferences.    

 Yet, clearly, anyone who accepts (1), (2), and (3) can be money pumped.  After 

all, starting at L2 one would accept $2000 to move to A1, accept an additional $2000 to 

move to L1, and then pay $6000 to move to L2.  Thus, one would have suffered a net loss 

of $2000 only to end up where one started, and unless one changes one of one’s beliefs, 

and rejects at least one of (1), (2), and (3), or alternatively refuses to act on the basis of 

one of those beliefs when the relevant opportunity presents itself, nothing will prevent 

one from continually being money pumped until, as in the original money pump cases, 

one eventually ends up where one began, but broke. 
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 In the case under discussion the economist’s solution to “standard” cases where 

one might be money pumped rings hollow.  One can’t avoid being money pumped by 

“getting one’s preferences in order” for the simple reason that the possibility of being 

money pumped does not rest on the intransitivity of one’s preferences.  Rather, it rests on 

the fact that “not worse than” is not a transitive relation.  And given this fact, each of (1), 

(2), and (3) seems true.  Moreover, and more importantly, if (1), (2), and (3) are true, it is 

not up to us to change their truth value, the way it is up to us to change our preferences if 

we are able.    

 Recall the person with the intransitive preferences regarding ice cream.  As 

noted, there is nothing objectionable about her changing any of her three preferences, if 

she is able.  So, for example if she previously preferred Strawberry to Chocolate, but, to 

avoid money pumping, is now willing and able to prefer Chocolate to Strawberry, there 

would be nothing odd or irrational about her changing her preference in that manner for 

that purpose.  Contrast that case to the situation involving (1), (2), and (3).  One can’t 

simply decide to reject (3) to avoid being money pumped.  After all, (3) tells us that it is 

rational to prefer L2 less $6000 to L1 with $4000, and it really is rational to prefer L2 

less $6000 to L1 with $4000.  The truth about this claim depends upon facts about L1 and 

L2, and it is not simply up to us to change those facts.  Our rational desire to avoid being 

money pumped may give us reason to ignore the truths expressed by (1), (2), and (3), or 

to refuse to act on those truths, but it doesn’t alter the fact, assuming it is a fact, that (1), 

(2), and (3) are true, and that we have most reason, theoretically or epistemically, to 

believe them.     
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 To sum up.  In section 6.4 we saw that if Parfit and Broome are right, that “not 

worse than” is not a transitive relation, then a series of rational choices might lead one 

from a rationally superior outcome to a rationally inferior one.  In this section we saw 

how this fact could lead one to being money pumped in a way that was not merely based 

on intransitive preferences, and hence could not be avoided by simply getting one’s 

preferences in order. 

6.6  The Importance of Global and Strategic Reasoning 

 Jon Elster once characterized rationality as the ability to effectively engage in 

global reasoning.7  More specifically, Elster distinguished between organisms or systems 

that were “local optimizers,” and those that were “global optimizers.”  Focusing on 

agents, a local optimizer was someone who, when faced with a choice between two 

alternatives, always chose as if those alternatives were the only options he would ever 

have, and so he based his choice on whichever of those options would itself maximize his 

expected benefit.  A global optimizer, on the other hand, looked beyond any currently 

available options, and anticipated what other options might become available as a result 

of his choices.  Among currently available options, he then chose whichever option was 

part of the sequence of present and future options that would maximize his expected 

benefit over the course of his life.  So, in essence, the local optimizer chose among 

options as they came along, and always maximized his local, or current, state of well-

being.  Whereas the global optimizer looked ahead, and planned ahead, and made some 

choices now not merely with an eye towards other choices that would later be available, 

but with the purpose of making some choices available that would otherwise be 

unavailable, and all so as to maximize his global level of well-being.  So, the global 
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optimizer was someone who committed himself to following the path, or sequence of 

options, that would make his (expected) life, as a whole, go as well as possible.    

 Elster suggests that the crucial difference between a local optimizer, and a 

rational, global optimizer, is that the latter, but not the former, is able to take “one step 

backwards for the sake of two steps forward.”  He illustrates this idea as follows.  

Suppose one has a strong desire to see as far as possible, and is halfway up a small hill.  

Given the choice between moving further up the hill, or down the hill, the local optimizer 

will always move up the hill, as this will enable him to see further than he currently does.  

As the choice is faced repeatedly, the local optimizer will soon find himself at the top of 

the small hill, where he will remain, since any move away from the top will worsen his 

view, and hence be “locally” worse for him.  The global optimizer, on the other hand, 

takes a different perspective.  He takes a broader, long-term, global perspective.  The 

global optimizer would look around, and if he sees that there is a much taller mountain 

nearby, he will climb down the small hill, in order to then be able to climb up the much 

taller mountain.  In the short run, of course, his view will worsen, but in the long run he 

will have a much better view from the tall mountain than he ever would have had from 

the small hill.  Here, Elster suggests, the global optimizer is better able to achieve his 

aim, overall, than the local optimizer, because of his ability to take “one step backwards 

in order to take two steps forward.” 

 As noted above, the global optimizer is a planner.  He looks ahead, he 

anticipates changes in circumstances, and he takes certain steps with the aim of affecting 

the future choices that will be available to him.  Often, to do this is to engage in strategic 

planning involving others.  In chess, for example, one might move a valuable piece to a 
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vulnerable position, in hope and anticipation that one’s opponent will take the piece in 

question, so that one might then make an effective move that would otherwise not be 

available.  Similarly, to ensure that one’s life, on the whole, go as well as possible, one 

might engage in strategic planning with one’s own future self, making certain decisions 

now in anticipation of what one will later do, or want to do, or indeed to directly 

influence what one will later do or want to do. 

 Elster gives the classic example of Ulysses tying himself to the mast to 

exemplify such reasoning.  Ulysses wants to hear the Sirens’ song.  But he knows that if 

he hears the Sirens’ song he will desperately want to turn the ship towards the Sirens, 

where it will be dashed on the rocks killing him and his men.  Ulysses might avoid the 

Sirens’ island altogether, but that would require frustrating his desire to hear the Sirens’ 

song.  So he has his men tie him to the mast, instructs them to row past the island and 

ignore any orders he might issue to turn the ship, and then puts cotton in his men’s ears 

so they cannot hear the Sirens’ song.  Elster describes this as a case of precommitment.  

Anticipating an intense future desire to turn his ship towards the Sirens, but recognizing 

that acting on this desire would be worse for his life as a whole, Ulysses precommits to 

frustrating his future intense desire; in this case by literally binding himself, physically, 

so that he cannot act on his future desire.   

 Elster offers many examples of similar phenomenon.  For example, rather than 

prevent a desire from being acted upon, as Ulysses did, one might take steps to prevent a 

desire from arising in the first place.  Thus, he notes, someone who is trying to quit 

smoking, but who is unable to resist the urge to smoke once it arises, may take steps to 
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prevent the urge from arising; for example, to cross the street so as to not pass by a 

tobacco shop, or to avoid locations where smokers congregate.8   

 Here is an example from my own life.  Sometimes, when I am trying to watch 

my weight, I nevertheless get a craving for junk food.  I might think a hamburger would 

be better for me than a pizza, but a pizza would be better for me than a hamburger and 

onion rings.  One restaurant serves a very good hamburger, an excellent pizza, and 

terrific onion rings.  A second restaurant serves a decent, but certainly not excellent 

pizza.  I might go to the second restaurant.  Why?  In one sense it is clear that I have 

chosen an inferior outcome.  I would be better off going to the first restaurant and 

ordering a pizza, or better still, just ordering a hamburger.  But I know myself.  I suffer 

akrasia—weakness of the will.  I am a sucker for good onion rings, so I know that if I go 

to the first restaurant I won’t be able to help myself.  I’ll order the hamburger and onion 

rings, which will, over all, be worse for me.  So, in this case I anticipate my desires and 

weaknesses, and I plan a strategy that will be the best of my psychologically feasible 

options.  Here, in essence, I take one step backwards—settling for an option that is worse 

than two other better options that are clearly available to me—because I know that in fact 

if I don’t take that one step backwards I’ll take two step backwards—I would, in fact, 

select the option that I would most want at the time, the hamburger and onion rings, but 

that would be worse for me overall.   

 Elster may be mistaken in believing that rationality is tied to optimizing.  

Perhaps it can be rational to be a satisficer, to choose any outcome that is sufficiently 

good, even if another available option would be better.9  Elster may also be mistaken in 

assuming that the rational agent should ultimately be concern about his overall well-
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being.10  There are many goals that may be rationally defensible other than how my life, 

as a whole, fares.  Still, the general point that rationality often requires that we engage in 

global and strategic reasoning is important, and not to be lost sight of. 

 Return to the upshot of sections 6.4 and 6.5, that given the intransitivity of not 

worse than, there is a set of truths, expressed by (1), (2), and (3), such that a series of 

pairwise choices might lead one from a rationally superior outcome to a rationally 

inferior one, and, correspondingly, how this fact could lead one to being money pumped 

in a way that was not merely based on intransitive preferences.  The truth of these claims 

is compatible with recognizing that a rational agent might not allow himself to be money 

pumped.  As someone who takes a global perspective and engages in strategic reasoning, 

the rational agent could refuse to consider, and act on, the truths of (1), (2) and (3) 

separately.  For the practically rationally agent, perhaps the question is not whether each 

choice one makes is locally rational, but whether the sequence of choices one would 

make is globally rational, and then it would clearly not be practically rational to follow a 

sequence of choices that would lead one from L2 to L1 plus 4000.11 

 So, even if in fact the rational agent were only offered a series of pairwise 

comparisons one at a time, and each move, considered one at a time would be rational, 

the rational agent can take a global perspective, plan ahead, and anticipate future choices 

that he might be offered.  Doing this, he can see in advance that it would be irrational, 

giving his overarching desire not to end up in a worse place than where he began, or to be 

money pumped, to allow himself to be guided by what would be most rational 

considering each pairwise comparison separately as if those were the only choices he 

would be facing.  Correspondingly, he might find some way of precommitting himself 
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not to do so—perhaps by simply firmly resolving not to move from L2 to A1, even if 

offered $2000 to do so; or, alternatively, by allowing himself to make that move, but not 

the subsequent one.12   

 Suppose a rational agent were offered three alternatives all at once:  L2, A1 with 

$2000, or L1 with $4000.  Since L2 is just like L1, except that it involves a greater salary 

of an extra $4000 per year, it seems clear that whatever one chooses one should not select 

L1 with $4000.  That is, there appears to be overpowering reason to remove L1 with 

$4000 from consideration as long as L2 is also an option.  There is no analogous reason 

to remove L2 from consideration, or A1 with $2000 from consideration.  It seems, then, 

that given all three alternatives at once, the rational agent might choose between either L2 

or A1 and $2000.   

 The preceding suggests the following.  As someone who is capable of engaging 

in global and strategic reasoning, a rational agent should refuse to assess alternatives in 

the immediate context in which they are presented.  Instead, they should consider, and 

indeed anticipate, the larger contexts of which they may become a part.  If a rational 

agent does this, he will see that given the choice between L2, and receiving $2000 to 

move to A1, he might rationally choose the latter, but if he does, it must be with the 

precommitted understanding that he wouldn’t allow himself to make a similar choice 

between A1 with $2000 and receiving $2000 to move to L1 with $2000.  Only in this 

way, can he avoid the practically undesirable outcome of moving from a rationally 

superior outcome to a rationally inferior outcome, or of being money pumped.   

 Borrowing from Elster, we might think of accepting $2000 to move from L2 to 

A1 as a small step “forward.”  Similarly, we might think of accepting $2000 to move 
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from A1 with $2000 to L1 with $2000 as a small step forward.  But moving from L2 to 

L1 with $4000 would be a big step backward.  So here, we have a case where the 

strategic global reasoner would recognize that you have to refuse to take two small steps 

forward to avoid taking one large step backwards.  Analogously, if one began at L1, one 

might think it a small step “backward” to pay $2000 to move to A1, since, by hypothesis, 

L1 is not worse than A1.  Likewise, one might think it a small step “backward” to pay 

$2000 to move from A1 less $2000, to L2 less $2000, since again, by hypothesis, A1 less 

$2000 is not worse than L2 less $2000.  Yet, one might think it a big step forward to pay 

$4000 to move from L1 to L2.  So, here it would be practically rational to take two steps 

backward, in order to take one big step forward. 

 It appears, then, that even if “not worse than” is not a transitive relation, a 

rational agent may be able to avoid being money pumped, or moving from a rationally 

superior outcome to a rationally inferior outcome.  This will be so if she adopts certain 

strategies, such as the strategy of precommitment, recommended by a global perspective.  

However, it must be noted that sticking to one’s strategy may require one to act as if a 

certain possibility is available even if it isn’t, and won’t ever be.  So, to avoid the possible 

slide from L2 to A1 with $2000 to L1 with $4000, one might refuse to take even the first 

step, even if the second step, never, in fact, became available, or one might refuse to take 

the second step, even though the initial state of L2 might no longer be an option.  Both of 

these positions might be practically defensible, as part of one’s best, overall, global plan, 

but they are theoretically unsettling.  This is so for the same reason that it is theoretically 

unsettling to abide by a rule, as sometimes occurs when following rule-utilitarianism, 

 42 



even in those cases where doing so defeats the very purpose for which the rule was 

instituted, say, in the case of rule-utilitarianism, to maximize the good.    

 There are many tensions between practical and theoretical reasoning.  So, for 

example, while there are many practical solutions to prisoners dilemmas, none resolve the 

deep theoretical issues that prisoner’s dilemmas raise.13  It is important to recognize 

when there are practical solutions to apparent problems of rationality.  But by the same 

token, it is important to recognize that some problems of rationality are theoretical not 

practical, and others may be both theoretical and practical.  Theoretical problem

theoretical solutions, and the latter should not be conflated with any practical solutions on 

offer. 

s require 

6.7  Summary of Chapter Six 

 In this chapter, I have explored the circumstances, or underlying conditions, that 

account for when a relation will or will not be transitive.   

 Since some paradigmatic examples of transitive relations are comparative 

relations, like “is taller than,” I began by considering whether all or only “…er than” 

relations are transitive.  It was immediately seen that there are transitive relations that are 

not “…er than” relations, including, for example, the identity relation.  The more 

interesting, and tricky, question is whether there are any “…er than” relations that are not 

transitive.  We saw that it is easy to define such a relation.  For example, if one defines 

the relation “larger than” such that a is larger than b if a is heavier than b, or a is taller 

than b, then the “larger than” relation will not be transitive.  Granting that, so-defined, the 

“larger than” relation is unlike typical “…er than” relations, like “taller than,” I rejected 

the claim that one could conclude that such a notion was incoherent on the basis of its 
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being both intransitive and sometimes symmetrical.  After all, there is nothing incoherent 

about the fondness relation, “is fond of,” though it, too, is intransitive and sometimes 

symmetrical.  I also doubted whether one could dismiss such a notion on the basis of its 

being a “useless” concept, or a human “construction.”  However, I granted that one might 

be able to sustain the claim that “larger than” is an “artificial” concept, and so defend the 

claim that all “natural” “…er than” relations are transitive.  But though granting this, I 

cautioned that the artificial/natural distinction is notoriously difficult to defend.  

Ultimately, I left open the question of whether some non-artificial “…er than” relations 

are both coherent and non-transitive.  For my purposes, the point of introducing the 

notion of “larger than” was to provide one important model for when, and why, a relation 

might be non-transitive.  Clearly, a relation, R, will be non-transitive, if two or more 

distinct criteria are both relevant and sufficient for its holding.  If that happens, then it 

could be that aRb, because one of the relevant and sufficient criteria holds between a and 

b, and bRc, because a second of the relevant and sufficient criteria holds between b and c.  

In that case, nothing follows at all about whether any of the relevant and sufficient 

criteria hold between a and c, which is why R would not be a transitive relation. 

 I next considered the linguists’ claim that there is a connection between 

gradability and transitivity; where the two main tests for whether a property is gradable 

are whether there is a natural comparative associated with it—for example, whether one 

can naturally and intelligibly move from “P is x” to “P is xer than Q” or “P is more x than 

Q”—and whether one can naturally and intelligibly attach intensifiers to the property—

for example, whether one can naturally and intelligibly move from “P is x” to “P is very 

x.”  I first pointed out that gradability is not a necessary condition for transitivity, since, 
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for example, identity is not a gradable concept, yet the identity relation is transitive.  

However, I suggested that, on reflection, gradability is a sufficient condition for 

transitivity, in that for any property that is gradable, the natural comparative of that 

property will be a transitive relation.     

 I next noted that for any property that is gradable, it is possible to construct a 

single linear scale, such that the amount or degree to which any object possesses the 

property can be accurately represented by a point, or set of points, on that scale.  Hence, 

there is a connection between gradability, the possibility of ranking objects on a single 

linear scale in terms of the degree to which they possess a gradable property, and 

transitivity.  Correspondingly, I suggested that if there is a relation, K, such that the 

comparison of different alternatives with respect to K cannot be determined by referring 

to a single linear scale that ranks alternatives with respect to K, then K may be a non-

transitive relation.  I noted that this was the case with the non-transitive relation of 

nearness, and also with my defined non-transitive notion of “larger than.”   

 I next discussed the topic of incommensurability.  I suggested that people who 

believe two kinds of things are completely incommensurable might believe that their 

natures are so radically different that there are no genuinely significant properties or 

characteristics that they share in common in virtue of which they might be meaningfully 

compared.  So, for example, those who believe that numbers and moral ideals are 

completely incommensurable believe that the factors that are relevant and significant for 

identifying and evaluating numbers are completely different from the factors that are 

relevant and significant for identifying and evaluating moral ideals.  Given this, there is 
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no single, common, linear scale on which both numbers and moral ideals may be ranked, 

and in virtue of which they might be compared.   

 The topic of incommensurability is controversial.  But we don’t have to accept 

that there are entities so completely different in kind as to be incommensurable in order 

to recognize that there are many disparate categories where the factors that are relevant 

and significant for comparing members of one category are different, to at least some 

extent, than the factors that are relevant and significant for comparing members of a 

second category.  When that happens, I noted, we need different scales for ranking 

members of the different categories.  So, for example, I pointed out that the scale ranking 

people in terms of tennis playing ability will reflect the relevance of different factors and 

hence be different from the scale ranking people in terms of how good they are as 

husbands.  In this case, if one simply compared different people in terms of the different 

categories, so, for example, one determined that a was a better tennis player than b, and b 

a better husband than c, nothing would follow about how a and c compared with respect 

to tennis playing ability, being a good husband, or anything else for that matter.  In such a 

case, I noted, there would be no failure of transitivity, as a is being compared with b in 

terms of one relation, R1, b is being compared to c in terms of a different relation, R2, 

and transitivity only applies in cases where people are being compared in terms of the 

same relation, R.  

 Putting the various considerations together, I noted that a relation R could be 

intransitive for the very same reason that transitivity fails to apply across different 

relations.  That is, if there were a relation R, such that the comparison of certain 

alternatives with respect to R depended on how those alternatives ranked on one scale, 
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while the comparison of other alternatives with respect to R depended on how those 

alternatives ranked on a different scale, then R would be intransitive.  I claimed that this 

will be so whenever the factors that are relevant and significant for making one of the 

pairwise comparisons with respect to R, differ from the relevant and significant factors 

for making any of the other pairwise comparisons with respect to R.   

 I next discussed the notion of rough comparability, defended by Parfit, Broome, 

Chang, and others.  This notion, characterized by the “not worse than relation,” illustrates 

the model I have been presenting for when a relation is non-transitive.  Parfit and Broome 

believe that the “not worse than” relation is non-transitive.  They believe, for example, 

that it could be the case that one legal career is not worse than an academic career, which 

in turn is not worse than a second legal career, though the first legal career is worse than 

the second.  I suggested that underlying this position is the view that some legal careers 

might be ranked according to a single linear scale, while the academic career could not be 

put on that same scale.  So, in essence, one must rely on a different scale for comparing 

certain legal careers than for comparing a legal career with an academic career.  I 

contended that this reflects the view that the factors that are relevant when comparing 

legal careers may vary, and vary in their significance, from the factors that are relevant 

when comparing a legal career with an academic career.  My aim was not to defend the 

category of rough comparability, but to illuminate the thinking underlying it, and 

exemplify, once again, the underlying conditions that determine whether a relation is 

transitive or not. 

 I then pointed out that if Parfit and Broome are right, that “not worse than” is 

not a transitive relation, one might be led, via a set of choices each of which, individually, 
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is perfectly rational, from a rationally superior outcome to a rationally inferior outcome.  

I noted that this raised the specter that individuals might “cycle” through a series of 

choices, and be liable to being money pumped.  Moreover, I implied that this kind of 

situation was more problematic than the money pump cases usually discussed, as it was 

not open to the standard economists’ solution to money pump situations of simply getting 

one’s preferences in order.  This is so for two related reasons.  In this case, unlike the 

usual cases, the possibility of being money pumped does not rest on someone having a set 

of intransitive preferences.  Rather, it rests on several purported truths about what it is 

rational to do given certain alternatives.  Correspondingly, it is not up to us to simply 

change the truth value of what there is reason to do, the way it is up to us to change our 

preferences if we are able.   

 Finally, I discussed the importance of global and strategic reasoning as offering 

an important practical response to money pump situations that are not based on 

intransitive preferences.  Like most people, I believe that rational agents are capable of 

taking a global perspective, planning ahead, engaging in strategic reasoning, and so on, 

so as to insure that they do not allow themselves to be money pumped, or to move, over 

time, from a rationally superior alternative to a rationally inferior one.  So, following 

Elster’s observation that a rational agent is capable of taking one step backward in order 

to take two steps forward, I noted that a rational agent is similarly capable of taking two 

small steps backward in order to take one large step forward, and similarly capable of 

declining to take two small steps forward, if that is necessary to avoid taking one large 

step backward.  I suggested, however, that while global and strategic responses to such 

situations may be practically defensible, they may remain theoretically unsettling.  In 
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particular, I suggested that one should not conflate a practical solution with a theoretical 

one, in situations where a theoretical problem is posed, and for which a theoretical 

solution is desired. 
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