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Spectrum Arguments: Objections and Replies Part II 

Vagueness and Indeterminacy, Zeno’s Paradox, Heuristics and Similarity Arguments 

 In this chapter, I continue my examination of the main objections that have been 

raised to my spectrum arguments.  I begin, by considering an objection of Christopher 

Knapp’s, where he contends that my arguments can be resolved via a proper 

understanding of vagueness and indeterminacy.  I next consider an objection offered by 

Ken Binmore and Alex Voorhoeve that my arguments depend on a mistaken assumption 

underlying one of Zeno’s paradoxes.   Finally, I consider a different line of objection by 

Binmore and Voorhoeve that my arguments elicit well-known heuristics and similarity-

based reasoning schemes that lead our intuitions astray.  I argue that none of these 

objections are ultimately compelling. 

10.1  Vagueness and Indeterminacy 

 Many believe that the root of most paradoxes involving spectrums, including 

Sorites Paradoxes, lies in a failure to properly understand vagueness and indeterminacy.  

Specifically, they believe that it is because we misunderstand and misapply vague and 

indeterminate notions that we get into trouble when considering spectrums of alternatives 

involving such notions.  A fortiori, many suspect that a careful understanding of 

vagueness and indeterminacy will enable us to reject my spectrum arguments.   

I have already argued that my arguments do not rely on vague notions in the way 

that standard Sorites Paradoxes do, and hence that we cannot avoid my conclusions in the 

same way that we can those of standard Sorites Paradoxes—for example, by tightening 

up our linguistic practices to avoid using vague notions in contexts where they lead us 
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astray.  But many continue to believe that vagueness and indeterminacy must underlie my 

arguments, and an interesting argument supporting that view has been offered by 

Christopher Knapp, in “Trading Quality for Quantity.”1  Ultimately, as Knapp himself 

recognizes,2 his objection reduces to a version of the “different kinds, different criteria” 

objection that I have already discussed, and rejected, in section 9.1.  However, since 

Knapp’s argument is couched in terms of vagueness and indeterminacy, I believe that 

some are likely to find it attractive, and to assume that his objection is on the right track.  

Moreover, the details of Knapp’s objection are interesting and novel.  Accordingly, it is 

worth recapitulating Knapp’s argument, and responding to it directly.   

 Knapp agrees that we cannot accept each of chapter five’s View One, View Two, 

View Three, and the transitivity of “better than.”  And like the objections assessed in 

chapter nine, he tries to reject View One:  for any unpleasant or “negative” experience, 

no matter the intensity and duration of that experience, it would be better to have that 

experience than one that was only a “little” less intense but twice (or three or five times) 

as long.  An exposition of Knapp’s argument against View One follows; unfortunately, 

however, I must first introduce a fair bit of terminology and machinery.  

 Knapp begins by noting that there can be “both ‘quantitative’ and ‘qualitative’ 

differences in value.  When options differ only quantitatively along an evaluative 

dimension, one option simply has more of the relevant evaluative consideration than an 

alternative option; the difference between them is simply a matter of degree.  For 

instance, one life may include more creativity than another….  When options differ 

qualitatively along an evaluative dimension, on the other hand, there is a difference in 
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kind between two alternatives with respect to the evaluative consideration.  For instance, 

one life may be a happy one and another an unhappy one….”3 

 Knapp then suggests that where there are merely quantitative differences along a 

given evaluative dimension, we may allow certain trade-offs involving other evaluative 

dimensions; but when there are qualitative differences along a given evaluative 

dimension, this may block the kinds of trade-offs involving other evaluative dimensions 

that might be permissible were the differences along the original evaluative dimension 

merely quantitative.  Where certain kinds of trade-offs are blocked between two 

alternatives, because they involve qualitative differences along a particular evaluative 

dimension, Knapp calls it a qualitative barrier case.   Knapp suggests that the English 

idiom “‘I draw the line at…’ where we fill in the ellipses with a qualitatively significant 

demarcation” calls attention to the existence of qualitative barrier cases, and offers 

numerous intuitive examples.4  So, to cite just two of his examples, he writes “Many of 

us think that it is better to be less than straightforward in order to help a friend avoid a 

certain embarrassment, but ‘draw the line’ at telling an outright lie.  [Similarly, m]any of 

us might think that it is sometimes better to set aside the less beautiful of two tracts of 

land as a park if it is more accessible to … people, but we would ‘draw the line’ at setting 

aside an area so aesthetically inferior that it is ugly.”5  Knapp further adds there may be 

lexical qualitative barrier cases, where these “are cases in which trading off a qualitative 

difference in one evaluative dimension for gains in another could not make an option 

better, no matter how much gain in the other dimension is made.”6 

Unfortunately, Knapp’s terminology is not as perspicuous as one might want, and 

there are various questions that could be raised about his exposition and some of his 
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examples.  Still, looking at a key example of his will help to illuminate Knapp’s position, 

and how he intends to reject my argument. 

Knapp asks us to imagine a spectrum along the evaluative dimension of 

contentment.  He suggests that if one is content “enough” one might be happy.  But if one 

is discontented enough, one might be unhappy.  Knapp then suggests that there are mere 

quantitative differences among different states of happiness—by which he means that 

differences in happiness are merely a matter of degree—while there is a qualitative 

difference—which is to say a difference in qualitative kind—between being happy and 

being unhappy.  Armed with this, he suggests that it might be reasonable to accept a life 

where one was a bit less content, but nevertheless still happy, in exchange for making a 

substantial contribution whose impact lasted fifty years beyond one’s death.  However, it 

might not be reasonable to accept a life where one was so much less content that one 

went from being happy to being unhappy, in exchange for some amount of posthumous 

impact.  Intuitively, Knapp is trying to get us to see that where a mere difference in 

degree along some evaluative dimension exists—where in this case the dimension is one 

of contentment, and the difference in degree is marked by the fact that one would still be 

happy in either of two alternatives—it could make sense to trade-off losses along that 

dimension for gains of a certain sort along another evaluative dimension, in this case 

posthumous influence.  But where there would be a difference in kind along some 

evaluative dimension—again, the dimension is contentment, but the difference in kind is 

marked by the fact that one would go from being happy to the qualitatively distinct state 

of being unhappy—it might not make sense to make the qualitative trade-off along the 

one dimension for gains of a certain sort along another evaluative dimension, again, in 
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this case posthumous influence.  Intuitively, posthumous influence has some value, and is 

worth some loss in happiness to attain, but it is not worth forsaking a happy life for an 

unhappy one, just to attain posthumous fame. 

It is not my concern to address the intuitive plausibility of Knapp’s particular 

claims about the relation between happiness and unhappiness, or the conditions under 

which it might be plausible to accept a less contented life in exchange for posthumous 

influence.  My interest is in the structure of his argument, and the plausibility of the 

moves he makes if you grant him that structure.  So, in what follows, I simply grant 

Knapp the structure developed so far.    

Knapp points out that happiness, like many crucially important evaluative notions, 

is a vague term.  This, he claims, has unnoticed, but absolutely fundamental, implications 

for my spectrum arguments.  Before examining these supposed implications, I should add 

that Knapp argues that his argument is defensible on any of the three main analyses of 

vagueness:  supervaluationism, epistemicism, and many valued logics.7  And I agree that 

if the kind of argument he offers works, it will work for any plausible semantic 

interpretation of vagueness.  But, importantly, the reverse is also true.  If the kind of 

argument he offers fails, it fails for any plausible semantic interpretation of vagueness.  I 

shall not defend this claim here, but instead shall simply offer my response to the version 

of his argument that is couched in terms of the supervaluationist approach to vagueness.  

I hope it will be evident how the argument I offer would also apply, mutatis mutandis, 

against Knapp’s argument when couched in terms of other semantic accounts of 

vagueness.   
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So, as indicated, Knapp notes that happiness and unhappiness are vague notions.  

This raises the possibility that on a spectrum of cases ranging from the happiest to the 

unhappiest, there will be some cases where it is indeterminate whether the case is happy 

or unhappy.  Knapp’s characterization of what these claims amount to on a 

supervaluationist account runs as follows: 

According to [the supervaluationist]… family of theories, we can neither 

affirm nor deny that a term applies to one of its borderline cases because it 

is neither true nor false that it applies.  This is because our linguistic 

practices fail to precisely delimit a vague term’s extension.  They do, 

however, determine a range of “admissible” extensions—precise 

extensions that are consistent with how the term is ordinarily used. 

Sentences containing vague terms are true just in case they are true 

according to each of the admissible extensions, false just in case they are 

false on all admissible extensions, and indeterminate otherwise.  

Borderline cases of a term are cases that are contained in some, but not all 

admissible extensions of the term.  Consequentially, the predication of a 

vague term to one of its borderline cases will be true according to some, 

but not all of the admissible extensions.  Such predications are, therefore, 

indeterminate.8 

 
Having now wheeled the relevant machinery into place, we are ready to present 

Knapp’s argument against my spectrum arguments.  Consider again my pain spectrum.  

Knapp contends that View One is plausible for comparing pains that are merely 

quantitatively different, and that View Three is plausible for comparing pains that are 

qualitatively different.  In the former case we are comparing pains of the same kind, 
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which merely differ in degree, in the latter, we are comparing different kinds of pain.   

Thus, Knapp suggests that View One is plausible for comparing any two pains at one end 

of the pain spectrum, or any two pains at the other end of the pain spectrum, but that 

View Three is plausible for comparing any two pains at the opposite ends of the pain 

spectrum.  So, in particular, Knapp claims that we can compare very intense pains, like 

the intense pain of excruciating torture, with other very intense pains at the same end of 

the pain spectrum, since such pains merely differ in degree.   Likewise, Knapp claims that 

we can compare very mild pains, like the very mild pain of one mosquito bite, with other 

very mild pains at the same end of the pain spectrum, since such pains also merely differ 

in degree.  In both cases, Knapp claims, we are comparing pains of the same kind—very 

intense pains, in the one case, and very mild pains in the other—and View One is 

appropriate for making such comparisons.  However, View One is not appropriate for 

comparing pains at the opposite ends of the spectrum—very intense pains, like torture, 

with very mild pains, like mosquito bites.  For comparing such pains, whose qualitative 

difference is so great that we say the pains differ in kind, View Three is appropriate. 

But, Knapp observes, the notions of “very intense pain” and “very mild pain” are 

vague.  So, on the supervaluationist account, we can only truthfully say of a pain that it is 

“very intense” if it is very intense according to every “admissible” extension of the vague 

notion “very intense pain” as licensed by our normal linguistic usages of that vague term.  

If a pain isn’t very intense according to any admissible extension of the notion “very 

intense pain” then it will be false to call the pain very intense.  But if a pain is very 

intense according to some, but not all, admissible extensions of the notion, then it is 

simply indeterminate whether the pain is very intense.  In that case, it is neither true, nor 
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false, that the pain is very intense.  Similarly for any claims about the vague notion “very 

mild pain.”   

Consider, then, some pain towards the middle of the pain spectrum.  On our 

previous scale, from 1-600, where 3 represented the extremely mild pain of a mosquito 

bite, and 597 the excruciating pain of extreme torture, let us suppose that 300 represents 

the (level of the) pain in question.  Knapp suggests that given the vagueness of our notion 

of “very intense pain,” it could be the case that a pain of 300 would count as “very 

intense” according to some, but not all, admissible extensions of the vague notion “very 

intense pain.”  Likewise, given the vagueness of our notion of “very mild pain,” it could 

be that a pain of 300 would count as “very mild” according to some, but not all, 

admissible extensions of the vague notion “very mild pain.”  In this case, Knapp 

suggests, it is simply indeterminate whether—and hence neither true nor false that—a 

pain of 300 is very intense or very mild.  Accordingly, Knapp claims that it is 

indeterminate whether—and hence neither true nor false that—View One is appropriately 

applied for comparing a pain of 300 lasting a certain duration with a pain of 597 (extreme 

torture) lasting some shorter duration.  Likewise, it is indeterminate whether—and hence 

neither true nor false that—View One is appropriately applied for comparing a pain of 

300 lasting a certain duration with a pain of 3 (mosquito bite) lasting some longer 

duration.  For the same reason, it is indeterminate whether—and hence neither true nor 

false that—View Three is appropriately applied for comparing a pain of 300 lasting a 

certain duration with a pain of 597 (extreme torture) lasting some shorter duration.  

Likewise, it is indeterminate whether—and hence neither true nor false that—View Three 

is appropriately applied for comparing a pain of 300 lasting a certain duration with a pain 
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of 3 (mosquito bite) lasting some longer duration.  So, according to Knapp, given the 

indeterminacy regarding the kind of pain that a pain of 300 is, it is indeterminate whether 

a pain of 300 lasting a certain duration is better or worse than a pain of 597 lasting a 

shorter duration, or a pain of 3 lasting a longer duration.   

Knapp then points out that the same considerations apply to other pains towards 

the middle of the pain spectrum, including other pains that would be “nearby” to pain 

300, such as pain 301.  So, assuming it is indeterminate whether a pain of 301 is “very 

intense” or “very mild,” it will also be indeterminate whether View One or View Three 

applies for comparing a pain of 301 lasting a certain duration with a pain of 597 (extreme 

torture) lasting some shorter duration or with a pain of 3 (mosquito bite) lasting some 

longer duration, and hence likewise indeterminate whether a pain of 301 lasting a certain 

duration is better or worse than a pain of 597 lasting a shorter duration, or a pain of 3 

lasting a longer duration.   

Knapp then proceeds to the key step in his argument.  He argues that because pain 

levels of 300 and 301 are borderline cases of being “very intense” and also borderline 

cases of being “very mild,” then the choice between a life containing pain 300 for a 

certain duration or pain 301 for a much longer duration is itself “a borderline case of a 

choice in which the relevant qualitative difference is at stake.  This is because the 

argument shows that one of our option’s being a borderline case of a qualitative 

distinction is enough to guarantee that any tradeoff involving that option will be a 

borderline case of a tradeoff in which that difference is at stake.”9   

Intuitively, Knapp’s thought seems to be that if there is no fact of the matter 

whether pains 300 and 301 are or are not “very intense” or “very mild,” then there can’t 



 10

be a fact of the matter as to whether or not View One or View Three apply to them.  So, 

for example, since it isn’t false that pain 301 is very intense, and since it isn’t false that 

pain 300 is very mild, it isn’t false that View Three is applicable for comparing them, 

and, likewise, it isn’t true that View One is applicable for comparing them.  Of course, 

Knapp readily admits that on his view it also isn’t true that View Three is applicable for 

comparing them, and isn’t false that View One is applicable for comparing them, but that 

is okay with him.  For my argument to succeed I need it to be true that View One applies 

to all “nearby” pains along the pain spectrum, including 300 and 301.  Thus, Knapp 

thinks he has shown that View One should be rejected.   

So, according to Knapp, the vagueness of our notions about pain explains why 

even though View One applies when comparing pains that are on the same end of the 

pain spectrum, it is neither true nor false that it applies for comparing certain pains in the 

middle of the spectrum.  Hence, there will be at least some alternatives for which it is 

indeterminate whether a pain of greater intensity for a shorter period of time is better or 

worse than a pain of slightly less intensity for a much longer period.  This is enough to 

break the “chain” of pairwise comparisons that would imply, if transitivity were true, that 

a life involving two years of excruciating torture would actually be better than a life 

containing one extra mosquito bite per month for many months.  Thus, Knapp concludes 

that once we really understand the nature of vagueness, we can see how it provides a way 

of responding to my spectrum arguments and preserving the transitivity of the “all things 

considered better than” relation. 

As indicated above, I have presented Knapp’s argument in detail, because many 

suspect that vagueness and indeterminacy must somehow lie at the root my arguments, 
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and he has provided an original and intriguing way of trying to cash out, and defend, the 

suspicion in question.  Ultimately, however, I find Knapp’s argument deeply 

unconvincing.  Let me next suggest why. 

I begin with a small rhetorical point.  Knapp’s argument assumes that there may 

be some pains towards the middle of the pain spectrum such that it is neither true nor 

false that they are very intense, and neither true nor false that they are very mild.  This 

may be right, but it needn’t be.  Consider again the pain spectrum, ranging from 1 to 600, 

with 1 and 600 representing pains that hurt the least and most, respectively.  Following 

our discussion in 9.1, on one scale for measuring pains only the 100 worst pains, from 

501 to 600, will count as “very intense,” and only the 100 least bad pains, from 1 to 100, 

will count as “very mild.”  On the scale in question, the middle 100 pains, from 251-350, 

would range from “barely mild” to “barely intense.”  For now, let us call these middle 

pains “moderate” pains.  It is certainly possible that there is no admissible extension of 

the notion of very mild pain, that would count a pain of 251 or higher as very mild.  

Likewise, it is possible that there is no admissible extension of the notion of very intense 

pain, that would count a pain of 350 or lower as very intense.   In that case, there 

wouldn’t actually be any indeterminacy of the sort that Knapp starts his argument with:  

pains where it was indeterminate both whether the pain was very intense and whether the 

pain was very mild.   

To be sure, there would still be indeterminacy, and Knapp could still run a version 

of his argument.  But the indeterminacy would now involve certain pains, say 425 and 

426, where it was indeterminate whether they were very intense or moderate, or different 

pains, say 175 and 176, where it was indeterminate whether they were very mild or 
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moderate.  But in comparing such pains—say, 425 with 426, or 175 with 176—there 

would be no temptation to think that the indeterminacies in question made it 

indeterminate whether or not View Three was applicable for making such comparisons.  

After all, we may think that View Three is only applicable for comparing very intense 

pains, like the pain of intense torture, with very mild pains, like the pain of a mosquito 

bite.  Accordingly, we may not think that View Three would even be applicable for 

comparing a very intense pain, with a moderate pain, let alone for comparing two pains 

both of which were such that it was neither true, nor false, that they were very intense, 

and neither true, nor false, that they were moderate.   

Now I submit that the intuitive thought that it might be indeterminate whether or 

not View Three applies to comparing two pains, n and n+1—a thought which I believe 

should be resisted, but which nevertheless may arise given Knapp’s original assumption 

about the extent to which the notions of “very intense” and “very mild” are 

indeterminate—lends important intuitive support to Knapp’s contention that it would be 

indeterminate whether or not View One applies for comparing such pains.  Without that 

intuitive support, we are likely to examine Knapp’s argument much more critically. 

As we shall see next, when we do examine Knapp’s argument critically, we see 

that there would be good reason to reject it, even if his original assumption were true, that 

it might be indeterminate whether or not two pains towards the middle of the pain 

spectrum, such as 300 and 301, were very intense or very mild. 

Consider again the pain spectrum.  Knapp believes that View One is applicable 

when comparing two very intense pains, that it is inapplicable when comparing a very 

intense pain, like torture, with a very mild pain like a mosquito bite, and that it is 
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indeterminate whether or not it is applicable when comparing a very intense pain, like 

torture, with a pain towards the middle of the pain spectrum, like pain 300 or 301.  I can 

accept these judgments.  But it seems clear that the obvious reason for these judgments is, 

roughly, that:  (1) the difference in intensity between two pains, both of which are very 

intense, is “sufficiently” small that we think trade-offs between quality and quantity are 

appropriate for such comparisons—these correspond to what Knapp calls “mere 

quantitative difference” cases; (2) that the difference in intensity between the pain of 

intense torture and the pain of a mosquito bite is “sufficiently” great that we think trade-

offs between quality and quantity are inappropriate for such comparisons—these 

correspond to what Knapp calls “qualitative difference” cases; and (3) that the difference 

in intensity between the pain of intense torture and a pain towards the middle of the pain 

spectrum is such, that it is indeterminate whether it is “sufficiently” small for trade-offs 

between quality and quantity to be appropriate or “sufficiently” big for such trade-offs to 

be inappropriate.   

But, then, we should similarly accept that View One is appropriate for comparing 

any two pains at the opposite end of the pain spectrum from the end containing the pain 

of intense torture, as well as any two pains towards the middle of the pain spectrum, as 

long as the difference in intensity between the pains in question was akin to the 

difference in intensity between any two very intense pains for which View One was 

appropriate.  In particular, as long as the difference in intensity between two pains is 

“sufficiently” small, we should think that trade-offs between quality and quantity are 

appropriate for such comparisons wherever those pains occur along the pain spectrum. 
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Knapp readily accepts that View One is appropriate for comparing two pains that 

are “sufficiently” close at either end of the spectrum.  So, for example, he would readily 

accept that View One is appropriate for comparing pain 597 with pain 567, as long as 

both were “very intense.”  Similarly, he would readily accept that View One is 

appropriate for comparing pain 3 with pain 33, as long as both were “very mild.”  But 

then, surely, he should accept that View One is appropriate for comparing pain 300 with 

pain 301, since the degree to which pains 300 and 301 differ in intensity is much less than 

the degree to which pains 597 and 567, or pains 3 and 33, differ in intensity.  More 

generally, if pains such as 597 and 567, or 3 and 33, are “sufficiently” close that View 

One is appropriate for comparing them, then surely, given our characterization and 

construction of the pain spectrum—where the difference in intensity of pain from n to n-1 

is the same for all n—pains n and n+1 will be “sufficiently” close that View One is 

appropriate for comparing them, for any n.   

Knapp denies that this is so for any pain where it is indeterminate whether the 

pain is very intense or very mild.  As noted above, he explicitly claims that his “argument 

shows that one of … [two] option’s being a borderline case of a qualitative distinction is 

enough to guarantee that any tradeoff involving that option will be a borderline case of a 

tradeoff in which that difference is at stake.”10  But this is clearly false.   

Let us grant, for the sake of argument, that pain 301 is a borderline case of being 

very intense and very mild.  This means that there is at least one admissible extension of 

the notion of “very intense pain,” according to which pain 301 is very intense, and at least 

one admissible extension of the notion of “very mild pain,” according to which pain 301 

is very mild, and hence that it is indeterminate whether—that is, neither true nor false 
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that—pain 301 is very intense or very mild.  According to Knapp, then, any tradeoff 

involving that option will be a borderline case of a tradeoff in which the qualitative 

difference between being very intense and being very mild is at stake.  But this is absurd.  

Suppose we face a choice between pain 301 for a year, or pain 301 for five years. The 

intensity of the pains is identical in the two cases, all that differs is their quantity, or 

duration.  There is no qualitative difference between the two pains at all.  A fortiori, what 

is at stake in the trade-off will not be a borderline case of a tradeoff in which the 

qualitative difference between being very intense, and very mild, is at stake.   

The qualitative difference between pain 597 and pain 301 is much bigger than the 

qualitative difference between pain 597 and pain 567, but not nearly as big as the 

qualitative difference between pain 597 and pain 3.  When the gap in intensity between 

two pains is akin to the size of the gap between pains 597 and 567, it is true that the 

qualitative difference between a very intense pain and a very mild pain is not at stake.  

When the gap in intensity between two pains is akin to the size of the gap between pains 

597 and 3, it is true that the qualitative difference between a very intense pain and a very 

mild pain is at stake.  When the gap in intensity between two pains is akin to the size of 

the gap between pains 597 and 301, it is indeterminate whether the qualitative difference 

between a very intense pain and a very mild pain is at stake.  When there is no gap in 

intensity between two pains—as when one has an option between a pain of a given 

duration, and a pain of the very same intensity for twice as long—it is clearly not the case 

that a qualitative difference between a very intense pain and a very mild pain is at stake.  

And just as clearly, it is not the case that it is indeterminate whether the qualitative 

difference between a very intense pain and a very mild pain is at stake.  Rather, what is 
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clear is that the qualitative difference between a very intense pain and a very mild pain is 

not at stake.  The qualitative difference in intensity between a very intense pain and a 

very mild pain is very large indeed.  But there is no qualitative difference in intensity 

between one pain of 301 and another pain of 301 that lasts twice as long.  A difference in 

duration is not the same as a qualitative difference in intensity.   

On Knapp’s reasoning, we could not appeal to either View One or View Three to 

compare two options, one of which involved a pain of 301 for a year, and the other of 

which involved a pain of 301 for two years.  On his view, it would be indeterminate 

whether or not View One or View Three applied, and hence, as far as such principles are 

concerned, indeterminate whether the one outcome was better or worse than the other.  

But surely it is not indeterminate which of those outcomes is worse than the other; it is 

the one where the pain of the very same intensity lasts twice as long.  Does this mean that 

we need some new principle to apply for such comparisons?  No.  View One suffices on 

the proper understanding that no difference at all is just the limiting case of a “difference” 

in quality that is “sufficiently” small! 

So, we should reject the key premise of Knapp’s argument, that “one of … [two] 

option’s being a borderline case of a qualitative distinction is enough to guarantee that 

any tradeoff involving that option will be a borderline case of a tradeoff in which that 

difference is at stake.”  Moreover, having seen why we should reject it in a case involving 

two pains of identical intensity, it is evident that we should similarly reject it for cases 

involving two pains of similar intensity.  The qualitative difference between a very 

intense pain and a very mild pain is very large, and of great normative significance.  The 

qualitative difference between a pain of 300 and a pain of 301 is very small, and nothing 
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like the qualitative difference between a very intense pain and a very mild pain, in either 

its size or its significance.  When the gap in intensity between two pains is akin to the 

size of the gap between pains 597 and 567—in the sense of being “sufficiently” small—

as it clearly is between pains 300 and 301, it is true that the qualitative difference 

between a very intense pain and a very mild pain is not at stake, and that View One is 

appropriate for making such comparisons.  This is so, regardless of whether it is 

indeterminate whether the pains in question are very intense or very mild.  What is 

crucial to whether or not View One or View Three is applicable for comparing two pains 

is not the status of the pains, per se, but the size and significance of the difference in 

intensity between those pains.  Whatever the ultimate status of pains 300 and 301, the 

difference in intensity between them is “sufficiently” small, that View One is appropriate 

for comparing options involving such pains.   

Finally, as indicated above, Knapp’s objection is ultimately a variation of the 

“different kinds, different criteria” argument against View One discussed in 9.1.  I shall 

not repeat the detailed objections I offered against that argument, but I’ll briefly indicate 

how similar objections apply to Knapp’s view.    

Suppose we agree that View One is applicable for comparing two pains both of 

which are “very intense” and also for comparing two pains both of which are “very 

mild,” but that View Three is applicable for comparing a “very intense” pain with a “very 

mild” pain.  One might then be tempted to the view, as I once was, and as Knapp still is, 

that what accounts for this is that View One is applicable for comparing two pains that 

are of the same kind, while View Three is applicable for comparing two pains that are of 

different kinds.  One might then contend, as Knapp does, that for comparing two pains 
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for which it is indeterminate whether they are the same or different kinds—as would 

seemingly be the case for two pains, each of which it is indeterminate whether they are 

“very intense” or “very mild”—it would be indeterminate whether View or View Three 

was relevant for comparing such pains, and hence one would have no basis for claiming 

that either was better or worse than the other.  For such pains, then, even if they were 

both very near to each other along the pain spectrum, it wouldn’t be true that View One 

was relevant for comparing them, and the threat to transitivity would be undermined. 

But as we saw in 9.1, this kind of reasoning is deeply mistaken.  The pain 

spectrum may be divided up in many different ways, corresponding to many different 

“kinds” of pain.  Correspondingly, it is a mistake to claim for any two pains that they are 

the same or different kind of pain, simpliciter.  Likewise, it is a mistake to claim for any 

two pains that it is indeterminate whether or not they are the same kind of pain, 

simpliciter; whether or not two pains count as the same, different, or indeterminately the 

same or different kind of pain, depends on the kind in question.  Consider, again, our pain 

spectrum from 1-600.  If we think of the pain spectrum as representing the kind 

“unpleasant experience there is some reason to avoid” then every pain on the spectrum 

will be of the same kind.  If, on the other hand, we divide up the pain spectrum into 12 

equal units containing 50 pains each, and give them the labels suggested in 9.1 for such 

divisions, then pain 597 will be the same kind of pain as pain 551—both will be of the 

kind “extremely intense”—and both will be different in kind from pains 3 or 547, which 

would correspond to the kinds “extremely mild” and “very intense,” respectively. 

But, then, suppose we want to know whether View One applies for comparing 

two pains, doesn’t apply for comparing those pains, or whether it is indeterminate if View 
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One applies for comparing those pains.  Surely, we can’t answer that question simply by 

asking whether or not the two pains are of the same kind, are not of the same kind, or 

whether it is indeterminate if they are of the same kind.  After all, suppose, on reflection, 

we agree that View One is applicable for comparing pains 597 and 551; would we 

suddenly change our mind about that if we turned our attention from the kind “extremely 

intense pain” to the kind “super extremely intense pain?”  Presumably not.  Yet it might 

be true that pain 597 counts as “super extremely intense” while it might be false that, or 

indeterminate whether, pain 551 counts as “super extremely intense.”  Similarly, we 

might agree, on reflection, that View Three is appropriate for comparing pains 597 and 3.  

But we aren’t going to suddenly change our mind about that if someone pointed out to us 

that both are pains of the same kind, in the sense that both involve experiences that there 

is some reason to avoid.  Or consider the kinds of pains Knapp presumably wants to 

focus on, pains towards the middle of the pain spectrum, say 300 and 301, for which it 

may be indeterminate whether or not they are “very intense” or “very mild.”  Does that 

mean that it is indeterminate whether or not they are of the same kind, simpliciter?  Of 

course not.  While what Knapp claims could well be true for the notions of “very intense 

pain” and “very mild pain,” it could also be true that for the notion “moderate pain” pains 

300 and 301 are of the very same kind.  That is, it could well be true that on every 

“admissible” extension of the notion of “moderate pain” both 300 and 301 count as 

moderate pains.   

Together, these considerations suggest the following lesson.  It is a mistake to 

think that the applicability of Views One and Three depends on whether two pains are of 

the same kind, different kinds, or indeterminately of the same or different kinds.  What 
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ultimately matters is whether the degree to which two pains differ in intensity is 

“sufficiently” small, or “sufficiently” large.  When the difference in intensity between 

two pains is small enough, View One is plausible for comparing them.  When it is large 

enough, View Three is plausible for comparing them.  In some cases, it may be 

indeterminate whether the difference in intensity between two pains is small, or large 

enough.  In that case, it will be indeterminate whether or not View One or View Three is 

applicable for comparing the two pains.  Correspondingly, it may well be indeterminate 

whether or not View One or View Three is applicable for comparing a pain towards the 

middle of the spectrum, like pain 300, with a pain towards either end of the spectrum, 

like pains 597 or 3.  But it certainly does not follow from that, and seems clearly false, 

that it is indeterminate whether or not View one is applicable for comparing pain 300 

with pain 301.  The difference in intensity of pain between 300 and 301 is very small.  

Indeed, it is much smaller than the difference intensity between pains 597 and 551, or 

pains 3 and 49.  But, of course, Knapp would readily grant that View One is applicable 

for making such comparisons.  I submit that the issue of different kinds really is a red 

herring here, and I regret that my once putting the argument in those terms may have led 

Knapp, and others, astray.  The very same kinds of considerations that make View One 

applicable for comparing pains like 597 and 551, or 3 and 49, make it applicable for 

comparing 422 and 411, 249 and 262, or 300 and 301.  Knapp’s argument should be 

rejected.  View One is plausible for comparing all pains that are “near enough” on the 

pain spectrum.  The threat to transitivity remains. 

One should never lose sight of what is really at stake in these claims.  Take some 

pain in the middle of the pain spectrum.  Let us assume it is like the pain of a broken 
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arm—significantly worse than the pain of a mosquito bite, but significantly better than 

the pain of excruciating torture.  Now suppose that a loved one, perhaps your child, is 

suffering that pain.  If you take your child to the doctor, and she tells you of two 

prescribed courses of treatment—one of which would only slightly reduce the intensity of 

the pain, but the other of which would cut the duration of the pain in half, or more—can 

there be any doubt which we would choose for a child we love? 

Between pains of the same intensity, duration clearly matters.  Between pains of 

similar intensity, duration likewise matters.  It is only when the difference in intensity is 

really significant—indeed, perhaps only when one of the pains is extremely mild, while 

the other is extremely intense and fairly long lasting—that it can seem plausible to 

disregard duration in comparing two alternatives.   

One final remark.  There is a different argument Knapp hints at in his paper.11  

Instead of trying to show that View One is mistaken, implausible, or that we have 

powerful independent reason to reject it, one might claim that View One is less plausible 

than the other premises of my impossibility argument.  That is, one might recognize that 

something has to go, but contend that it is too difficult to reject the empirical premise, 

View Three, or the transitivity of all things considered better than.  I am not sure that 

View One is the least plausible of the premises of my impossibility argument.  But I 

accept that this is the kind of argument we may ultimately be forced to accept in the face 

of my arguments.  Perhaps, one day, we will conclude that View One has to go, not 

because we have shown where it goes wrong, but because we are unable to accept its 

implications given the other views we are committed to.  I am not ready to make that 

move yet.  But if we do, ultimately, make such a move, we need to recognize that the 
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“lesser evil” argument is a completely different argument that the kinds of arguments we 

have so far considered, and rejected, against View One.   And while the “lesser evil” 

argument may ultimately be the strongest argument we can muster in this area, it is a 

rather unsatisfying kind of argument; not least because different people have very 

different views about what the lesser evil actually is. 

10.2  Zeno’s Paradox 

 In “Defending Transitivity against Zeno’s Paradox,” Ken Binmore and Alex 

Voorhoeve argued that the kinds of arguments that Stuart Rachels and I have offered 

against transitivity fail, and claim to make “clear where the argument goes wrong, by 

showing that it is a version of Zeno’s paradox of Achilles and the tortoise.”12  They note 

that Rachels and I argued that three claims, taken together, were incompatible with the 

transitivity of “all things considered better than,” and showed that our arguments were 

not sound, since a counterexample could be given which was compatible with all three 

claims and the transitivity of “all things considered better than.”  The three claims, in 

question, were: 

Claim 1:  For any unpleasant or ‘negative’ experience, no matter what the 

intensity and duration of that experience, it would be better to have that 

experience than one that was only a little less intense but that lasted much 

longer. 

Claim 2:  There is a finely distinguishable range of unpleasant or 

‘negative’ experiences ranging in intensity from mild discomfort to 

extreme agony. 

Claim 3:  No matter how long it must be endured, mild discomfort is 

preferable to extreme agony for a significant amount of time.13 
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I won’t speak for Rachels, but I freely grant that Binmore and Voorhoeve gave an 

accurate reconstruction of one of my original arguments.  I also grant that they showed 

that my argument wasn’t sound, by providing a counterexample involving the kind of 

move underlying Zeno’s paradox of Achilles and the tortoise.  Thus, what they 

conclusively demonstrated is that one could come up with an example that would be 

consistent with all three of my claims, as I originally stated them, and the transitivity of 

“all things considered better than.”   

John Broome raised a similar objection to my argument, as originally stated, in 

private correspondence.  But what Broome saw and acknowledged immediately, and 

what Binmore and Voorhoeve have since come to recognize, is that the objection they 

raise is only telling against one particular interpretation of the arguments Rachels and I 

offered.  Importantly, our arguments can be easily and suitably reworded to avoid that 

interpretation.14  So reworded, the premises of our arguments retain their intuitive 

plausibility, and Binmore and Voorhoeve’s objection fails.   

Having said that, Binmore and Voorhoeve’s argument is interesting, and others 

may be attracted to a similar move.  Moreover, as they recognize, it involves an important 

approach that I, too, have employed, and will return to in chapter 11.15  Accordingly, I 

think it is worth elucidating Binmore and Voorhoeve’s objection, and detailing my 

response. 

Zeno offered a number of paradoxes.  One, with Achilles and the tortoise, might 

be put roughly as follows.  Let Achilles be as fast as one likes, and a tortoise as slow as 

one likes, but give the tortoise a head start in a race.  So, let us say that Achilles starts at 

point A0 and the tortoise at point A1.  When the race begins, it will take Achilles some 
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finite amount of time to run from A0 to A1.  During that time, the tortoise will have moved 

on to a further point, A2.  It will then once again take Achilles a finite amount of time to 

run from A1 to A2, during which time the tortoise will have again moved on to a further 

point, A3, and so on.  It appears, then, that in order to catch the tortoise, Achilles must 

first run through an infinite number of points, A1, A2, A3, …, and that it will take a finite 

amount of time to get from each one these points to its succeeding one.  But, Zeno 

thought, no matter how short a finite amount of time may be in getting from one point to 

another, an infinite number of such points would add up to infinity.  Hence, it looks as if 

it would take eternity to run through all the points traversed by the tortoise during the 

race, and hence, paradoxically, that Achilles should never be able to catch the tortoise, no 

matter how much faster he is and, for that matter, no matter how short of a lead the 

tortoise may have been given.   

Of course, each step that Achilles takes traverses an infinite number of points—

since between any two points on a line segment, from A to B, there are an infinite 

number of (mathematical) points—and each step only takes a finite amount of time, so, 

apart from the obvious empirical fact that Achilles would catch the tortoise, it is clear that 

Zeno’s paradox has gone astray.  But an adequate mathematical answer to Zeno’s 

paradox awaited the development of the notion of a convergent series.  In mathematics, a 

series is the sum of the terms of a sequence of numbers.  An infinite series is convergent 

if the sum of its members converges on a limit and divergent if it does not.  So, for 

example, the infinite sequence 1, 2, 3, … approaches infinity, and is a divergent series, 

since 1 + 2 + 3 +…= ∞.  Similarly, while the infinite sequence 1, 1/2, 1/3, 1/4, … 

approaches 0, it, too, is a divergent series, since 1 + 1/2  + 1/3 + 1/4, … = ∞, though, of 
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course, this divergent series approaches infinity at a much slower rate than the previous 

one.  By contrast, the infinite sequence 1, 1/2, 1/4, 1/8, …, which also approaches 0, is a 

convergent series, since 1 + 1/2 + 1/4 + 1/8, … = 2.   

The precise details of how convergent series enables us to respond to Zeno’s 

paradox do not concern us here.   The key point is that Binmore and Voorhoeve show that 

there could be a function that would generate a convergent series of a kind that would 

make Claims 1, 2, and 3 consistent with the transitivity of “all things considered better 

than.”   

Specifically, Binmore and Voorhoeve imagine a person “who maximizes the 

utility function  

u(p, t) = -pt/(1+t)    

where u is utility, p ≥ 0 is the intensity of pain, and t ≥ 0 the length of time it must be 

endured.”16  Binmore and Voorhoeve note that someone who maximized this utility 

function would have a perfectly transitive preference ordering over pains of different 

intensities and different lengths.  They also note that having the utility function in 

question is perfectly compatible with Claims 1, 2, and 3.   

The compatibility of the utility function with Claim 2 is clear enough, as ranking 

pains in accordance with the utility function is certainly consistent with there being “a 

finely distinguishable range of unpleasant or ‘negative’ experiences ranging in intensity 

from mild discomfort to extreme agony.” 

Similarly, the compatibility of the utility function with Claim 3 is easily shown, if 

one simply assumes a scale for measuring pain on which the pain of intense torture is ten, 

and the pain of a mosquito bite is one.  In that case, according to the utility function, a 
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pain of intense torture for two years would count as having –(10)(2)/(1+2) = -20/3 = -

6.67 utility.  But the pain of a mosquito bite would be –(1)(n)/(1+n).  Since n, here, 

represents time, n must be zero or positive, hence, for all finite n, 0 ≤ n/(1+n) < 1.  

Accordingly, no matter how long it might last, the utility of a mosquito bite will never be 

less than -1.  Accordingly, given the scale in question, the utility function in question will 

support the claim that “no matter how long it must be endured, [the] mild discomfort [of 

a mosquito bite] is preferable to [the] extreme agony [of intense torture] for a significant 

amount of time [say, two years].” 

 The compatibility of the utility function with Claim 1 is where the appeal to 

Zeno’s paradox type reasoning comes in.  Consider the sequence of pains 10, 9, 8.5, 8.25, 

8.125, ….  This involves the converging series 1 + 1/2 + 1/4 + 1/8, … = 2 (the difference 

between 10 and 9 is 1, between 9 and 8.5 is 1/2, between 8.5 and 8.25 is 1/4, and so on).   

The sequence in question approaches the limit of 8.  More importantly, for our purposes, 

if one adopts the utility function noted above, and one supposes that the first pain lasts 

two years, the second four, the third eight, and so on, then the resulting sequence of 

utilities, T0, T1, T2, T3, T4 … will be -6.67, -7.2, -7.56, -7.76, -7.87, ….  Since -6.67 > -

7.2 > -7.56 > -7.76 > -7.87 > … > -8, we have a sequence of utilities compatible with 

Claim 1, in that for each pain lasting a certain duration, it is better to have that than 

another that is only a little less intense but lasts much longer.  But, as we saw above, the 

truth of that claim doesn’t change the fact that the first member of the sequence, T0 = -

6.67 is still worse than the mild pain of a mosquito bite, TMILD, since on the utility 

function currently being considered, -1 ≤ TMILD no matter how long the mild pain might 

last. 
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 Binmore and Voorhoeve claim to have shown that “Temkin and Rachels are 

mistaken in supposing that a preference relation satisfying their assumptions must be 

intransitive.”17  They further add that their paper “makes clear where the 

[Temkin/Rachels] argument goes wrong by showing that it is a version of Zeno’s paradox 

of Achilles and the tortoise.”18  In particular, they argue that “Rachels and Temkin go 

wrong when they suppose that the chain of preferences T0 > T1 > … > Tn over bundles of 

intensity of pain and its duration that is generated by the repeated application of claims 1 

and 2 will necessarily reach a bundle TMILD, where the level of pain is equal to that of a 

hangnail or a slight headache [or a mosquito bite].”19   

Now, as indicated previously, I agree that Binmore and Voorhoeve have shown 

that my argument, as originally stated, is unsound.  But I deny that my argument depends 

on my making the kind of mistake Zeno was making when he presented his paradox of 

Achilles and the tortoise.  Indeed, it is slightly ironic that Binmore and Voorhoeve level 

that charge, since it is, rather, their response to my argument that depends on 

considerations of the sort associated with Zeno’s paradox.  Likewise, it was never part of 

my contention that every possible bundle of pain intensities and durations, T0, T1, T2, T3, 

T4 … would necessarily reach a bundle TMILD, where the level of pain is equal to that of a 

hangnail, slight headache, or mosquito bite.  To the contrary, I readily admit that there are 

convergent series, and that Claim 1 might plausibly apply to every adjacent pair of an 

infinite converging pain series without its being the case that the mild pain of a mosquito 

bite is “reached” or part of the series in question.  But all I need for my argument, and all 

Rachels needs for his, is that there is a single sequence of pain bundles T0, T1, T2, …, Tn, 

TMILD such that Claim 1 seems plausible for comparing each adjacent pair of members of 
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that sequence, and generates the ranking T0 > T1 > … > Tn > TMILD, where we 

nevertheless believe, in accordance with Claim 3, that TMILD > T0.  For such a sequence, 

Claims 1 and 3 will be incompatible with the transitivity of “all things considered better 

than.”  

In presenting my pain example, I noted that it was “somewhat underdescribed 

leaving it open to various uncharitable interpretations and objections.  In most cases, it is 

evident how the example needs to be spelled out to avoid possible objections, and I shall 

simply trust the reader to fill out the example accordingly.”20   Still, in fleshing out the 

example, I suggested that we might “think of the intensity of B's pain [B is the second 

member of the pain sequence, lasting four years] as clearly and noticeably less bad than 

A's [the first member, involving intense torture, lasting two years], yet of roughly the 

same order of magnitude.  Perhaps, if one could meaningfully quantify such things, the 

intensity of B's pain would be 90% that of A's.”21  I then noted that “In accordance with 

[C]laim 1, … most most would judge B worse than A” and then added “Next, compare B 

with C, where C stands to B as B stands to A.”22  Given this, it is evident that Binmore 

and Voorhoeve have uncharitably reinterpreted the argument I had in mind.   

Binmore and Voorhoeve suggest that my argument was appealing to, and 

depending on, Zeno’s Paradox type reasoning.  But the sequence A, B, C, D…. where B 

is 90% less intense than A, C is 90% less intense than B, D is 90% less intense than D, 

and so on is not a sequence of the sort Binmore and Voorhoeve appeal to in rejecting my 

argument.  My sequence does approach a limit, but the limit is zero.  Accordingly, my 

sequence will eventually reach the mild pain of a hangnail, or mosquito.  Thus, as I 

claimed, one must reject Claim 1 as plausible for comparing each adjacent pair in that 
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sequence, reject Claim 2 by denying that there could even be such a sequence of pains 

(related in the manner suggested) ranging from the pain of intense torture to the pain of a 

mosquito bite, reject Claim 3  that no matter how long it might last, the mild pain of a 

hangnail or mosquito bite would be better than the pain of intense torture lasting two 

years, or reject the transitivity of “all things considered better than.”   

To paraphrase my earlier cited remark, like my original example, the original 

statements of my three claims were somewhat underdescribed leaving them open to 

various uncharitable interpretations and objections.  But fortunately, like my original 

example, in most cases, it is evident how my original claims need to be spelled out to 

avoid possible objections.  Regarding Claim 1, I should have written some variation of 

the following:  there exists some fixed and finite degree of intensity of pain, k, which is 

sufficiently small, that for any unpleasant or ‘negative’ experience, no matter what the 

intensity and duration of that experience, it would be better to have that experience than 

one that was only less intense by degree k, but that lasted much longer.  Regarding Claim 

2, I should have written some variation of the following:  there is, or at least could be, a 

finely distinguishable range of unpleasant or ‘negative’ experiences ranging in intensity 

from mild discomfort to extreme agony, such that one could make a series of pairwise 

comparisons of benefits across the spectrum, where Claim 1 would apply to all pairwise 

comparisons involving benefits that were "near" each other on the spectrum, while Claim 

3 would apply to all pairwise comparisons of benefits at opposite ends of the spectrum.  

In fact, the revised version of Claim 2 is all I really need for my argument, and what I had 

in mind in my earlier arguments, and that is mostly what I have used in this book.  But 
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though not necessary, the revised version of Claim 1 directly addresses the Zeno’s 

paradox worry raised by Binmore and Voorhoeve. 

The revised versions of Claims 1 and 2 more accurately reflect what I intended, 

but misleadingly expressed, by my original formulations.23  Since they don’t express a 

change in my view, but merely a more careful formulation of my view, I obviously find 

them just as intuitively compelling.  I believe others will as well.  That is, the intuitive 

plausibility of Claims 1 and 2 do not depend on our thinking that a view like Claim 1 

could only be plausible for converging infinite series of the sort involved in Zeno’s 

paradox.  But, as should be clear, armed with the revised versions of Claims 1 and 2, my 

argument is immune to Binmore and Voorhoeve’s objection.  Revised Claim 1, revised 

Claim 2, Claim 3, and the transitivity of “all things considered better than” are 

incompatible.  Something has to go, but giving up any one of the incompatible positions 

will be intuitively difficult and have deeply implausible implications. 

To sum up.  The Zeno’s paradox type reasoning that Binmore and Voorhoeve 

attribute to Rachels and me clearly does not underlie the actual example I suggested, 

since the Sequence of pains A, B, C, …, each of whose members is 10% less than the 

previous one, would extend all the way to, and include, the mild pain of a hangnail or 

mosquito bite.  Binmore and Voorhoeve have rightly pointed out a lacuna in my 

argument as stated.  But the argument is easily restated in a way that fully captures my 

intent, preserves the intuitive plausibility of my premises, and avoids Binmore and 

Voorhoeve’s objection.  Rachels’s argument may not have been under described in the 

way mine was, but if it was, Rachels can clearly avail himself of the same clarifications 

in response to Binmore and Voorhoeve.  I conclude that Binmore and Voorhoeve’s 
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objection has no bearing on the actual substance of our arguments, properly understood.  

The worries that Rachels and I raised remain.   

10.3  Heuristics and Similarity-Based Arguments 

 In “Transitivity, The Sorites Paradox, and Similarity-Based Decision-Making,”24 

Alex Voorhoeve and Ken Binmore raise a different objection to the argument for 

intransitivity contained in Warren Quinn’s paper “The Paradox of the Self-Torturer.”25  

Since, as noted previously, chapter 8’s spectrum argument from infant to zygote has the 

same structure as Quinn’s argument, if Voorhoeve and Binmore’s argument succeeds 

against Quinn, it also succeeds against that argument.  More generally, and more 

importantly, if successful, Voorhoeve and Binmore’s argument against Quinn would 

threaten to undermine other spectrum arguments that I, and Stuart Rachels, have offered.  

Voorhoeve recognizes and argues for this in a subsequent paper,”Heuristics and Biases in 

a Purported Counterexample to the Acyclicity of “Better Than”.26    

 The key element of Voorhoeve and Binmore’s new objection to spectrum 

arguments involves an appeal to what has been called “similarity-based decision-

making.”  Studied by Amos Tversky and Ariel Rubenstein, among others, it has been 

speculated that similarity-based decision-making is often followed by people as a way of 

simplifying their choice between multi-dimensional alternatives.27  Voorhoeve and 

Binmore present Rubinstein’s characterization of this form of decision-making as 

follows. 

When deciding between multi-dimensional alternatives, say bundles of 

(expected) pain and money (pi, mi) and (pj, mj), a decision-maker goes 

through the following three-stage procedure. 
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Stage 1:  The decision-maker looks for dominance.  If pi < pj and mi > mj, 

then bundle (pi, mi) is preferred over bundle (pj, mj). 

Stage 2:  The decision-maker looks for similarities between pi and pj and 

between mi and mj.  If she finds similarity in one dimension only, she 

disregards this dimension, and determines her preference between the two 

pairs using only the dimension in which there is no similarity.  For 

example, if pi is similar to pj but mi is not similar to mj, and mj > mi, then 

bundle (pj, mj) is preferred over bundle (pi, mi). 

Stage 3:  If the first two stages were not decisive, the choice is made using 

a different criterion.28 

 
Voorhoeve and Binmore note some of the cases where Tversky and Rubenstein 

find evidence that people make decisions in this way.  They also note that there are 

numerous reasons why it might be rational for people to adopt such a decision procedure. 

Specifically, Voorhoeve and Binmore recognize that it may be a useful heuristic to follow 

such a decision procedure for choosing amongst numerous multi-dimensional 

alternatives, especially when it is often unclear how to weight the numerous different 

dimensions relative to each other.  But, as has long been known, useful heuristics can 

often lead us to trouble when employed in cases for which they are not well-suited; and 

one trouble some heuristics notoriously lead to is intransitive judgments.29  This is the 

case for similarity-based decision-making, as many have pointed out.  

Here is a variation of an example that Voorhoeve and Binmore use illustrating 

how similarity-based decision-making generates intransitivity.  Suppose one judges job 

candidates along two dimensions, intelligence, as measured by IQ, and years of 

experience.  Suppose that it is thought that two candidates are similar in intelligence if 
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their difference in IQ points is less than or equal to five, and that they are similar in 

experience if their difference in experience is less than or equal to one year.  Suppose, 

further, that if one candidate isn’t superior on both dimensions (so stage-one reasoning 

doesn’t apply), and the candidates aren’t similar on either dimension (so stage-two 

reasoning doesn’t apply), then stage-three reasoning says to pick the candidate with the 

highest intelligence, since significant differences in intelligence are regarded as more 

important than significant differences in experience, for the job in question.  Finally, 

suppose that there are three candidates with the following qualifications:  candidate A has 

an IQ of 115 and six years experience, candidate B has an IQ of 120 and four years 

experience, and candidate C has an IQ of 125 and two years experience.   

Following the similarity-based decision-making procedure suggested, stage-one 

reasoning wouldn’t apply in comparing any of the candidates, since none of the 

candidates are superior to any of the others on both relevant criteria.  Stage-two reasoning 

would apply for comparing candidates A and B, and similarly for comparing candidates 

B and C; since A and B are similar in terms of intelligence, but not in terms of 

experience, and likewise for B and C.  In this case, A would be judged better than B—in 

virtue of his similar intelligence but dissimilar and greater experience—and B would be 

judged better than C—again, in virtue of his similar intelligence but dissimilar and 

greater experience.  But, stage-three reasoning would apply for comparing A with C, and 

it would yield the judgment that C is a better candidate than A, since C’s being 

significantly better qualified than A in terms of intelligence would be thought to carry the 

day against A’s being significantly better qualified than C in terms of experience.  Thus, 

similarity-based decision-making can violate transitivity, as in accordance with the 
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procedure in question, A is judged a better candidate than B, and B a better candidate 

than C, but C a better candidate than A. 

Similarity-based decision-making may be a useful heuristic; it is fast, easy to 

apply, and generally reliable in certain contexts.  But, as Voorhoeve and Binmore point 

out, following Tversy and Rubenstein, it can lead us astray, and we have to abandon it 

when it does so.  I agree. 

Let us examine similarity-based decision-making a bit further.  In doing this, we 

will see that its shortcomings can be made apparent even with simple pairwise 

comparisons, where the issue of transitivity doesn’t arise. 

Often, we have to make difficult multi-dimensional choices where far more than 

two dimensions are involved.  Suppose alternatives vary along six dimensions, and that 

A= (2, 3, 2, 2, 4, 5) means that alternative A has a “score” of two along the first 

dimension, three along the second, two along the third, and so on.  Suppose, further, that 

for any given dimension a difference of one or less between two alternatives counts as 

their being similar along that dimension, while a difference of greater than one counts as 

their being dissimilar.  How should we compare A with B, where B = (3, 2, 2, 1, 5, 8)?  

Note, B is better than A according to the first, fifth and sixth dimensions, worse 

according to the second and fourth, and equal according to the third.  Given how many 

different dimensions are involved, and given that that it may be very difficult to judge 

exactly how much to value each dimension, both in absolute terms, and relative to the 

others, this is the kind of complex decision that may seem, at first blush, intractable.  By 

the same token, it may seem like the kind of complex decision for which similarity-based 

decision-making is especially helpful and appropriate.  After all, by hypothesis, A and B 
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are similar according to the first five dimensions, and only dissimilar according to the 

sixth.  That may naturally tempt us to adopt similarity-based decision-making and judge 

B better than A.   

In a case like the preceding one, we may, in fact, feel fairly confident about the 

judgment yielded by similarity-based decision-making.  But if we do, ours confidence is 

misplaced.  To see this, compare A with another alternative, C, where C = (1, 2, 1, 1, 3, 

7).  As with B, C is similar to A along the first 5 dimensions, and only dissimilar along 

the sixth, where it is better.  Thus, similarity-based decision-making would yield the 

judgment that C is better than A, in accordance with the same stage-two reasoning that 

yielded the judgment that B is better than A.  But in this case there should be little 

confidence in the judgment yielded by similarity-based decision-making.  After all, C is 

worse than A along five relevant dimensions, and only better (and perhaps not by all that 

much) according to one.  Clearly, we should only think that C is better than A if we think 

that the sixth dimension is much more important than dimensions one, two, three, four, 

and five—so much so, in fact, that being two points better along dimension six alone 

counts more than being five points worse along the other five dimensions combined.  But 

note, while it is possible that dimension six is so much more important than all the other 

dimensions, it is also possible, for anything that has been said so far, that dimension six is 

actually the least important of the six relevant dimensions.  Clearly, then, it is only in 

very special, and narrowly circumscribed contexts, that we can be confident of the 

judgments yielded by similarity-based decision-making. 

Similarity-based decision-making seemingly offers us a way of finessing the 

tricky question of coming up with accurate measures of each of the different dimensions 
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comprising multi-dimensional alternatives.  Likewise, it seemingly finesses the tricky 

question of determining how much we need to weigh the different dimensions vis-a-vis 

each other.  But, except in those dominance cases where stage-one reasoning is involved, 

it does so only at considerable risk to the reliability of the judgments yielded by such 

reasoning.  In totally “disregarding,” for decision making purposes, any dimensions with 

respect to which two alternatives are “similar,” similarity-based decision-making makes a 

mistake analogous to a mistake underlying the standard Sorites Paradox.  It treats small 

differences as if they were no differences.  But small differences are not no differences.  

Small differences along a single dimension can add up to significant difference over a 

sequence of alternatives, and small differences along many dimensions can add up to a 

significant difference even with respect to a single pair of alternatives.  This is especially 

so when the dimensions in question are of great significance.  Indeed, a small difference 

along one dimension—such that two alternatives would be regarded as “similar” with 

respect to that dimension—might well outweigh a large difference along a different 

dimension—such that two alternatives would be regarded as “dissimilar” with respect to 

that dimension—if the first dimension were sufficiently more important than the second.    

Before going on, let me note that similar considerations might be adduced against 

another common heuristic for choosing amongst complex multi-dimensional alternatives.  

The heuristic in question is to follow a kind of “majority rule” reasoning, applied to the 

different dimensions of the alternatives.  This heuristic may be illustrated as follows.  

Suppose that instead of considering just two dimensions in comparing certain job 

applicants, one considers three:  intelligence, educational background, and experience.  

Since it may seem difficult to know how much to count each of the different dimensions 
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relative to each other, one might adopt the simple heuristic of ranking candidates in terms 

of the number of dimensions they score higher on.  On such reasoning, A will be ranked 

higher than B if A has a higher score on at least two of the three relevant dimensions.  So, 

for example, if A = (130, 2, PhD)—meaning he has an IQ of 130, two years work 

experience, and a PhD—he will be ranked higher than B, if B = (120, 6, Masters), 

because A does better than B in terms of two of the three relevant dimensions, 

intelligence and education. 

Like similarity-based decision-making, “majority rule” reasoning is a natural 

procedure for ranking multi-dimensional alternatives that is easy to apply and has a fair 

amount of initial intuitive appeal.  But majority rule reasoning faces difficulties 

analogous to those faced by similarity-based decision-making.  Majority rule reasoning is 

susceptible to a multitude of well-known voter’s paradoxes, and straightforwardly 

generates intransitive rankings.  Consider, for example, the two above candidates, A and 

B, and an additional candidate C, where C = (140, 4, Bachelors).  As noted above, 

applied to the three relevant dimensions, the majority rule reasoning generates the 

ranking that A is better than B.  Likewise, B is better than C, because he is better with 

respect to two of the three relevant rankings:  experience and education.  But, in violation 

of transitivity, C is better than A, because he is better with respect to two of the three 

relevant rankings:  intelligence and experience. 

 Like similarity-based decision-making, majority rule reasoning finesses the 

notoriously difficult question of determining exactly how much the different dimensions 

matter in absolute terms.  Although this is part of what makes it attractive, as an easy to 

apply heuristic, it is also a serious weakness, as indicated above.  Suppose that for a 



 38

particular job, work experience is, in fact, much more important than intelligence or 

education.  It may, indeed, be so much more important, that we should prefer a candidate 

with two years of work experience to a candidate with no work experience, even if the 

first candidate had a lower IQ, and less education.  Specifically, it could well be that for 

two candidates D and E, where D = (110, 2, Bachelors) and E = (120, 0, Masters), D is 

the better candidate than E, even though E is a stronger candidate on two of the three 

relevant dimensions, and hence would be judged as the better candidate by the majority 

rule heuristic.  Not all relevant dimensions are equally important, and this fact is ignored 

by the majority rule heuristic.     

Another shortcoming of the majority rule heuristic is that it ignores the extent to 

which alternatives are better or worse than another along the different dimensions.  So, 

whereas similarity-based decision-making treats small differences as if they were no 

differences, the majority rule heuristic treats large differences the same as it treats small 

differences.  Just as the former is a mistake, so is the latter.  If candidate F is barely worse 

than candidate G along two relevant dimensions, but much better along a third, F may 

clearly be the better candidate, even if all of the dimensions are equally important, and 

perhaps even if the third dimension is the least important of the three.  So, for example, 

for certain jobs it might well be the case that F, who has a PhD and a post doc, 18 years 

of experience, and an IQ of 160, is a much stronger candidate than G, who has a PhD, a 

post doc, and an extra masters, 19 years of experience, and an IQ of 115, even though G 

is a stronger candidate on two of the three relevant dimensions.   

Bearing the preceding in mind, let us now return to Voorhoeve and Binmore’s 

response to my spectrum arguments.  Similarity-based decision-making has the same 
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structure as my arguments.  Like my arguments, such reasoning appeals to different 

criteria for making different comparisons, and this accounts for the intransitivity that 

arises when employing such reasoning.  Moreover, I emphasize the importance of 

differences between “adjacent” alternatives along a spectrum being “sufficiently small,” 

and differences between alternatives at the opposite ends of a spectrum being 

“sufficiently large,” and this naturally resonates with the notions of similarity and 

dissimilarity that play a significant role on similarity-based decision-making.  So I can 

certainly see how it might be tempting to try, as Voorhoeve and Binmore do, to both 

explain, and explain away, our intuitive responses to my spectrum arguments as yet 

further manifestations of our intuitive reliance on similarity-based decision-making.  But, 

on reflection, I don’t find their deflationary explanation of our responses plausible.  I 

don’t believe that my intuitive judgments about spectrum arguments are based on 

similarity-based decision-making, and I don’t believe that most other people’s are, either. 

At the end of “Heuristics and Biases,” Voorhoeve writes the following: 

Interestingly, psychological research indicates that even if we are 

persuaded by this argument about the unreliability of our initial 

preferences in Rachels’ and Temkin’s example, this may not modify our 

gut feelings about this example.  As Kahneman notes, the operation of 

intuitive methods of decision-making is typically “fast, automatic, 

effortless, associative, and difficult to control or modify”, and the 

judgments that these methods generate may therefore be hard to shake off.  

The pull of our initial preferences in this case may therefore be strong and 

persistent.30 
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This is an important observation, and it is worth bearing in mind in trying to 

assess how much weight to give to the firm intuitions that many have about examples of 

the sort Rachels and I present.  But I think it actually cuts against Voorhoeve and 

Binmore’s contention that similarity-based decision-making underlies the plausibility of 

our examples. 

Consistent with Kahneman’s contention, many believe that we may have some 

intuitive “illusions” that are akin to various perceptual illusions.  Even if we know that 

the stick in the water is straight, or that the brim of the hat is just as wide as the hat is tall, 

our visual apparatus is such that we can’t help “seeing” the stick as bent, or the hat as 

taller than its brim is wide.  Similarly, many suggest that our cognitive apparatus may be 

such that we can’t help having a certain intuitive reaction to certain situations, even if we 

know that that intuitive reaction is unwarranted.  This may be the case with our “gut” 

“visceral” reaction to the contemplation of incest or cannibalism.  Even if we convince 

ourselves that our intuitive reactions to such matters are just the remnants of some ancient 

pre-historical superstition, or perhaps just an odd byproduct of our evolutionary 

development, the intuitive feelings that we have to such cases may remain strong, 

persistent, and perhaps even unshakeable. 

Perhaps there is a deep, unshakable, intuitive illusion underlying our judgments 

about spectrum arguments.  But if this is so, that is reason to think that such judgments 

are not based on similarity-based decision-making.  As we have seen, the shortcomings 

of similarity-based decision-making are easily identified and readily accepted.  So are the 

shortcomings of majority rule reasoning.  In fact, once the various shortcomings are 

pointed out, there is little or no temptation to hang on to the mistaken judgments 
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generated by such heuristics, however intuitively plausible those judgments might, at 

least initially, have seemed.  Thus, as noted above, if my quick, initial, intuitive 

assessment that A is better than B, is based on similarity-based decision-making, I will 

readily change that assessment when it is pointed out to me that the dimension along 

which B is dissimilar to, and better than, A, is much less important than the dimensions 

along which B is similar to, though slightly worse than, A; or perhaps simply that there 

are many dimensions along which A is similar to, but still better than B, while there is 

only one (not overwhelmingly important) dimension along which B is dissimilar to, and 

not all that much better than, A.   

As Voorhoeve’s above remarks implicitly acknowledge, the situation is otherwise 

with my spectrum arguments.  People’s intuitive judgments about my cases are extremely 

strong and not easily dislodged.  More specifically, they are not easily undermined by 

considerations of the sort that lead us to readily and rightly reject many of the judgments 

generated by similarity-based decision-making, or other heuristics like majority rule 

reasoning.  This suggests that the intuitive judgments I appeal to are not, ultimately, 

based on similarity-based decision-making.   

I might add that most people retain their intuitive judgments about my cases even 

after they have subjected their judgments to careful, deliberate, reflection.  This, of 

course, does not guarantee that they are not caught in the grip of an especially powerful 

cognitive illusion, but it does suggest that most people’s responses don’t merely rest on 

heuristic-generated reasoning, or at least not on what Kahneman called “fast, automatic, 

effortless, associative” intuitive methods of decision making.   



 42

Let me next challenge Voorhoeve and Binmore’s position more directly.  I take it 

that similarity-based decision-making is most plausible, and most likely to be invoked, 

when the value of the different dimensions are independent of each other.  Often we 

implicitly assume this is the case.  For example, one might implicitly assume that the 

different dimensions along which a prospective partner might vary are independent of 

each other; so that in comparison with other prospective partners it will always be better 

if a prospective partner is wealthier, more humorous, more physically beautiful, and so 

on, but we don’t think that one’s “score” on the wealth dimension affects one’s score on 

the humor or physically beautiful dimensions.31  The importance of this assumption for 

similarity-based decision-making is easily illustrated. 

Suppose people can vary along two dimensions that are measured on a scale from 

one to twenty, where we regard two people as similar along a given dimension if their 

scores for that dimension differ by one or less, and as dissimilar along that dimension 

otherwise.  Let X = (4, 12), and Y = (3, 6), where this means that X and Y have, 

respectively, scores of 4 and 3 along the first dimension, and 12 and 6 along the second.  

On similarity-based decision-making we disregard the first dimension, and simply 

compare them in terms of the second.  But if we do this we may be completely mistaken 

about how X and Y compare, or about the extent to which one is better than the other—

which may be crucially important to know in certain decision making contexts—if, in 

fact, the value of the two dimensions is interrelated.   

Suppose that the second dimension of X and Y represents pleasure.  Then, on 

similarity-based decision-making, in comparing X and Y we will simply disregard the 

first dimension—whatever that dimension represents—and, focusing on the second, 
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judge X as better than Y, since it is twice as good with respect to the only dissimilar 

dimension, pleasure.  But suppose that the first dimension represents the extent to which 

someone is evil.  Many believe that evil and pleasure are related in such a way that the 

more evil someone is, the worse it is for them to receive pleasure.  Such people might 

suggest that one determine the value of situations like X and Y by multiplying the first 

dimension by the second, and putting a negative sign in front of the result.  On this way 

of reckoning, the value of X = -48, and the value of Y = -18, reflecting the way in which 

evil and pleasure are related, and the fact that a situation where a more evil person 

receives twice as much pleasure is in fact much worse than one where a similarly, but 

still less, evil person receives only half as much pleasure. 

Clearly, then, similarity-based decision-making is particularly ill-suited for 

comparing multi-dimensional alternatives where the value of one dimension affects the 

value of another.  Given this, one might have some reason to think that, on reflection at 

least, people would not appeal to similarity-based decision-making for comparing such 

alternatives.  But, as should be clear, the value of duration is not independent of the value 

of the experience to which it applies.  Duration itself is neither good nor bad.  Duration is 

good when applied to positive experiences, and bad when applied to negative 

experiences.  And arguably, at least, the more positive an experience the more valuable it 

is for it to last longer, and hence the more positively duration counts in that situation.   

Likewise, arguably, the more negative an experience the more disvaluable it is for it to 

last longer, and hence the more negatively duration counts in that situation. 

Let X = (e, d) represent a situation involving an experience of quality e, and 

duration, d, as measured in years.  Let us arbitrarily suppose that for any two experiences, 
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if the values of those experiences are within ten, then they count as similar for the 

purposes of similarity-based decision-making, and likewise for any two durations whose 

values are within one.  Then consider four alternatives, P, Q, R, and S, where P = (85, 

12), Q = (90, 8), R = (-85, 12), and S = (-80, 8).  Using similarity-based decision-making, 

as Voorhoeve and Binmore characterize it, we should say that P stands to Q as R stands 

to S.  After all, since P and Q are similar regarding the first dimension, and R and S are 

also similar on that dimension, we would disregard the first dimension in making the 

comparisons in question, and make our comparisons solely on the basis of the second 

dimension, along which the alternatives are dissimilar.  But P and R are exactly the same 

on the second dimension, as are Q and S.  So, presumably, however P compares with Q, 

that is how R should compared to S, on similarity-based decision-making.  But nobody 

would judge that P and R are better than Q and S, respectively.  Rather, everyone would 

agree that P would be better than Q, since more years of positive experiences are better 

than fewer years of similarly positive experiences, while R would be worse than S, since 

more years of negative experiences are worse than fewer years of similarly negative 

experiences. 

But the fact that this is so is enough to show that people would not simply use 

similarity-based decision-making in comparing alternatives involving experiences of 

different value and duration.  This is because people will rightly see that in valuing 

different experiences of different durations, the values of the intensity of the experience 

and the duration of the experience are not independent of each other, in the way one 

might assume that the value of being humorous is independent of the value of being 

physically beautiful in a prospective partner. 
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It may seem that I have been unfair to Voorhoeve and Binmore in offering such a 

strict interpretation of similarity-based decision-making.  Perhaps one shouldn’t 

completely ignore a dimension along which two alternatives are similar, but one should 

only let the value of the first dimension affect whether increases along another dimension 

count positively or negatively.  Thus, it might be agreed that for all negative experiences, 

such as pains, longer durations count negatively (as worse than shorter ones), while for 

for all positive experiences, such as pleasures, longer durations count positively.  

Combined with that assumption, it might seem that people implicitly rely on similarity-

based decision-making in comparing alternatives involving different pains of different 

durations. 

But this doesn’t seem right either.  Consider four new alternatives, P, Q, R, and S, 

where P = (597, 2), Q = (592, 4), R = (3, 2), and S = (2, 4).  P represents our familiar 

alternative involving a pain (intense torture) of intensity 597, lasting two years; Q 

represents a similar pain of intensity 592 lasting four years; R represents our familiar 

alternative involving a pain (mosquito bite) of intensity 3, lasting two years; and S 

represents a similar pain of intensity 2 lasting four years.  If we were invoking similarity-

based decision-making in comparing such alternatives, we should think that P stands to Q 

as R stands to S.  The fact that we are dealing with pains would tell us that longer 

duration is worse, rather than better, but other than that we would ignore the similar first 

dimensions in comparing P with Q, and R with S, and simply judge that Q is worse than 

P for the same reason and to the same extent as we would judge that S is worse than R.  

In both cases, our judgments would simply be based on how they compared with respect 

to duration, and we would note that Q and S involve two more, or twice as many, years of 
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pain as P and R, respectively.  But, after years of discussing these issues with people, I 

am confident that most believe that the extent to which Q is worse than P is much worse 

than the extent to which S is worse than R.  Specifically, many express the view that 

while S is worse than R, it isn’t much worse; but they are confident that Q is, indeed, 

much worse than P. 

These judgments, which virtually everyone makes, are not easily accounted for on 

the assumption that underlying our intuitions is an implicit appeal to similarity-based 

decision-making.  But it is easily accounted for if, as I have suggested, people are 

implicitly adopting an additive aggregationist approach for comparing alternatives 

involving intensities that are “near” each other on the pain spectrum.  On an additive 

aggregationist approach, the disvalue of P is determined by adding together each moment 

of intensity 597, this amounts to multiplying the first dimension, intensity, by the second, 

duration, and it generates a disvalue score of 1194 (where the higher the score the worse 

the outcome).  By the same token, on this approach the disvalue of Q is 592*4 = 2368, 

the disvalue of R is 3*2 = 6, and the disvalue of S is 2*4 = 8.  This way of comparing 

“near” alternatives on the pain spectrum readily explains people intuitive reactions to the 

different pairs of alternatives.  Q is rightly judged as much worse than P, involving 1174 

more units of disvalue, whereas S is rightly judged as only a little worse than R, 

involving a mere 2 units more of disvalue.  Indeed, this is why I often talk in terms of 

durations that are two, or three or five times as long.  For some people, the difference 

between R and S is so small, that they don’t feel it matters much one way or the other 

which outcome they might face.  I think this is a mistake, but it is a fairly minor one; so I 

might ask them to compare R with an alternative, S’, where a pain of intensity two lasts 
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for ten years, which is five times as long as long as the duration of R’s pain.  In this case 

people calculate the disvalue of S’ as 2*10 = 20, and while they may still rightly think 

that a disvalue of twenty isn’t all that bad, they typically readily admit that it would still 

be worse than R’s disvalue of 6.  Suffice it to say, people are not relatively indifferent 

between P and Q, hence I don’t need to worry about appealing to durations of ten years, 

rather than four, when comparing a situation involving a pain of intensity 592 with P.   

There would be strong reason to fight the move from a P-like situation to a Q-like 

situation, while there would only be a minor reason to fight the move from a R-like 

situation to an S-like situation.  People intuitively feel, and have clearly recognized, this 

in thinking about my spectrum arguments.  This is further support that underlying their 

intuitive judgments about alternatives involving intensities that are “near” each other on 

the pain spectrum is not the stage-two reasoning of similarity-based decision-making, as 

Voorhoeve and Binmore have suggested, but the additive aggregationist approach that I 

have suggested. 

Finally, while I emphasize the fact that as one moves along my spectrum of 

alternatives one is comparing pains that are very similar in their intensities, but the 

durations of the less intense pains are twice (or three or five times) as long, there is an 

important sense in which what people clearly do in thinking about these situations is 

compare alternatives lives of the same duration.  Specifically, they reason in the 

following way.  Suppose my choice is between a pain of intensity 200 for two years, and 

a pain of intensity 195 for four years.  That is akin to a life that is the same in other 

respects, except that for four years there is a crucial difference.  One way, two of the four 

years will involve a pain of 200, while the other two years will involve a pain of zero.  
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The other way, two of the four years will involve a pain of 195, while the other two years 

will also involve a pain of 195.   

In thinking about these alternatives, I do not ignore the dimension of pain 

intensity—since the pains on the two scenarios are similar—and simply focus on 

duration, with the thought that longer pains are worse than shorter ones.   Rather, I am 

acutely aware that while the first alternative will be worse than the second for two years, 

it will also be better than the second for two years, and the extent to which it will be 

better is directly relevant to the differences in the levels of pain intensity being 

experienced in the two alternatives over the crucial four year period.  Specifically, thanks 

to a relevant difference in pain intensity that I do not ignore, I judge the first life as 

consistently worse than the second for two years—but only by 5 units per moment.  On 

the other hand, thanks to another difference in pain intensity that I also do not ignore, I 

judge the first life as consistently better than the second for two years—and the extent to 

which it is better is much better than the extent to which it is worse, 195 units per 

moment, as opposed to merely 5.  Since the durations of these differences in pain 

intensities are equal, this gives me strong reason to prefer the first life over the second.  It 

is a reason provided by the fact that I will experience a much greater total amount of pain 

in the second life—together with the fact that the intensity of the pain experienced in the 

second life will be almost as bad as the intensity of the pain experienced in the first life.   

Similarly, when I consider some disease of, say, disutility 500 that will affect a 

million people, or some disease of disutility 490 that will affect two million, I do not 

simply disregard the differences between the two diseases, on the grounds that they are 

similar, and just focus on the number of people who are sick in the two scenarios, with 
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the thought that it is worse for two million to be sick rather than one million.  Rather, I 

am clearly aware that one situation will be better than the other, insofar it involves one 

million only having disutility of 490, rather than one million people having disutility of 

500.  But, by the same token, I am also acutely aware that the extent to which the 

situation is better is relatively small, and far outweighed by the extent to which it is 

worse, insofar it involves one million others also having a disutility of 490, rather than 

one million others having disutility of zero.  Here, as above, my judgment is based on the 

fact that the one situation involves so much more total disutility due to disease—in a 

context where the difference between having the more severe disease in the one outcome 

and the less severe disease in the other is relatively minor.   

Speaking for myself, I am confident that it is reasoning of the preceding sort that I 

am engaging in when considering my spectrum arguments for alternatives that are “near” 

each other along my spectrums.  And having spoken with countless others about the 

rationale underlying their judgments about my cases, I am confident that many others are 

also relying on such reasoning.  Such reasoning involves an additive aggregationist 

approach that seems especially plausible for such comparisons.  It does not rely on a 

similarity-based decision-making heuristic, as Voorhoeve and Binmore contend. 

Voorhoeve and Binmore make many other interesting claims in their articles.  I 

cannot deal with all of them here, but let me comment on three.   

First, Voorhoeve discusses some pain research that suggests that in certain 

circumstances people are unreliable judges when it comes to evaluating pain episodes.  

For example, in certain experiments “subjects displayed a phenomenon known as 

‘duration neglect’:  the duration of experiences had little or no independent effect on the 
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way they were evaluated.  Instead, subjects appeared to evaluate these episodes by a 

constructed “representative moment”: a collage of the intensity of pain at several singular 

instants, including the peak and end of the episode.”32  In other “experiments, subjects 

appeared to rely on a kind of ‘anchoring and adjustment’ heuristic in evaluating episodes:  

they took the aforementioned representative moment [of pain] as a base for their 

evaluation, and then made significant, but relatively small adjustments to this base to 

account for the episodes’ duration.”33  As Voorhoeve observes, one consequent of 

people’s tendency to focus on the “peak” and “end” in evaluating a pain episode, is that 

many subjects “will judge a shorter episode of pain as worse than a longer episode of 

pain which contains all the painful experiences of the shorter episode with some 

additional painful experiences, but which ends on a less unpleasant note.”34  This seems 

to patently involve some kind of cognitive failure or illusion.  Understandably, then, 

Voorhoeve suggests that “preferences expressed in contexts that elicit duration neglect or 

the use of the anchoring and adjustment heuristic should be regarded with suspicion.”35 

Voorhoeve offers these observations as part of a possible explanation for why we 

might be suspicious of our firm intuition that two years of torture would be worse than 

any finite duration of a mosquito bite.  Perhaps my presentation of these alternatives 

elicits duration neglect or the anchoring and adjustment heuristic.  If this is the case—if, 

in fact, we aren’t really taking the extreme duration of the mosquito bite adequately into 

account—then it won’t be surprising if we judge the intense torture scenario as much 

worse than the mosquito bite scenario.  But this, Voorhoeve implies, might just be 

another cognitive failure or illusion, like when we evaluate pain episodes in accordance 

with the “peak-end rule.”  
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Voorhoeve’s speculative claim here is interesting; also a bit ironic.  As we have 

seen, many respond to my torture to mosquito bite example by claiming that since 

humans don’t live lives of extraordinary length, we can’t accurately imagine how bad it 

really would be to experience one extra mosquito bite per month for countless years.  

Hence, they argue, having never actually experienced such a possibility, we can’t trust 

any intuitions we might have about it.  Voorhoeve, on the other hand, seems to accept 

that if we did live lives of extraordinary length, and our psychological mechanisms didn’t 

change, then we might very well judge the extraordinarily long mosquito/pain episode as 

much better than its two-year long intense torture alternative.  But his point is that even if 

our intuitions remained firm were we to experience the two episodes, we should regard 

them as unreliable, and likely due to inappropriate duration neglect or the use of the 

anchoring and adjustment heuristic.   

Voorhoeve is certainly right that even if people who experienced both alternatives 

uniformly agreed that two years of torture was worse than countless years of a mosquito 

bite, that wouldn’t be enough to establish that their evaluative judgment was correct.  

But, of course, the fact that people are, under certain circumstances, susceptible to 

duration neglect and the anchoring and adjustment heuristic, is not enough to establish 

that such cognitive mistakes are underlying the judgments they make about my 

hypothetical alternatives.   

Consider the peak-end rule.  Although some people seem to employ the peak-end 

rule to evaluate pain episodes they have actually experienced, I trust that few, if anyone, 

would employ the rule when judging between two hypothetical alternatives.  That is, if 

you ask people which would be worse, an alternative A, where they suffered great pain 
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for a given duration, or alternative B, where they suffered the very same pain for the very 

same duration, and then suffered further pain, though of less intensity, for an additional 

period, I venture that no one would judge A as worse than B, if the two pains episodes 

were considered abstractly just by themselves.   

So, the mere fact that certain perceptual or cognitive mistakes or illusions arise 

when we reflect on our actual experiences, hardly establishes that they are in play, and 

responsible for our judgments, about hypothetical cases.  Perhaps, in some cases, they 

are.  But perhaps not. 

In considering my alternatives, I am not making any claims about how people 

would psychologically react if they actually lived a life containing two years of intense 

torture, or how they would actually psychologically evaluate such a lived experience in 

comparison with the lived experience, were it possible, of countless years of a mosquito 

bite.  I am asking how we should, normatively, evaluate the two pain episodes.  I don’t 

believe that the firm judgments most people make about such comparisons can easily be 

explained away by appeal to our tendency, in some cases, to neglect duration, or employ 

an anchoring and adjustment heuristic.  People make the judgments they do because they 

believe that for such comparisons it is appropriate to employ an anti-additive 

aggregationist approach.  They believe that lots of moments of mosquito bites, spread out 

over time, or lives, do not add up in the way they would need to, to license the judgment 

that the lengthy mosquito pain episode would be worse than the two-year long torture 

episode.  Voorhoeve has to do much more than point out our psychological tendency to 

sometimes fail to adequately take duration into account.  He has to actually argue for the 

theoretical claim that an additive aggregationist approach is, in fact, appropriate even for 
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comparisons of the kind in question.  He hasn’t offered us anything like such an 

argument.   

Consider a variation of one of chapter n’s examples (p.   ).  Suppose that I am the 

benevolent leader of a planet with billions of people.  Suppose, further, that I were 

actually capable of loving all of my fellow humans as I now love my children.  Finally, 

suppose that a powerful alien comes and demands that I give it a nine year old girl, Ann, 

to use as its slave, including as a sex slave, for the following ten years.  If I don’t accede 

to its demand, one of two alternatives will ensue.  A, it will take a nine year old boy, 

Bruce, and torture it mercilessly for two years.  B, it will inflict on each of the billions of 

earthlings one mosquito bite that will itch for a month.  To decide which alternative 

would be better, do I really have to “do the maths,” to determine if the sum total of 

negative experiences in B outweigh those in A?  I think not.  Indeed, even if I stipulate 

that in accordance with an additive aggregationist approach there will be a greater total 

amount of suffering in B than in A, I am confident that B would be better.  I am also 

confident that most others would agree with me. 

In choosing between Ann and Bruce, I would be facing a Sophie’s Choice 

scenario.36  Whatever I decide, I may be destined to regret my decision, or to suffer from 

having made it, for the rest of my life.  Choosing between Ann, and everyone getting a 

single mosquito bite for a month, would be nothing like that.  It would be a no brainer.  I 

would immediately choose the mosquito bite option, and never doubt, regret, or suffer 

from my decision, even for a moment.  Can we explain away our intuitions about this 

kind of case by appeal to a psychological mechanism akin to duration neglect or the use 

of an anchoring and adjustment heuristic?  This is dubious.  The problem isn’t that we are 
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failing to accurately take account of just how many people would have to suffer from a 

mosquito bite for a month.  Rather, we have reflectively rejected an additive 

aggregationist approach for comparing alternatives of the sort in question. 

But if, as many believe, we can rationally reject an additive aggregationist 

approach for determining the badness of pains across different people, we can also 

rationally reject an additive aggregationist approach for determining the badness of pains 

across different times, within a single life.  I conclude that while Voorhoeve is right  that 

“preferences expressed in contexts that elicit duration neglect or the use of the anchoring 

and adjustment heuristic should be regarded with suspicion,” this isn’t enough to 

undermine the convictions that most people have regarding alternatives of the sort we 

have been discussing.  Although I can’t rule out that our judgments ultimately rest on a 

cognitive mistake or illusion, I doubt that our rejection of an additive aggregationist 

approach for certain comparisons ultimately rests on the kind of psychological mistake or 

illusion to which Voorhoeve has pointed. 

Let me turn to another issue.  Voorhoeve and Binmore suggest a complicated 

decision procedure that we might pursue to try to come up with a transitive ranking of my 

spectrum’s alternatives.  Having done so, they conclude “Transitivity” with the following 

remark: 

By a process of jockeying-making judgments under different 

presentations, checking their consistency, questioning inconsistent 

judgments and their grounds, discarding orderings resulting from 

undependable presentations and methods of evaluation in some cases, 

revising her judgments in others, again checking their consistency, etc. – 
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she should ultimately arrive at an ordering that is consistent across 

different (non-misleading) presentations and that respects transitivity.37 
 

In “Heuristics and Biases,” Voorhoeve suggests that we can arrive at a transitive 

ranking of alternatives if we evaluate the different alternatives of my spectrum by 

employing a version of the Time Trade-Off Method that is frequently used in the health-

care literature to evaluate the value of health states.  Specifically, Voorhoeve suggests 

that we evaluate each painful episode, Ei of my spectrum as follows: 

Imagine that you have two possible futures.  The first is to live for 

precisely another T years in good health and without experiencing any 

significant episode of pain except for the fact that, starting tomorrow, you 

will have to experience episode Ei.38  The second is to live for time Ti* in 

good health and without having to experience Ei or any other significant 

episode of pain.  How long would Ti* have to be to render you indifferent 

between these two futures?39  You may refuse to answer if you feel unable 

to come up with an answer you regard as even somewhat reliable.40 
 

Voorhoeve rightly observes, and regards it as a positive feature of this approach, that “it 

requires us to engage in a global evaluation of the badness of each episode separately.”41  

First, a comment about Voorhoeve’s approach.  I readily agree that we could 

adopt such an approach, and that if we did it would generate a consistent, transitive, 

ranking of my various spectrum alternatives.  The ranking might be severely incomplete, 

in virtue of the last clause that allows one to make no judgments in cases where one is not 

confident of the reliability of one’s judgment, but any rankings that emerged from such a 

process would be transitive.  But the important question is whether we think the transitive 
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ranking that emerges from such a process reflects the all things considered judgments that 

should be made as far as how all the different alternatives compare with each other.   

At the end of chapter N, I noted that ultimately, the key question in this area 

concerns the nature of moral ideals.  On an intrinsic aspect view of moral ideals, how 

good an outcome is will depend solely on the internal features of that outcome.  On an 

essentially comparative view of moral ideals, how good an outcome is may depend on the 

alternative with which it is compared.  So, while there may, in a sense, be a fact of the 

matter about how good an outcome is considered just by itself, and this may be based 

solely on the internal features of that outcome, that fact may have no special privileged 

status.  An outcome may have one value when considered by itself, another value when 

compared with another outcome, yet another value when compared with several other 

outcomes, and so on.  On this view, there is no fact of the matter about what the value of 

an outcome really is, the value of the outcome will depend on the other alternatives, if 

any, with which it is compared. 

Voorhoeve’s process will give us a transitive ranking of outcomes, based on a 

“global evaluation of the badness of each episode [considered] separately.”  But that 

won’t settle the issue of how the different episodes compare all things considered if the 

essentially comparative view of moral ideals is correct.   

Recall chapter n’s earlier example involving affirmative action, and the possible 

hiring of African-American, White, or Mexican-American (pp     ).  On an approach like 

Voorhoeve’s, we should be able to determine the ranking of these three candidates, by 

focusing on each candidates separately, and seeing how good or bad it would be to hire 

that candidate, based solely on the various properties or attributes of that candidate.  But, 
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for the reasons discussed in chapter N, we might well think that this approach leaves 

something important out.  We may think that the desirability of hiring a particular 

candidate depends crucially on the other candidates with whom he is compared.  It could 

well be that if we just considered White separately, we would give the desirability of 

hiring him a “score” of 12, and if we just considered African-American separately, we 

would give the desirability of hiring him a “score” of 10.  Moreover, we might be rightly 

convinced that these evaluations were completely reliable in the context of our making a 

global evaluation of each candidate considered separately.  Even so, we might be equally 

convinced that given the particular nature of the historical relation between blacks and 

whites in American society, if African-American and White were both candidates for 

certain jobs in America, then all things considered it would be better to hire African-

American rather than White.   The thought, of course, is that there might be a morally 

relevant factor that would come into play when African-American and White were both 

candidates, that wouldn’t come into play if each were just considered as a candidate on 

his own. 

 Similarly, following Voorhoeve’s procedure, I might arrive at a reliable “score” 

for how bad I thought each member of my pain spectrum was considered just by itself.  

Perhaps I would implicitly invoke an additive aggregationist approach for each member, 

or an anti-additive aggregationist approach for each member.  Or perhaps I would invoke 

one approach for some members, the other for other members, and still more complicated 

approaches for the other members.  It doesn’t matter.  As long as each member gets a 

single score, however I arrive at it, I could construct a transitive ranking of the spectrum 

using those scores.  But, unless an intrinsic aspect view of moral ideals is correct, this 
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won’t give me an all things considered ranking of the different alternatives in comparison 

with each other.   

In this work, I have been arguing that an additive aggregationist approach seems 

relevant when comparing two years of intense torture with four years of slightly less 

intense torture, but that an anti-additive aggregationist approach seems relevant when 

comparing two years of torture with countless years of a mosquito bites.  Voorhoeve’s 

contention simply ignores the possibility that this may be right.  If an essentially 

comparative model of moral ideals is correct—if the messy truth about our complex 

notion of morality is that different factors can be relevant and significant for comparing 

different alternatives—then Voorhoeve’s suggestion has no hope for capturing the truth 

about morality.  On such a view, transitivity will either fail, or fail to apply, for the notion 

of “all things considered better than.” 

Similar remarks apply to the more complicated suggestion that Voorhoeve and 

Binmore offered.  Their suggestion sounds more promising, since it doesn’t suppose that 

we can arrive at a satisfactory ranking by considering each alternative on its own.  They 

propose a complicated method of making lots of different comparisons, and 

systematically revisiting and revising the various judgments we might come up with until 

we arrive at a consistent ordering.  I readily grant, of course, that if we engage in such a 

process long enough, and diligently enough, constantly guided by the requirement of 

“consistency,” we will eventually arrive at a transitive ranking of my spectrum’s 

alternatives.  This is analytically true, since for Voorhoeve and Binmore the consistency 

requirement guiding our decision procedure requires transitivity.  But unless an intrinsic 

aspect view of moral ideals is correct, this process with not capture the messy truth with 
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which our complex notion of morality presents us.  Because if, as seems possible, an 

essentially comparative view of moral ideals is correct, then transitivity seemingly should 

fail, or fail to apply, across the different alternatives of the spectrum.  (I say “seemingly” 

for an important reason.  It may be possible to preserve transitivity following a procedure 

of the sort Voorhoeve and Binmore commend even on an essentially comparative model 

of moral ideals.  But this will have other substantial costs in terms of our understanding 

of practical reasoning that are akin, in many ways, to giving up on transitivity.  I shall 

discuss this possibility, and its attendant costs, in chapter N.) 

Considering my spectrum arguments, I have argued that most people firmly 

believe that there is a sequence of alternatives 1, 2, 3, … n-1, n, such that 1>2>3…>n-

1>n.  I have argued that there is a powerful reason for each of these beliefs, given that an 

additive aggregationist approach seems relevant for comparing each pair of adjacent 

alternatives along the spectrum.  I have also argued that most people firmly believe that 1 

is not better than n, and this is because for making that comparison an anti-additive 

aggregationist approach seem appropriate.  We know the following:  any consistent 

transitive ranking of the spectrum’s alternatives requires giving up at least one of the 

judgments most people firmly believe.  This will require showing that we ought not to 

use an additive aggregationist approach for comparing some of the adjacent alternatives 

along the spectrum, or we ought not to use an anti-additive aggregationist approach for 

comparing alternatives at the opposite ends of the spectrum.  To establish that, it is not 

enough to insist that we force ourselves to arrive at transitive ranking of the alternatives 

by continually reexamining and revising our comparative judgments until they meet the 

requirement of consistency.  Consistency is obviously a highly desirable goal that we 
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would like the true theory of morality and practical reasoning to accommodate.  But our 

wanting it to be so doesn’t make it so, and this is something with which we must come to 

terms. 

 Let me conclude this section with an important reminder.  The aim of this book is 

not to argue that Voorhoeve and Binmore, and the many others who agree with them, are 

ultimately wrong in their conviction that all things considered better than is a transitive 

relation.  As I have tried to stress, they may well be right.  But I have offered a number of 

impossibility arguments illustrating that the transitivity of better than is incompatible 

with certain other things many of us firmly believe.  So we are going to have to give up 

some of our beliefs, and to me, at least, it is by no means certain which of them should 

go.  More importantly, as I am trying to illustrate in this book, giving up any of the 

beliefs in question may require a substantial reexamination of notions of the good, moral 

ideals, and the nature of practical reasoning.   

Voorhoeve and Binmore have primarily focused on one particular spectrum 

argument that Rachels and I have presented.  The spectrum involves a single individual 

deciding for himself about a range of possible alternatives that seem practically 

unobtainable, and hence irrelevant.42  I think Voorhoeve and Binmore can be 

understandably forgiven if they suppose that it wouldn’t require all that much revision in 

our thinking if we had to abandon some of the particular judgments we make about an 

individual’s hypothetical and unrealizable pain sequence from intense torture to mosquito 

bites.  But, as we have seen, similar problems can arise across people, and these may 

involve issues of great practical relevance and urgency. 
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More importantly, what is at stake in this area is much more than just our 

particular concrete judgments about various spectrums’ alternatives.  It is ultimately 

whether an intrinsic aspect or essentially comparative model reflects the truth about 

morality and practical reasoning.  It seems overwhelmingly true that different factors are 

relevant and significant for making different comparisons, and this is embodied by much 

of our normal practical and theoretical reasoning.  If this apparent truth is illusory, then a 

major revision of our understanding and practice of practical reasoning is in order.  

For most people, it would not be easy to abandon the additive aggregationist 

approach that seems appropriate for countless comparisons.  But for most people it would 

also not be easy to abandon the anti-additive aggregationist approach that seems 

appropriate for making countless other comparisons.  So something extremely plausible 

and important will clearly have to go, if the transitivity of “all things considered better 

than” is retained.  But, as we will see later, as important as it is, much more than just the 

conflict between additive and anti-additive aggregationist reasoning is at stake in the 

issues we are considering. 

10.4  Summary of Chapter Ten 
 
 In this chapter, I considered three further objections to my spectrum arguments.  I 

began, in section 10.1, by exploring Christopher Knapp’s objection that my argument 

depends on a misunderstanding of vagueness and indeterminacy.  Knapp argued that two 

pains at the same end of the spectrum will be of the same kind, and that there will be 

mere quantitative differences between such pains; but two pains at opposite ends of the 

spectrum will be different in kind, and there will be a qualitative difference between 

them.  Knapp then contended that View One was appropriate for comparing two pains of 
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the same kind, such as two very intense pains or two very mild pains, while View Three 

was appropriate for comparing two pains that were different in kind, such as a very 

intense pain and a very mild pain.  For Knapp, trade-offs between intensity and duration 

are permissible for alternatives involving mere quantitative differences, but not for 

alternatives involving qualitative differences.   

Knapp then claimed that for middle members of the pain spectrum, such as pains 

300 or 301, it was indeterminate whether they were very intense or very mild.  

Accordingly, he claimed it would be indeterminate whether View One or View Three 

was relevant for comparing such pains with pains at the end of the spectrum, for example, 

the very intense pain 597 or the very mild pain 3.  From this, Knapp argued that it must 

also be indeterminate whether View One or View Three was relevant for comparing pain 

300 with pain 301, because he thought that if even one alternative was a borderline case 

of a qualitative distinction, that guaranteed that any tradeoff involving that option would 

be a borderline case of a tradeoff where a qualitative difference was at stake.  But, as 

Knapp saw, for my argument to succeed I need it to be the case that View One is 

appropriate for comparing 300 and 301.   Thus, if, as Knapp claimed, it is actually 

indeterminate whether View One applies for comparing 300 and 301, then my argument 

can be resisted. 

In response, I began with a small rhetorical point, suggesting the Knapp’s 

argument may gain some initial plausibility from the dubious assumption that some 

points could be both indeterminately very intense and indeterminately very mild.  I next 

argued that even if one grants Knapp that assumption, there is good reason to reject his 

argument.  Specifically, I showed that we should reject the key assumption underlying his 
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argument, that a pain’s being a borderline case of a qualitative distinction guaranteed that 

it would be indeterminate whether or nor View One or View Three applied for any 

comparisons involving that pain.  After all, even if one grants that pain 301 is both 

indeterminately very intense and indeterminately very mild, and so a borderline case of a 

qualitative distinction, it doesn’t follow that a tradeoff between one year of pain 301 and 

five years of pain 301 would involve a borderline case where a qualitative difference was 

at stake.  Since there is no difference between the intensity of pain in the two cases, only 

a difference in duration, it cannot be indeterminate whether a qualitative difference is at 

stake. 

For Knapp, a qualitative difference is at stake when comparing a very intense 

pain, like torture, with a very mild pain, like that of a mosquito bite.  This is a big 

difference in intensity.  It is not indeterminate whether a big difference in intensity is at 

stake between a pain of intensity 301 lasting one year and a pain of intensity 301 lasting 

five years.  Likewise, importantly, even if it is indeterminate whether pains 300 and 301 

are very intense or very mild, it is not indeterminate whether there is a small or big 

difference in intensity between such pains.  There is, in fact, only a small difference.    

View Three is appropriate for comparing pains between which there is a big 

difference in intensity.  View One is appropriate for comparing pains between which 

there is a small difference in intensity.  Although it may be indeterminate whether View 

One is appropriate for comparing pain 301 with pains 597 or 3—because it may be 

indeterminate whether the difference between those pains is big or small; it is not 

indeterminate whether View One is appropriate for comparing pains 300 and 301.   
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I noted that Knapp’s argument is a version of the different kinds argument 

rejected in section 9.1, and should be rejected for the same reasons.  Basically, it is a 

mistake to contend, as Knapp does, that the reason View One applies for comparing some 

alternatives is that they are the same kind; that the reason View Three applies to other 

alternatives is that they are different kinds; and that it is indeterminate whether View One 

or View Three applies to alternatives when it is indeterminate what kind they are.  This is 

because whether two pains count as the same, different, or indeterminately the same or 

different kind of pain depends on the kind in question.  Pains 551 and 597 may be the 

same for the kind “very intense” pain, but indeterminately the same for the kind “super 

very intense” pain.  Likewise, pains 597 and 3 may be the same for the kind “experience 

there is some reason to avoid,” but different for the kinds “very intense” pain and “very 

mild” pain.  Similarly, pains 300 and 301 may be indeterminately the same for the kinds 

“very intense” pain and “very mild” pain, but the same for the kind “moderate” pain.   

Thus, to determine what principle is relevant for comparing two pains, we can’t 

simply ask ourselves whether the pains are the same, different, or indeterminately the 

same kind of pain.  Rather, we have to determine what makes it the case that a principle 

applies, doesn’t apply, or indeterminately applies.  On reflection, it seems clear that View 

One applies for comparing pains that are “sufficiently” similar in intensity; this, 

ultimately, explains why it is plausible for comparing two pains both of which are very 

intense, or both of which are very mild.  But then View One is also plausible for 

comparing pains 300 and 301, and n and n+1 more generally, since such pains will also 

be “sufficiently” similar in intensity for View One to apply.  Thus, I concluded that 
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Knapp’s claims about vagueness and indeterminacy fail to provide reason for rejecting 

the plausibility of View One and its role in my argument.   

I ended section 10.1, by noting that Knapp hints at a different response to my 

argument.  Recognizing that we have to give up one of my premises, one might claim that 

giving up View One is the “lesser evil” of the alternatives facing us, given everything we 

believe.  I acknowledged that this “lesser evil” claim may ultimately be the strongest 

consideration we can muster against View One, but suggested that it is rather 

unsatisfying.  It would be nice to show where View One, or one of my other premises, 

goes wrong, if it really does so.  This is especially so, given that in this area people have 

very different views about what the “lesser evil” is.   

In section 10.2, I considered an argument that Ken Binmore and Alex Voorhoeve 

offered against the spectrum arguments Rachels and I gave.  Binmore and Voorhoeve 

contended that our arguments depended on making the same kind of mistake that Zeno 

made in some of his famous paradoxes.   

I noted that Binmore and Voorhoeve were mistaken.  They were right to point out 

that my original argument wasn’t sound, because each of my premises would be 

compatible with the transitivity of “better than,” if one interpreted my argument using the  

kind of converging sequence that Zeno failed to properly understand.  Still, I noted that it 

was their objection to my spectrum argument, rather than my argument itself, that 

depended on Zeno’s paradox type reasoning.  I pointed out that the actual example I gave 

in my original article on the topic did not involve the kind of converging sequence that 

would render the premises of my argument compatible with the transitivity of “better 

than.”  More importantly, as I, John Broome, and Eric Carlson all independently 
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recognized, I showed how the premises of my argument could be easily revised, without 

loss of intuitive plausibility, to avoid Binmore and Voorhoeve’s objection.  Thus, I 

concluded that while Binmore and Voorhoeve pointed out a lacuna in my argument that 

needed filling, their Zeno’s paradox objection had no bearing on the actual substance of 

the claims Rachels and I were making. 

In section 10.3, I discussed Binmore and Voorhoeve’s different contention that 

my spectrum arguments can be rejected because they evoke, and rely on, similarity-based 

decision-making.  I began by noting that both similarity-based decision-making and 

majority rule reasoning can be useful heuristics to adopt in certain contexts.  Both are 

intuitively attractive and easily applied methods for ranking multi-dimensional 

alternatives.  Moreover, both finesse the difficult question of determining how much 

different dimensions matter both in absolute terms and relative to each other.  However, I 

pointed out that the very features that make such heuristics attractive also constitute 

serious weaknesses.  I noted that similarity-based decision-making treats small 

differences as if they were no differences, while majority rule reasoning treats large 

differences the same as it treats small differences.  Additionally, both heuristics ignore 

the fact that some dimensions may be much more important than others.  I illustrated that 

each of these are serious shortcomings that can not only lead to intransitive judgments, 

but to obvious mistakes in even pairwise comparisons. 

I next granted that similarity-based decision-making has the same structure as my 

arguments, in that both appeal to different criteria for making different comparisons.  I 

also acknowledged that my claims about the importance of differences between “near” 

alternatives along a spectrum being “sufficiently small,” and differences between 
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alternatives at the opposite ends of a spectrum being “sufficiently large,” sound a lot like 

the claims about similarity and dissimilarity that play such a significant role on 

similarity-based decision-making.  So I recognized why Voorhoeve and Binmore might 

suppose that similarity-based decision-making underlies the intuitive plausibility of my 

arguments.  But, I offered numerous reasons to doubt their deflationary supposition. 

First, as Voorhoeve recognizes, many people are deeply wedded to their intuitions 

about my spectrum cases.  But, I contended, most people are not similarly wedded to the 

results of similarity-based decision-making.  Specifically, I noted that the shortcomings 

of similarity-based decision-making, and other heuristics like majority rule reasoning, are 

easily identified and readily accepted.  Once they are pointed out, there is no temptation 

to hang on to the mistaken judgments generated by such heuristics in the contexts where 

they obviously lead us astray.  But people’s intuitive judgments about my cases persist 

even after careful deliberate reflection, and even after they are fully apprised of the 

shortcomings of heuristics like similarity-based decision-making and majority rule 

reasoning.  I noted that while this is compatible with our intuitive judgments reflecting an 

especially powerful cognitive illusion, it suggests that those judgments don’t merely rest 

on heuristic-generated reasoning of the sort Binmore and Voorhoeve propose, or on what 

Kahneman called “fast, automatic, effortless, associative” intuitive methods of decision 

making.   

I next challenged Voorhoeve and Binmore’s position more directly.   I began by 

noting that similarity-based decision-making is most plausible, and hence likely to be 

invoked, for comparing multi-dimensional alternatives when the values of the different 

dimensions are independent of each other.  But, I noted, the value of duration is not 
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independent of the value of the experience to which it is applied.  Longer durations are 

desirable if attached to positive experiences, and the more positive the experience the 

more desirable it is for it to last longer.  Likewise, longer durations are undesirable if 

attached to negative experiences, and the more negative the experience the more 

undesirable it is for it to last longer.  This means that similarity-based reasoning is not 

plausible, and so not likely to be invoked, for comparing alternatives involving different 

experiences of different intensities lasting for different durations. 

To illustrate this,  I first considered four alternatives, P, Q, R, and S, which were 

related to each other in the following way.  P and Q were similar along one dimension, 

but dissimilar along a second.  Likewise for R and S.  Additionally, P and R had identical 

values for the second dimension, as did R and S.  I pointed out that using similarity-based 

decision-making, as Voorhoeve and Binmore characterize it, we should judge that P 

stands to Q as R stands to S, since we would disregard the first dimension, in comparing 

P and Q, and also in comparing R and S, and since, however P stands to Q along the 

second dimension, that is exactly how R stands to S.  But, I noted, if the first dimension 

reflects the intensity of someone’s experience, and the second the duration of that 

experience, nobody would be tempted to make that judgment if the value of the first 

dimension for P and Q was highly positive (say, 85 and 90, respectively), while the value 

of the first dimension for R and S was highly negative (say, -85 and -80, respectively).  I 

claimed that people would judge the longer positive experience as better than the 

dissimilarly shorter experience of similarly positive intensity, but they would judge the 

longer negative experience as worse than the dissimilarly shorter experience of similarly 

negative intensity.  So, in this case, at least, it seems pretty clear that people would not 
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invoke similarity-based decision-making for comparing alternatives involving intensity of 

experience along one dimension and duration along the second; but then why should we 

believe, as Binmore and Voorhoeve propose, that people are invoking such reasoning in 

responding to my spectrum arguments, which also involve alternatives that vary along the 

two dimensions in question? 

I next considered the possibility that we might invoke similarity-based decision-

making for comparing such alternatives, as long as all of the experiences were of the 

same type, namely, all positive or all negative.  But while this suggestion is somewhat 

more plausible—because it has less obviously ludicrous implications—I noted that it fails 

to account for people’s actual intuitions about certain cases I consider:  for example, a 

case where we compare P, two years of intense torture, with Q, four years of not quite as 

intense torture, and where we compare R, two years of the annoyance of one extra 

mosquito bite a month, with S, four years of a not quite as intense annoyance.   On the 

assumptions that Voorhoeve and Binmore appeal to in explaining our intuitions about 

such cases, P and Q are similar along dimension one—intensity of negative experience—

and dissimilar along dimension two—duration; and likewise for  R and S.  So, on 

similarity-based decision-making, the comparisons between P and Q, and R and S, should 

turn solely on how they compare in terms of duration.   Thus, since P and R are exactly 

the same in terms of duration, as are R and S, if our intuitions about this case were based 

on similarity-based decision-making we should judge that P stands to Q as R stands to S.  

But, this is not how people react to such cases.  Rather, virtually everyone judges that Q 

is much worse than P, but S is only a little worse than R.    
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In other words, in thinking about such cases, people have both clearly recognized 

and intuitively felt that there would be strong reason to fight the move from a P-like 

situation to a Q-like situation, but only be a minor reason to fight the move from a R-like 

situation to an S-like situation.  I pointed out that such reactions can easily be explained 

on my hypothesis, that people are implicitly adapting an additive aggregationist approach 

for such comparisons; but not on Binmore and Voorhoeve’s hypothesis, that people are 

implicitly invoking a similarity-based decision-making heuristic in considering such 

cases.  More generally, I reconsidered a number of my examples, involving both different 

durations and different numbers of people, and I claimed that in thinking about such 

examples I was not disregarding the dimension of pain intensity or disease severity and 

simply focusing on duration or numbers.   Rather, I was adapting an additive 

aggregationist approach, and calculating that the respects in which one outcome was 

better than another—respects which I was acutely aware of and taking into account in my 

calculations—were outweighed by the respects in which it was worse.  I asserted that this 

was true for me, and that I was confident it was true for many others as well.   

In sum, I argued that similarity-based decision-making may be a useful heuristic 

in certain contexts, but it does not accurately reflect how people actually reason about my 

cases, or the intuitions they have about them.  Thus, we should reject Voorhoeve and 

Binmore’s deflationary analysis of the intuitions underlying my arguments.   

I next commented on several other interesting claims made by Voorhoeve and 

Binmore.  Voorhoeve cites the results of experimental psychologists indicating that we 

should often be suspicious of reports about the badness of pain experiences, because they 

may be based on a faulty psychological mechanism called “duration neglect” or on a 
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misleading anchoring and adjustment heuristic.  Voorhoeve implies that this could 

account for the intuitive plausibility of Claim 3 of my argument:  that a lengthy life 

including two years of intense torture would be worse than a lengthy life including one 

extra mosquito bite per month.   

I first noted the irony of this charge, since some critics of my argument claim that 

we can’t trust our intuitions about such cases, because we have never actually 

experienced the two scenarios.  Such critics imply that we would reverse our judgment 

about such scenarios if we actually experienced both possible lives.  Voorhoeve suggests 

otherwise; but he contends that while our intuitions probably accurately reflect the 

judgments people would actually make if they experienced both scenarios, we couldn’t 

trust such judgments, as they would probably be reflecting duration neglect or the 

anchoring and adjustment heuristic. 

In response, I noted that my argument does not ask how people would 

psychologically react if they actually experienced the two lives.  It asks how we should 

evaluate the two scenarios, normatively.  I claimed that people’s firm intuitions about 

such cases reflect their considered judgment that for such comparisons it is appropriate to 

employ an anti-additive aggregationist approach.  They don’t believe that lots of 

moments of mosquito bites, spread out over time, add up in the way they would need to, 

to license the judgment that the life containing the extra mosquito bites would be worse 

than the life containing two years of intense torture.  So, I noted that Voorhoeve has to do 

much more than point out that, in reflecting on their pain experiences, people sometimes 

fail to adequately account for duration.  He has to actually argue for the theoretical claim 
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that an additive aggregationist approach is appropriate for my comparison.  But he hasn’t 

done so. 

I then presented my Sophie’s Choice scenario.  I claimed that we would face a 

horrible dilemma if we had to choose between one child we loved being a slave for nine 

years, or another being tortured mercilessly for two.  But I claimed we would face no 

such dilemma if the choice were between a child being a slave for nine years, or billions 

of people that we loved each experiencing one mosquito bite for a month.  I suggested 

that it was dubious if we could explain away our intuitions about such scenarios by 

appeal to a psychological mechanism akin to duration neglect or the use of an anchoring 

and adjustment heuristic.  I claimed that the issue here isn’t that we have failed to 

accurately take account of just how many would suffer a mosquito bite; rather, we have 

reflectively rejected an additive aggregationist approach for evaluating such alternatives. 

But then, I noted that if we can rationally reject an additive aggregationist 

approach for certain cases involving pains across lives, we can also reject such an 

approach for certain cases involving pains within lives.  I concluded that while I can’t 

rule out that our intuitive judgments about such cases rest on a cognitive mistake or 

illusion, I doubt that our rejection of an additive aggregationist approach for such cases 

rests on the kind of psychological mistake or illusion to which Voorhoeve has pointed. 

I then considered an approach Voorhoeve suggested for ensuring that we arrive at 

a transitive ranking of alternatives, and also a more complicated approach that Voorhoeve 

and Binmore suggested.  I noted that unless an intrinsic aspect view of moral ideals is 

correct, the rankings resulting from such approaches won’t generate an all things 

considered ranking of the different alternatives in comparison with each other.  I 
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observed that if an essentially comparative model of moral ideals is correct—if the messy 

truth about our complex notion of morality is that different factors can be relevant and 

significant for comparing different alternatives—then the approaches in question have no 

hope for capturing the truth about morality.  This is because, on such a view, transitivity 

will either fail, or fail to apply, for the notion of “all things considered better than.” 

I concluded the discussion by emphasizing that what is at stake in this argument is 

much more than just our particular judgments about various spectrums of alternatives.  

Indeed, it is much more than simply whether an additive aggregationist approach is 

relevant for making some comparisons involving a given alternative, but an anti-additive 

aggregationist approach is relevant for making other comparisons involving that 

alternative.  What is at stake is whether an intrinsic aspect or essentially comparative 

model reflects the truth about morality and practical reasoning.  I believe that both 

models have tremendous appeal, and that both are deeply entwined in our thinking.  

Accordingly, I suggested that to give up either will ultimately require major revisions in 

our understanding and use of practical reasoning.  The extent to which this is so will 

become even more apparent in later chapters.   

I have now considered each of the main objections that have been raised to my 

spectrum arguments.  I have argued that none of them is compelling.  I conclude that the 

spectrum arguments raise deep problems that are not easily evaded.  Still, as much 

attention as I have devoted to these issues, it would still be premature to try to decide, 

now, how best to respond to my spectrum arguments.  Before doing that, one must 

consider a further set of related issues.  I turn to some of these in chapters 11 and 12.   
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76 (1998): 71-83; and p. 179 of my “A Continuum Argument for Intransitivity,” 
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from Claudia Dreifus’s A Conversation with Michael R. Rose:  Live Longer with 

Evolution?  Evidence May Lie in Fruit Flies (Science section, New York Times, 6 

December, 2005, available at 
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New Jersey, 28 March, 2007).  Silver presented slides containing predictions by famous 

scientists, including Nobel Laureates, that certain developments in their fields would 

probably never occur, or not occur for many years, where in fact the developments 

occurred within ten years after the predictions were made.  I discuss some of the deep 

issues connected with these points in my article “Is Living Longer, Living Better?”  [Add 

full cite to Journal of Applied Philosophy, and perhaps the later, longer, version.]   


