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On the Nature of Moral Ideals 

Part II 

  In chapter twelve, we saw that Parfit appealed to an Essentially Comparative View of 

equality in presenting his Mere Addition Paradox, and that Parfit now believes that his doing so 

was a big mistake.  More generally, Parfit now thinks that we should reject an Essentially 

Comparative View for all moral ideals.  I noted my agreement with Parfit that we should reject 

an Essentially Comparative View of equality.  But should we take the further step of rejecting an 

Essentially Comparative View for all moral ideals, in favor of the Impersonal Internal Aspects 

View of moral ideals?  Do we, in fact, open ourselves up to serious error if we allow our 

judgment about alternatives like A and A+ to be influenced by whether or not A+ involves Mere 

Addition?  It may seem the answers to these questions must surely be "Yes!"  After all, as we 

saw in chapter twelve, adopting the Impersonal Internal Aspects View of moral ideals would 

give us a way of rejecting the Mere Addition Paradox.  More importantly, it would enable us to 

avoid intransitivity in our all-things-considered judgments, allow the “all-things-considered 

better than” relation to apply to all sets of outcomes, and license the principle of substitution for 

equivalence.  Moreover, in addition to the unwanted implications of its denial, the Impersonal 

Internal Aspects View has great appeal in its own right.  Unfortunately, however, as with many 

of this book’s topics, the issue here is deeply complicated, and fraught with difficulties. 

 In this chapter, I shall explore further the Essentially Comparative View of moral ideals.  

I shall argue that the Essentially Comparative View has great plausibility, and examine various 

ways of responding to such a view and some of their implications.  As we will see, for many 

adopting the Impersonal Internal Aspects View would not be easy, and there will be deeply 

implausible implications whether or not one rejects the Essentially Comparative View.   



13.1  Reconsidering the Essentially Comparative View of Moral Ideals 

 I believe that some of the principles people attach most value to in arriving at their all-

things-considered judgments are essentially comparative in nature, even if equality, in fact, is 

not.  Let me next present some considerations supporting this view. 

 Consider first a principle like the following one: 

Maximin (M):  The best outcome is the one in which the worst-off people are best 
off. 
 

Many people believe M, or something like it, represents a fundamentally important moral ideal 

relevant to the assessment of outcomes.1  They may not believe that maximin is the only ideal on 

the basis of which outcomes should be ranked, but they believe that it is one important ideal, 

among others, relevant to assessing outcomes.  Specifically, they believe that in many cases, the 

fact that the worse-off people fare better in one outcome than makes the one outcome better than 

another in a morally significant respect, and provides an important reason, though one that might 

be outweighed by competing reasons, to rank the one outcome as better than the other.  But, as 

with equality, Parfit has offered considerations in support of an Essentially Comparative View of 

maximin.  And, unlike the case of equality, these reasons will strike many as especially powerful 

and compelling. 

 Consider again A and A+, where A+ involves Mere Addition.  On the Impersonal 

Internal Aspects View of moral ideals, A+ would be worse than A regarding maximin, since A is 

the outcome in which the worst-off group is best off.  Parfit denies this.  Parfit distinguishes two 

ways in which, in one of two outcomes, the worst-off group might be better off, and contends 

that only one of these ways makes an outcome better.  So, for Parfit, while A+ is worse than B 

regarding maximin, A+ is not worse than A regarding maximin, despite A's worst-off group 

being better off than both B and A+'s.  In particular, Parfit points out that the only reason A's 

worst-off group is better off than A+'s, is because in A the extra people who exist in A+ and have 
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lives worth living do not exist.  This, Parfit insists, does not make A's outcome better than A+'s 

even regarding maximin.    

 Parfit's argument in support of his position is confusing.2  But his crucial insight--though 

he does not put it in these terms--is that maximin is essentially comparative.  This insight seems 

right on the mark.  For many, an Impersonal Internal Aspects View is not plausible for an ideal 

like maximin.   

 Consider diagram 13.1, which represents a variation of Parfit's "How Only France 

Survives."3 

 

I II

AA      B      C      D

 

 

Diagram 13.1 

On the Impersonal Internal Aspects View of moral ideals, II would be better than I regarding 

maximin since, considering solely their impartial internal features, II's worst-off are better off 

than I's.  But suppose II resulted from I via groups B, C, and D dying off from old age, and the 

lives of the A group being adversely affected.  Parfit contends it would be absurd to say II was 

better than I, even regarding maximin.  He writes, "How can it be better if all ... [groups but one] 

cease to exist, with the result that the survivors would be much worse off?"4  Even if the position 

is not absurd, it seems deeply mistaken.  Maximin reflects our special concern for those worst-
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off, and this concern is not alleviated by the prospect of the worst-off dying, at least if their lives 

are well worth living.   

 Remember, our question here is not how I, together with its history, compares to II, 

together with its history.  Our question here is simply how I itself, compares to II, itself.  On the 

Impersonal Internal Aspects View of moral ideals, the answer to this question must depend 

solely on the impartial internal features of I and II.  Given this, it is hard to see how I would not 

be ranked as worse than II on an impartial internal aspect view of maximin.  But, as indicated, if 

maximin genuinely reflects our special concern for the worst-off, that concern will not, and 

should not, be alleviated by the worst-off’s dying off, if their lives are worth living. 

 Next, consider diagram 13.2. 

 

D

III          IV                       V

   A      B      C       D   

 

Diagram 13.2 

 III is better than IV regarding maximin.5  Next suppose V resulted from IV by the mere 

addition of the extra groups A, B, and C.  This would not, I think, improve IV regarding 

maximin.  Just as our concern for the worst-off is not alleviated by the worst-off dying, it is not 

alleviated by bringing into existence other people who are better off than they.  But then, if III is 

better than IV regarding maximin, it seems that III will also be better than V, if V results from IV 

in the manner suggested. 
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 Now from a purely impersonal, internal, perspective, we see that in comparing diagrams 

13.1 and 13.2, II is the same as III, and I is the same as V.  So, if the Impersonal Internal Aspects 

View were appropriate for maximin we should think III compared to V as II compared to I.  But 

most of us don't think this.  This is because maximin expresses a concern for the worst-off which 

is not--and cannot be--fully reflected in an outcome’s impersonal internal features. 

 Parfit employs an example like diagram 13.1 to argue that maximin is not appropriately 

applied in different number cases.  This entails the crucial insight that maximin is essentially 

comparative.  But I think the issue about numbers is a red herring.  Consider diagram 13.3.   

 

   A      B      C       D   

VI                             VII

 

 

Diagram 13.3 

If VI and VII have the same number of people, most would agree that VII was better than VI 

regarding maximin, if VII and VI had entirely different populations, or if VII had resulted from 

VI by redistribution.  But suppose VII resulted from VI as follows:  first VI was transformed into 

a situation like II, via B, C, and D dying off and A being made worse off, then extra people were 

added so the population was transformed into VII.  Brought about this way, VII wouldn't be 

better than VI regarding maximin, for reasons similar to those presented above.  Thus, even 

where same numbers are involved, judgments about maximin will not depend solely on an 

outcome’s impersonal internal features. 

 5 



 By the same token, suppose we could bring about a future state with eight billion people, 

or one with ten billion people where the worst-off group would be significantly better off.  I 

think the second outcome might be better than the first regarding maximin, and that that would 

be one reason to prefer it.  I think, then, that the manner and extent to which maximin applies to 

two alternatives depends not on their numbers, but on how they are related.  But whether I am 

right about this particular point, or Parfit is, it seems that, for many, the most plausible version of 

maximin will be essentially comparative.  Thus, those valuing maximin cannot avoid our worries 

about transitivity by simply adopting the Impersonal Internal Aspects View of moral ideals.  

 Consider next:  

The narrow person-affecting view (NPAV):  where, roughly, how good or bad an 
outcome is, is a function of the extent to which it affects particular people for 
better or worse.6  
 

The narrow person-affecting view is subject to various interpretations.  However, it is perhaps 

most naturally interpreted in a way that supports a kind of Pareto principle with respect to 

individual good.7  Specifically, let us say that on the narrow person-affecting view one outcome 

is better than another if it is Pareto superior, meaning that there is someone for whom it is better 

and no one for whom it is worse; analogously, one outcome is worse than another if it is Pareto 

inferior, meaning that there is someone for whom it is worse and no one for whom it is better.8   

 Many believe the narrow person-affecting view expresses a deep and important truth.  

Indeed, many believe that in assessing the goodness of outcomes our most fundamental concern 

should be with how the particular individuals in those outcomes are, or have been, affected for 

better or worse, and hence that the narrow person-affecting view has a particularly central and 

important role to play in assessing outcomes.   Although some people may mistakenly 

exaggerate its ultimate scope and significance, it is hard to deny that the narrow person-affecting 
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view expresses an extremely plausible position that seems at least relevant to, if not dominant in, 

our assessment of many outcomes. 

 Accepting the relevance and significance of the narrow person-affecting view for 

assessing outcomes has important implications.  The narrow person-affecting view is an 

Essentially Comparative View.  This should not be surprising.  As a view that focuses attention 

on how particular people in an outcome are affected for better or worse, it is not an impersonal 

view.  A fortiori, its content cannot be captured by an Impersonal Internal Aspects View.  To 

illustrate this, consider diagram 13.4. 

 

 
A B  

  

Diagram 13.4 

If the people in A were completely different from those in B, then the narrow person-affecting 

view would yield no reason to prefer A or B.  However, suppose the same people would be in 

A's better-off group and B's worse-off group, while different people would be in the other two 

groups.  On the narrow person-affecting view, A would then be better than B, since A, unlike B, 

would then be better for some and worse for no one.9  On the other hand, if the same people 

would be in A's worse-off group and B's better-off group, while different people would be in the 

other two groups, then B would be better than A, on the narrow person-affecting view.  Clearly 

then, on the narrow person-affecting view, our judgment about how A and B compare will 

depend crucially on the identities of the particular people involved and how they are affected for 
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better or worse in the two outcomes.  Correspondingly, A and B's desirability will not depend, in 

the relevant sense required by the Impersonal Internal Aspects View of moral ideals, solely on 

their impartial internal features.   

 Recall that on the Impersonal Internal Aspects View of moral ideals, we can, in principle, 

determine how good an outcome like A is considered just by itself, and how good an outcome 

like B is, considered just by itself, and this will be enough to tell us how A compares with B.  

This suggests that there should be a fixed “score” for A, dependent solely on A’s impartial 

internal features, representing how good A is, all things considered.  The same is true for B, and 

for any other outcomes, including any other outcomes that have the same impartial internal 

features as A and B.  So, suppose that A and B were exactly the same in terms of their impartial 

internal features, but that they had wholly different members.  On the Impersonal Internal 

Aspects View of moral ideals, they would receive the same score, and be regarded as equally 

good all things considered.  Next, suppose that C were just like B in terms of their impersonal 

internal features, and that they, also, had wholly different members.  On the Impersonal Internal 

Aspects View of moral ideals, B and C would also receive the same score, and be regarded as 

equally good all things considered.  It follows that on the Impersonal Internal Aspects View, A 

and C would also have to receive the same score, and so be regarded as equally good.  But, if the 

same people were in A’s better-off group as in C’s worse-off group, but entirely different people 

were in A’s worse-off group than in C’s better-off group, A would be ranked better than C on the 

narrow person-affecting view.  Accordingly, since A and C are alike in all other respects, there 

would be reason to regard A as better than C all things considered, if one thought, as many do, 

that the narrow person-affecting view was at least relevant and significant for comparing such 

alternatives.  Clearly, then, on the narrow person-affecting view, there will be a factor that is 

relevant and significant for assessing A in comparison with C, that is not relevant and significant 
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for assessing A in comparison with B, and as such our assessment of A will depend on the 

alternative with which it is compared.  Thus, as indicated, the narrow person-affecting view fits 

with an Essentially Comparative View of moral ideals, but not with the Impersonal Internal 

Aspects View. 

 Some people believe the narrow person-affecting view should be restricted in scope.  

Specifically, they believe it should only be invoked when comparing alternatives involving the 

very same people.  So, they would contend that it is a mistake to appeal to the narrow person-

affecting view for comparing alternatives like A and C above, where some, but not all, of the 

members of the different alternatives are the same.  In the next section, I shall return to the 

important implications that follow if one restricts the scope of a significant moral principle in the 

manner suggested.  But for now, I want to emphasize that even if restricted, the narrow person-

affecting view expresses a concern that is essentially comparative in nature, one that is not 

captured by an Impersonal Internal Aspects View. 

 To see this, it will help to recall the connection between the narrow person-affecting view 

and the Pareto principle.  I claimed that many people understand the narrow person-affecting 

view to imply a Pareto principle, according to which if one outcome is Pareto superior to 

another—that is, better for someone and worse for no one—then it must be better.  It is a 

testimony to the great power and appeal of the narrow person-affecting view that many people 

believe that if one outcome is Pareto superior to another, then it is not only better in one 

important respect, it must be better all things considered, at least for comparing outcomes 

involving the very same people.  I believe this is a mistake, for reasons I have argued 

elsewhere.10  Still, it remains true that many people will insist that if one outcome is Pareto 

superior to another, that is one respect in which the outcome is better, and a respect that should 
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be given significant weight in our final all-things-considered judgment about how the outcomes 

compare. 

 Intuitively, the thought might be put as follows.  In accordance with the narrow person-

affecting view, when comparing outcomes we should care greatly about how the particular 

people in those outcomes are affected for better or worse.  It is good if people are affected for the 

better, and bad if they are affected for the worse.  The narrow person-affecting view doesn’t 

itself take a stand on whether it is more important for people to be affected for the better, or more 

important for people not to be affected for the worse.  Accordingly, by itself, the narrow person-

affecting view provides no guidance for telling us how to choose between two outcomes where 

some people do better in one of the outcomes and others do better in the other outcome.  It could 

be that benefits and harms are treated equally, or that benefits tend to be counted more than 

comparable harms, or vice versa.  Indeed, it could be that where different people fare better and 

worse in different outcomes, we have to choose between them on the basis of non-narrow 

person-affecting considerations.  But what is clear, given the perspective of the narrow person-

affecting view, is that if one outcome is better for some, and worse for no one, then that is 

powerful reason to favor it, and similarly, if one outcome is worse for some, and better for no 

one, then that is powerful reason to disfavor it. 

 Given this, consider diagram 13.5. 

A B C A B C C A B

I II III  

Diagram 13.5 
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I, II, and III, represent three possible outcomes.  In each outcome there are three groups 

consisting of the very same members.  So, the same people are in the A group in each of I, II, 

and III, and similarly for the B and C groups.  Thus, outcomes I, II, and III, are the kinds of 

outcomes to which even a restricted version of the narrow person-affecting view applies.  II and 

III are exactly alike in terms of their impartial internal features.  The only difference between 

them is that the members of the best-, middle- and worst-off groups are different.  As drawn, the 

middle- and worst-off groups are equally well off on all three scenarios, but the best-off groups 

in II and III are slightly better off than the best-off group in I.  As usual, let us assume that the 

people in the different outcomes are equally deserving, and that there is no difference between 

the outcomes in terms of virtue, duty, rights, or other morally significant ideals.  In addition, for 

the purposes of this example, let us also assume that there is no difference between the different 

outcomes in terms of perfectionism or freedom.11  So, besides narrow person-affecting 

considerations, the only morally relevant factors for possibly distinguishing between the 

different alternatives appear to be equality, utility, absolute justice, and maximin.   

 As drawn, II and III are slightly better than I regarding utility.  They will be basically the 

same regarding maximin, since the worst-off groups fare the same in all three outcomes; though 

II and III will be ranked slightly better if one accepts a tie-breaking clause that says when the 

worst-off groups are equally well-off, look next at the levels of the next worst-off group, and if 

those are equally well off look at the levels of the next worst-off group, and so on, with the 

general aim of maximizing the level of each group, in turn, from the very worst-off to the very 

best-off.  II and III will be slightly worse than I regarding inequality, given the slightly greater 

inequality that exists in those outcomes between people who are equally deserving.  Finally, for 

the purposes of our example, let us assume that everyone deserves to be at the level of the best-

off group in I, so that from the standpoint of absolute justice the A group are getting what they 
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deserve in I, and the B and C groups are getting much less than they deserve.  In this case, II and 

III will both be slightly worse than I in terms of absolute justice, since the two worse-off groups 

will be getting much less than they deserve to the same extent as the two worse-off groups in I, 

while the best-off groups will be objectionably getting more than they deserve in II and III, 

though only slightly more. 

 Given these assumptions, how does II compare to I?  By hypotheses, it is slightly better 

regarding utility and maximin, slightly worse regarding equality and absolute justice, and 

equivalent regarding freedom, perfection, virtue, duty, rights, and most other ideals relevant to 

assessing outcomes.  So, to this point, it might seem that the ranking of II and I could go any 

way, depending on how much we valued the slight differences in utility and maximin versus the 

slight differences in equality and absolute justice.  Given the considerations so far adduced, we 

might think that I is better than II, or that II is better than I, or perhaps that they are roughly 

comparable or on a par.  But, to many, there will be an important further factor to consider in 

comparing II and I.  II is clearly better in narrow person-affecting terms.  Specifically, II is 

Pareto superior to I.  It is better for every member of the A group, and not worse for anyone else.  

Given this, and given the conflicting and only slight differences between I and II in terms of 

other morally relevant ideals, many will feel confident that II is better than I all things 

considered.  Or, at the very least, many will feel confident that narrow person-affecting 

considerations provide significant reason to favor II over I, in light of the fact that II is Pareto 

superior to I. 

 Next, consider III and I.  III is better for some people, but worse for others.  Specifically, 

it is much better for those in the C group, but decidedly worse for those in the A and B groups.  

Here, there are twice as many people affected for the worse as there are people affected for the 

better, and while those who are affected for the better gain more than those who are affected for 
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the worse lose, absent a worked-out theory as to how to trade off between benefits and harms to 

particular individuals, the narrow person-affecting view as such provides no basis for comparing 

I and III.  More particularly, neither I nor III is Pareto superior to the other.  Accordingly, one of 

the grounds for ranking II better than I—and indeed, perhaps the strongest reason in the minds of 

many for making such a ranking—simply doesn’t apply for comparing III and I.  It appears, then, 

that there is a factor—namely, the factor of Pareto superiority that is rooted in the narrow 

person-affecting view—that is relevant and significant for comparing II to I that isn’t relevant 

and significant for comparing III and I.  But, of course, as we’ve seen, this is characteristic of an 

Essentially Comparative View of moral ideals, and incompatible with the Impersonal Internal 

Aspects View. 

 Given our suppositions, II and III should be ranked exactly the same on the Impersonal 

Internal Aspects View of moral ideals.  Thus, in accordance with the principle of substitution for 

equivalence, which is supported by the Impersonal Internal Aspects View of moral ideals, 

however II compares to I, III must compare to I.   But there is no reason to think this, if one 

believes that II’s Pareto superiority to I is, in fact, relevant to how they compare.  In that case, II 

could be ranked one way in relation to I, because it is Pareto superior, and III could be ranked 

another way, because it is not. 

 Together, these considerations support the following conclusions.  On the Impersonal 

Internal Aspects View of moral ideals, Pareto superiority cannot itself be relevant to assessing 

outcomes.  Pareto superiority may be an accurate litmus test for how two outcomes compare in 

some important respects, but if it is, it is only in virtue of an invariable correlation that obtains 

between Pareto superiority and other non-person affecting ideals that can be wholly captured by 

the Impersonal Internal Aspects View.  In other words, there must be other, deeper, factors, that 

actually account for why II is better than I, that don’t appeal to Pareto superiority, and those 
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factors must be present in III as well, since, by hypothesis, II and III are the same in terms of all 

their impersonal, internal, features.  Hence, if we fully understood why II is better than I, we 

would also fully understand why III is better than I, and narrow person-affecting facts such as 

claims about Pareto superiority would play no fundamental role in our understanding.  On this 

view, appeals to claims about Pareto superiority are like appeals to algorithms or rubrics that we 

know work for solving certain complex problems, but we may not actually know why they work.  

Indeed, given this, we can suggest another rubric that would be entailed by the Impersonal 

Internal Aspects View of moral ideals:  in comparing any two outcomes, D and E, even if D is 

not Pareto superior to E, we can treat it as Pareto superior in our deliberations, as long as its 

impartial internal features are the same as some third outcome, F, which would, in fact, be Pareto 

superior to E.   

 Many people will find this picture of the relation between Pareto superiority and 

underlying impersonal ideals hard to accept.  They believe that in comparing and assessing 

outcomes there is a fundamental concern with how the particular people are affected for better 

or worse in those outcomes.  They think that the fact that II is better for some and worse for no 

one, provides direct and powerful reason to favor II over I.  The fact that III is much worse than I 

for two thirds of the population provides powerful reason to worry about its status vis a vis I, 

notwithstanding the fact that III is also much better than I for a third of the population.  The fact 

that III has the same impartial internal features as II does not allay the negative narrow person-

affecting concerns we have about III, nor undermine our positive narrow person-affecting 

attitude about II.   

 In sum, the narrow person-affecting view reflects a position that many find deeply 

plausible, and both relevant and significant for comparing certain outcomes.  But, as indicated, 

even if it is restricted in scope, so as to only apply to outcomes involving the same people, the 
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narrow person-affecting view supports a view about Pareto superiority that is essentially 

comparative.  Thus, as with maximin, it appears that advocates of the narrow person-affecting 

view and the genuine significance of Pareto superiority must look beyond the Impersonal 

Internal Aspects View of moral ideals to plausibly avoid this work’s worries about transitivity. 

   Let us next consider:   

An Essentially Comparative View of Utility (ECU):  where, roughly, to improve 

an outcome regarding utility one must (generally) increase the utility of some of 

those already living in that outcome. 

Jan Narveson defends an Essentially Comparative View of utility, though he does not call it that 

and does not consider its implications for transitivity.  According to Narveson, "Morality has to 

do with how we treat whatever people there are....  [We] do not ... think that happiness is 

impersonally good.  We are in favor of making people happy, but neutral about making happy 

people."12  An Essentially Comparative View of utility maintains an essential connection 

between the ideal of utility and our deep concern with how actual people fare.  On an Essentially 

Comparative View of utility it isn't important that there merely be lots of utility but, rather, that 

people have as much utility as possible.  Thus, on an Essentially Comparative View of utility, 

one doesn't (generally) improve an outcome regarding utility merely by adding new people to 

that outcome,13 nor can one (generally) make up for losses in utility to those who exist merely by 

adding new people to an outcome. 

 On a wholly impersonal view of utility, people are regarded merely as the producers or 

vessels of that which is genuinely valuable, namely, utility.  They are, as it were, merely the 

generators of utility, or the containers into which utility can be poured, and their value, insofar 

as utility is concerned, lies solely in their ability to generate or contain as much utility as 

possible.  On this view, then, if utility could somehow be produced by windmills, or be like free-
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floating, unattached, atoms of goodness, people could be dispensed with entirely from the 

standpoint of utility.  Narveson and others believe that this gets things backwards and terribly 

wrong.  We aren’t concerned about people because of our more fundamental concern about 

utility, we are concerned about utility, because of our more fundamental concern about people.   

On this view, utility is valuable because it is good for people, not the other way around. 

 Consider an outcome that is very poor regarding utility; say, one where millions of 

people are desperately poor, ill, and hungry.  Narveson contends that insofar as we are concerned 

to improve the outcome’s utility, our real concern is, and should be, to improve the lives of the 

badly-off people in that outcome.  That is, we want to improve the utility by making those people 

better off, we don’t simply want there to be more utility in the outcome.  To see this, consider the 

fact that mice, like people, are generators and containers of utility.  To be sure, they are not as 

effective generators and containers of utility as normal people, but if our concern for utility were 

wholly impersonal, one way of increasing the value of the outcome’s utility would be to simply 

add lots and lots of reasonably contented mice to the outcome!  But many believe that increasing 

utility in that way wouldn’t, in fact, make the outcome better.  Not even regarding utility.   

 The point here is not one about the insignificance of mice in comparison with humans.  

Advocates of the view in question would readily grant that one could improve the outcome’s 

utility by improving the lives of already existing poorly-off mice!  (Even if they also thought that 

there was much greater opportunity to significantly improve the outcome’s utility by focusing on 

humans rather than on mice.)  But the point is that they want to improve the lives of sentient 

beings who already exist, they don’t want to merely add more utility to an outcome, by adding 

more producers or containers of utility!  Accordingly, as Narveson has seen, it isn’t just that 

adding new mice to an outcome won’t address the fundamental concern of actually improving 
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the lives of those who exist, the same is true about adding new people to an outcome, even if 

those people would be very well off.   

 On reflection, many are attracted to Narveson's position.  This is not surprising in light of 

our previous remarks.  An Essentially Comparative View of utility is a person-affecting version 

of utility, according to which "the principle of utility requires that before we have a moral reason 

for doing something, it must be because of a change in the happiness [or utility] of some of the 

affected persons."14  Thus, an Essentially Comparative View of utility is able to accommodate 

people's concern for utility in a way consistent with their deep and more general concern about 

the extent to which people are affected for better or worse. 

 In the end, I believe that Narveson overstates his position.  While Narverson is certainly 

right that “Morality has to do with how we treat whatever people there are” it is a mistake, as 

Narveson seemingly implies, that morality is only concerned with how we treat whatever people 

there are.  Surely, if we developed a pill enabling each of us to live wonderful lives for 120 

years, it would be terrible for us to take the pill if the cost of doing so were the extinction of 

humanity.  Moreover, this is so even if taking the pill were better for each individual who took it, 

and hence for everyone whoever lived, collectively.  We think the outcome where people lived 

wonderful lives for 120 years would be much worse than the outcome where people lived lives 

of 80 years, but human life continued on for countless centuries.  Moreover, part of the reason 

we think the latter outcome would be better, is that we think it would be vastly better regarding 

utility.  If right, this undermines Narveson’s claim that “we are in favor of making people happy, 

but neutral about making happy people.”15  But this doesn’t mean that Narveson is wrong 

entirely.  He is mistaken to contend that we have no interest in “making happy people” in the 

context where extinction is the alternative.  But he is right, surely, in thinking that often our 

concern about utility is a concern about improving the lives of already existing people, and that 
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this concern is not allayed at all merely by adding more containers or producers of utility to the 

outcome—whether they be people or mice! 

I suggest, then, that while Narverson’s view may be overstated, and need some revision 

or supplementation, the Essentially Comparative View of utility has tremendous power and 

appeal.  I think, in fact, that many will regard it as the most plausible and important version of 

utility for a wide-range of cases.  But it is easy to see that an Essentially Comparative View of 

utility raises now familiar worries about intransitivity. 

 Consider diagram 13.6, a version of the Mere Addition Paradox.  Suppose that B was 

produced from A, by markedly decreasing the utility of A’s people, and then adding the same 

number of new people to the resulting lower level.  Suppose, also, that A+ resulted from B by 

the original members of A being raised back up to their original level, while the new members of 

B were lowered so much that while their lives were still well worth living, there was a net loss in 

total utility. 

 

The Average 

Level in A+

A B A+
 

Diagram 13.6 

On an Essentially Comparative View of utility, B will be worse than A regarding utility, because 

loss in people's utility cannot be made up for merely by adding more people.  And A+ will be 

worse than B regarding utility, because loss in some existing people's utility will outweigh the 

gains of other existing people, when the losses are greater than the gains so that there is a net 
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loss in the outcome’s utility.  But, on an Essentially Comparative View of utility, A+ is not 

worse than A regarding utility, as it would have to be if “worse than regarding utility” were a 

transitive relation.  This is because, in the example, the extra people in A+ have lives that are 

well worth living, and their presence does not adversely affect the utility of the people who exist 

in both A and A+.  That is, given that the people who exist in A are just as well off in A+, and 

given that the additional people in A+ have lives that are well worth living, there is no reason, on 

an Essentially Comparative View of utility, to regard A+ as worse than A regarding utility.  (For 

those who might be tempted to regard A+ as worse than A because it has a lower average level 

of utility, see chapter N.)  Indeed, if one imagined diagram 13.6 slightly redrawn, so that the A 

people were actually slightly better off in A+ than in A, but the total utility in B were still greater 

than that in A+, an Essentially Comparative View of utility would imply that, regarding utility, 

A was better than B, and B was better than A+, but A was worse than A+.   

 So, on an Essentially Comparative View of utility, a factor that is relevant and significant 

for comparing B with A+ regarding utility, namely how the non-A people fare in those two 

outcomes, won’t be relevant and significant for comparing B with A, or A+ with A.  This is why 

transitivity either fails, or fails to apply, for the “better than regarding utility” relation, on an 

Essentially Comparative View of utility.    

 It should now be clear why, at the beginning of this section, I claimed that, for many, 

adopting the Impersonal Internal Aspects View may not be easy.  Doing so would force us to 

reject what many will regard as the most plausible version of maximin.  It will also force us to 

reject the narrow person-affecting view, and the significance of the Pareto principle for assessing 

outcomes.  Moreover, it would undermine the relevance of a person-affecting principle of utility.  

Given the strong intuitive plausibility of these positions, and the prominent role they play in 
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many people’s assessment of outcomes, it is far from clear that many could regard this as even a 

viable option, much less a desirable one. 

13.2  Restricting the Scope of Essentially Comparative Ideals 

 Some people believe that maximin, the narrow-person affecting view, the Pareto 

principle, and the person-affecting version of utility are all plausible and appropriate for making 

some comparisons, but that they are inappropriate for making other comparisons, and that we 

only face worries about the transitivity of such notions when we allow ourselves to apply such 

notions to comparisons for which they are ill-suited.  Specifically, it is claimed that since all of 

the positions in question focus on the plight of particular individuals, we must be careful to 

restrict the scope of such principles to alternatives involving the very same particular 

individuals, and that if we do this, we won’t have to worry about those principles generating 

intransitivities or the like.  A fortiori, we won’t have to worry about the intransitivity of such 

principles carrying over into our all-things-considered judgments.  On this view, we get into 

trouble in thinking about cases like Parfit’s Mere Addition Paradox, precisely because such cases 

involve different populations in A+ and B than in A, and we mistakenly allow ourselves to be 

influenced by principles that are only relevant for comparing alternatives involving the very 

same people, like B and A+, in forming out judgments about how alternatives involving different 

people compare, like A and A+, or A and B.   

 Now ultimately I am not sure if such restrictions are plausible.  Nor am I sure they will 

succeed in avoiding the kinds of worries I have raised regarding transitivity with respect to the 

notions in question.  But none of this really matters.  The important point is that such moves will 

at most win a few battles, they are doomed to lose the war.  Specifically, even if such moves 

preserve the transitivity of the particular moral notions in question, they do not preserve--indeed 

they directly threaten--the transitivity of our all-things-considered judgments.  The reason for 

 20 



this should be evident by now.  On the view in question, different factors will be relevant and 

significant for making different comparisons.  Specifically, notions like maximin, the narrow 

person-affecting principle, the Pareto principle, and the person-affecting view of utility will be 

relevant and significant for making certain comparisons, namely those involving the very same 

people, but not relevant and significant for making other comparisons, namely those involving 

different people.  But this is the very recipe for all the doubts that have been raised in this work 

regarding whether “all things considered better than” is a transitive relation, or applies across 

different sets of alternatives. 

 For example, suppose one successfully defends restricting the scope of the narrow 

person-affecting view, and that A, B, and C are three alternatives such that given its restricted 

scope the narrow person-affecting view  is only relevant in comparing A and C.  It could then be 

the case that all things considered--that is, in terms of all of the relevant and significant factors 

for making each comparison--A is better than B, and B is better than C, yet C is better than A.  

After all, even if C is worse than A in terms of the factors relevant for comparing A with B, and 

B with C, those factors might not be relevant and significant for comparing C with A.  But even 

if they are, the extent to which this is so might be outweighed by the extent to which C is better 

than A regarding the narrow person-affecting view, on the assumption that the narrow person-

affecting view really is relevant and significant for comparing C with A. 

 As noted in chapter N, the above point is generalizable and extremely significant.  If the 

scope of a moral factor or ideal is restricted, such that it applies when comparing some outcomes 

but not others, then different factors or ideals may be relevant and significant in comparing 

alternative outcomes.  If this is so, then all of our worries may arise about the transitivity or 

applicability of our all-things-considered better than judgments even if they don’t arise with 

respect to any of the particular factors or ideals underlying such judgments.  Thus, restricting the 
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scope of a significant moral ideal opens the possibility that the notion of all-things-considered 

better than will either be intransitive, or fail to apply across different sets of alternatives, even if 

none of its aspects are themselves intransitive.    

 It is striking that this feature of morality has not been noticed.  For example, in A Theory 

of Justice Rawls makes it plain that his two principles of justice are restricted in scope in the 

sense that "there are surely circumstances in which they fail(p. 63)."  More specifically, in his 

early work Rawls contends that his principles of justice only apply in situations where 

civilization is "sufficiently" advanced,16 while in his later work Rawls limits their scope even 

further, contending that they (may) only apply to situations analogous to modern western style 

democracies.  Moreover, Rawls, as well as some of his critics and followers, have suggested that 

maximin may not be applicable to cases involving future generations, particularly where change 

in population size may be involved.  These limitations in the scope of Rawls's principles have 

been the subject of much discussion and criticism yet, to my knowledge, no one has noticed their 

profound implications for transitivity.  After all, if maximin really is relevant and significant for 

comparing some outcomes, but not relevant and significant in comparing others, then there is no 

reason to expect transitivity in our all-things-considered judgments, or to expect the all-things-

considered better than relation to apply across all sets of alternatives.   

 Maximin is hardly the only principle which has been widely regarded as limited in scope.  

Indeed, a common view is that there are virtually no "universal" factors or ideals--that is, that 

virtually every moral factor or ideal is limited in scope, in the sense that it will be relevant and 

significant for comparing some, but not all, possible outcomes.  Unless one wants to conclude 

that outcomes are non-comparable whenever different factors or ideals are relevant to assessing 

them--a view I find too strong and implausible, as it is likely to result in a severely incomplete 

(partial) ordering of all-things-considered judgments--one must look elsewhere to avoid the 
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worries about transitivity raised in this book.  Restricting the scope of different moral factors or 

ideals is no solution to our concerns, it is the very kind of move that raises our concerns. 

13.3  Another Reason to Accept Essentially Comparative Views:   

Revisiting “How Only France Survives” 

 I have now presented two important reasons for rejecting the Impersonal Internal Aspects 

View of moral ideals; namely, that certain moral factors or ideals that people find especially 

powerful and relevant to assessing outcomes seem to be themselves essentially comparative in 

nature, or that some moral factors or ideals are limited in scope, such that they support an 

Essentially Comparative View of the “all-things-considered-better-than” relation.  A third 

important reason lies in certain extremely unpalatable implications of the Impersonal Internal 

Aspects View of moral ideals. 

 In chapter N, I considered two different ways of understanding utility and its relation to 

other ideals.  I pointed out that the “standard model” of utility and its relation to other ideals 

seemed plausible for certain comparisons, but that it entailed the Repugnant Conclusion--a 

deeply implausible position that most people find very difficult to accept.  Accordingly, I 

suggested that if one wanted to avoid the Repugnant Conclusion, as most do, one would have to 

adopt something like a gymnastics model of moral ideals; where this would involve there being 

upper (and perhaps lower) limits to how good outcomes were regarding different ideals for at 

least certain comparisons. 

 Now, as I tried to make plain, if one adopts the standard model of utility and its relation 

to other moral ideals for comparing certain outcomes, and a gymnastics model of moral ideals 

for comparing other outcomes, then one will, in essence, have accepted an Essentially 

Comparative View of moral ideals.  On such a hybrid view, certain factors will be relevant and 

significant for making certain comparisons, other factors will be relevant and significant for 
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making other comparisons, and we will be forced to the conclusion that “all things considered 

better than” is either not a transitive relation, or that it is a relation that doesn’t apply across the 

various sets of alternatives that we have been considering in this work. 

 It follows that if one wants to avoid the worries about transitivity that I have been raising, 

and one wants to avoid the Repugnant Conclusion, then one will have to combine (something 

like) the Impersonal Internal Aspects View of moral ideals with (something like) the gymnastics 

modal of moral ideals.  Moreover, importantly, one will have to contend that this combination of 

views is relevant and significant for all comparisons between different sets of alternatives. 

 But this combination of views has deeply implausible implications of its own.  To see 

this, consider diagram 13.7, which illustrates a version of Derek Parfit’s “How Only France 

Survives” discussed previously in chapter N.  A represents the people in France; B, C, and D, the 

people in other advanced countries, all of whom have lives well worth living and who experience 

a significant degree of freedom (understood in terms of the ability to formulate and implement 

life plans of their own choosing), but who are not as well off as the French in these respects.  Let 

us once again assume that the only relevant differences between outcomes I and II are in terms of 

equality, freedom, maximin, perfection and utility.  In addition, for this example, let us once 

again assume that perfection is correlated with how well off the best-off are, and also that 

freedom is roughly correlated with how well off the worst-off are (this is an extension of chapter 

N’s thought that we wouldn’t highly rank an outcomes that had slaves in terms of freedom, even 

if the best-off members of that outcome, say the masters, were exceptionally free).  Finally, for 

simplicity, let’s assume that on the gymnastics model of moral ideals, the top "score" an outcome 

could receive regarding each ideal is 100.  
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    A       B        C D A
I    II

 

 

Diagram 13.7 

 As noted in chapter N, Parfit contends that it would be absurd to rank II as better than I 

all things considered, if II resulted from I via groups B, C, and D dying off, with A being 

adversely affected—even if only slightly.  I claimed that such a ranking may not literally be 

absurd, but I agree with Parfit that it would be deeply implausible.  But surely if the A group is 

very large, and very well off, in some cases II would be better than I on a combination of the 

Impersonal Internal Aspects View of moral ideals and a gymnastics model for moral ideals.  For 

example, arbitrarily assigning numbers for the sake of illustration, on the combination of views 

in question, II's scores might be U=90, P=90, E=100, F=90 and M=90 for an all-things-

considered score of 460.  These scores, which would be based solely on the impartial internal 

features of II, would reflect the view that if II involved a very large population all of whose 

members were equally and very well off, then it would receive scores at or near the top of the 

scale for each ideal on the gymnastics model of moral ideals.  On the other hand, I's scores might 

be U=98, P=98, E=40, F=60 and M=40 for an all-things-considered score of 336, a 124 points 

lower on a scale of 500.  The problem, of course, is that on a gymnastics model I may only be 

slightly better than II regarding utility and perfectionism, since II will be near the upper limits 

for how good an outcome can be with respect to those ideals.  While on the Impersonal Internal 

Aspects View of moral ideals, I is almost certain to be much worse regarding equality, maximin, 
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and, given our assumptions, freedom.  This is because if one focuses solely on the impersonal 

internal features of the two outcomes, there is much greater inequality, and the worst-off group is 

much worse off, in I than in II.   

 Notice, even if one decided that one should measure freedom as a function of the freest 

members of society, or thought that having additional people who were less free than others 

could improve an outcome regarding freedom, that wouldn’t change our overall assessment of I 

and II on the combination of views in question.  In that case, I would score higher than II in 

terms of freedom, as well as utility and perfection, but on the gymnastics model it would still 

only be slightly higher.  Hence, the three respects in which I was slightly better than II would 

almost certainly still be outweighed by the two respects in which it was significantly worse.  For 

example, in that case II's scores might remain U=90, P=90, E=100, F=90 and M=90 for an all-

things-considered score of 460, while I's scores might become U=98, P=98, E=40, F=98 and 

M=40 for an all-things-considered score of 374.  But I would have still received a lower all 

things considered score than II.   

 One might try to avoid this problem by insisting that one attach much greater weight to 

the ideals of utility and perfectionism, than to other ideals.  That would change the numbers of 

our example, but not its point.  One can always imagine a population like A where there are so 

many people in A and they are so well off that on a gymnastics model of moral ideals they would 

receive an almost perfect score regarding utility, perfection, and freedom.  In that case, an 

outcome like I would almost certainly have to be ranked as worse than II on the Impersonal 

Internal Aspects View of moral ideals, unless one decided to either abandon the values of 

equality and maximin entirely, or to effectively give them no weight in the moral assessment of 

outcomes except, perhaps, in tie-breaking cases.  This would be the effect, for example, of 
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preserving the view that I is better than II by giving lexical priority to utility or perfection over 

equality, maximin, and perhaps freedom.   

 Reflecting on diagram 13.7, one is reminded of the plausibility of an Essentially 

Comparative View of moral ideals.  After all, there is nothing implausible about the idea that an 

outcome like II might be better than an outcome like I in some cases--for example, if they 

represented two possible futures with entirely distinct populations.  What seems deeply 

implausible is thinking that II would be better than I if it were brought about in the manner 

described.  If everyone in II has lives that are well worth living, it is hard to believe that the 

outcome would actually be improved by the B, C, and D groups dying off, and the only surviving 

group, A, ending up worse off than they were originally.  In other words, our rankings of I and II 

seem to depend crucially on who their members are or how they have been brought about, 

exactly as an Essentially Comparative View permits and the Impersonal Internal Aspects View 

forbids. 

 In sum we see further some of the costs of the Impersonal Internal Aspects View of moral 

ideals, and some of the implications of different combinations of views.  If we accept the 

Impersonal Internal Aspects View of moral ideals and combine it with the “standard model” of 

utility and its relation to moral ideals, we are committed to the Repugnant Conclusion.  On the 

other hand, if we accept the Impersonal Internal Aspects View of moral ideals and combine it 

with the gymnastics model of moral ideals, then we must either deny significant weight to the 

values of equality and maximin, or accept How Only France Survives.  For many, any of these 

implications will be deeply implausible.  Hence there is further reason to accept an Essentially 

Comparative View of moral ideals.   

 Combined with the gymnastics model of moral ideals, an Essentially Comparative View 

of moral ideals would enable us to avoid both the Repugnant Conclusion and How Only France 
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Survives, while at the same time attaching significant weight to such values as equality and 

maximin.  These constitute powerful reasons to accept such a combination of views.  But, of 

course, this is not to deny that such gains come at considerable cost.  Whether or not the gains 

are ultimately worth the costs is by no means clear. 

 13.4  Two Further Reasons to Accept Essentially Comparative Views   

 A further reason for rejecting the Impersonal Internal Aspects View of moral ideals in 

favor of an Essentially Comparative View is that it may help illuminate, explain, and, in a sense, 

justify many common cases of apparently inconsistent judgments or behavior. 

  Here is a real example from my life.  Many years ago, I was building an addition to my 

home in Houston, Texas.  Despite my ecological misgivings about burning wood, having been 

raised in the cold climate of Milwaukee, Wisconsin, I really wanted to include a wood-burning 

fireplace in my den.  There is just something about the sight, sound, and smell of burning wood 

on a cold crisp day that brings me great pleasure.  To add a normal fireplace to the den would 

have cost around $800.  My budget was fairly tight, and it doesn’t get very cold in Houston all 

that often, but even so, all things considered, I thought it would be worth spending $800 to install 

a fireplace.  As it happened, however, my study was on the other side of the den, and for only 

$300 more, I could add a double-sided fireplace instead of a single-sided one.  This would enable 

me to enjoy a fire while working in my study, and since I typically work in my study many hours 

each day, it seemed to me clearly worth the extra $300 to install a double-sided fireplace rather 

than a single-sided one, all things considered.  However, every time I thought about spending 

$1100 to have a fireplace in Houston, Texas, where it is rarely ever cold enough to really warrant 

a fire, it just didn’t seem worth it, all things considered, especially given my fairly tight budget.   

 In this case, it wasn’t that I thought that each of the three alternatives were equally good, 

or that they were all on a par, or that I may as well just flip a coin to choose between them.  
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When I thought hard about my choices, and what I really wanted, I had the firm conviction that 

having a single-sided fireplace for $800 was a better option than having no fireplace and 

spending the money elsewhere, that having a double-sided fireplace for $1100 was a better 

option than having a single-sided fireplace for $800 and spending the extra $300 elsewhere on 

the addition, and yet that having no fireplace and $1100 to spend elsewhere was a better option 

than having a double-sided fireplace for $1100.  I went around and around in my thinking about 

this issue, unable to rationally resolve it.   

 Ultimately, my practical dilemma was “resolved” only when my mother, like deus ex 

machina, intervened to transform the situation, by offering to pay for the difference between a 

single-sided fireplace and a double-sided fireplace as a (literal!) housewarming gift.   

 Here is a common variation.  When looking to buy a new car, many believe that, all 

things considered, it is clearly worth just a few thousand dollars more to buy the car with certain 

options, C+O, than to buy the car without options, C.  They also believe that, all things 

considered, it is clearly worth just another few thousand dollars to buy the car “fully loaded” 

with even further options, C+O+O, than to just buy the car with the first set of options, C+O.  

But, on reflection, all things considered, they don’t believe it is worth all the extra money to buy 

the car “fully loaded,” than to just buy the car without options. 

 Here is another example from real life.17  Philosopher S had a really good job at a very 

prestigious public university, A.  He was offered another job that was better in some respects, 

but worse in others.  The new job was at a private university, B, that was less prestigious than his 

current university, but still quite prestigious.  The new job had no graduate students, but really 

excellent undergraduates.  And though his colleagues, on the whole, might not be quite as good, 

he would teach smaller classes, be in a better city, live closer to his family, and so on.  

Ultimately, S decided that, all things considered, having a job at B would be better for him than 
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having a job at A, and he accepted the job in question.  Some time later, S was offered a job at 

another institution, C.  C was also a private institution, though not quite as prestigious as B.  Its 

faculty and undergraduates were less good than B’s, but it had a graduate program, a lighter 

teaching load, more research money, a prettier campus, and a nicer office.  Ultimately, S decided 

that, all things considered, having a job at C would be better for him than having a job at B, and 

he accepted that job as well.  Unfortunately, however, when S considered the job at C in 

comparison with his original job at A, he felt the C job was worse.  Although C had several 

advantages over A, A’s advantages over C—including its significantly better faculty and 

graduate students and significantly greater prestige—were such that S was convinced that, all 

things considered, having a job at A would be better than having a job at C.   

 Importantly, A had not changed his attitudes or preferences over the years.  Nor did he 

regret his previous decisions.  He remained convinced that, all things considered, B was a better 

job for him than A, and C was a better job for him than B.  But he didn’t believe that C was a 

better job for him than A.  To the contrary, he thought that it was worse, and he was acutely 

aware that had he been without any job, and been offered all three jobs at once, he would be in a 

deep practical quandary regarding which option to choose.  The problem of course, is that he 

didn’t believe the alternatives were equally good or on a par, and hence wasn’t indifferent 

between the three options.  Rather, he felt with great conviction that any choice he made in such 

circumstances would be choosing an option that was clearly worse than another available option.  

 Here is one last example.  Some people are convinced when given the choice between a 

small expensive house in the city and a larger cheaper house in the outskirts that the latter would 

be the better alternative for them and their family.  They are also convinced when given the 

choice between a larger cheaper house in the outskirts and an even larger more expensive house 

further out the latter would be the better alternative.  But, when considering the choice between 
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the small expensive house in the city and the largest most expensive house furthest out they are 

convinced that the former alternative would be better.  Accordingly, they find themselves facing 

a serious practical dilemma, where each of three options seems clearly inferior to another 

available option. 

 In lecturing about these topics over the years, I have had numerous people relate similar 

examples from their own lives.  The phenomenon in question is quite pervasive.  Many people 

have felt, often quite strongly, that they have been caught in a practical dilemma where, even 

after full and careful reflection, each of several choices was clearly better than another.   

 In the past, many philosophers and others have felt compelled to contend that such 

preferences were necessarily misinformed, muddle-headed, inconsistent, and/or irrational. As 

noted previously, the reaction of many economists to such intransitive preferences was to 

scornfully insist that people must “get their preferences in order!”  Moreover, there is no 

shortage of psychological explanations as to why people might be led astray in certain choice 

situations.  For example, it is arguable that for certain choices certain characteristics are 

particularly salient, for other choices other characteristics are particularly salient, and that we 

naturally attend to the more salient features in each choice situation, giving them more weight 

than they deserve relative to other less salient, but still relevant and significant, features which 

we undervalue or ignore entirely.  Naturally, this can result in inconsistent and mistaken 

intransitive judgments.  An alternative psychological explanation suggests that given the actual 

conditions of choice under uncertainty, it might be useful, and therefore rational, to adopt 

"simplification procedures ... which approximate one's 'true preference' very well," and hence 

which usually serve one in good stead, but occasionally lead to intransitivities.18  The heuristics 

discussed in chapter N, of similarity-based decision procedures and majority-rule reasoning 

applied to different factors, are explanations of this ilk.   
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 I believe the reactions noted to intransitive judgments are often wholly appropriate.  No 

doubt some intransitive judgments are muddle-headed, the result of misinformation, or simply 

irrational.  No doubt in some cases people should get their preferences in order.  And no doubt 

some intransitive judgments do result from heuristics that may serve us in good stead in many 

cases, but lead us astray in others.  Accordingly, I wouldn’t be surprised if someone could offer 

deflationary analyses of each of the particular cases noted above, casting doubt on the 

plausibility of the judgments in question.  But, as we have seen throughout this work, it is far 

from obvious that all of our intransitive judgments can be plausibly dismissed or “explained 

away” in this way.   

 If the relevant and significant factors for comparing different outcomes really can differ 

depending on the alternatives being compared, then it will be perfectly rational for people to 

have intransitive preferences across those sets of alternatives.  Indeed, such preferences may be 

rationally required.  Thus, one advantage to rejecting the Impersonal Internal Aspects View of 

moral ideals is that doing so may enable us to make sense of the apparently inconsistent attitudes 

and judgments of a lot of (seemingly) sensible, well-informed, clear-thinking, and rational 

people.  Moreover, importantly, it does so in a plausible, straightforward, way that neither 

deflates nor explains away the attitudes or judgments in question.  Indeed, if an Essentially 

Comparative View of moral ideals is correct, people sometimes have intransitive judgments 

because there is, in fact, good reason for them both to make, and to keep, such judgments. 

 There is another advantage to rejecting the Impersonal Internal Aspects View of moral 

ideals that I’ll mention but not pursue.  Many economists, philosophers, and others have been 

deeply troubled by Arrow's Impossibility Theorem, according to which, roughly, there can be no 

decision procedure for arriving at a social ordering among alternatives which simultaneously 

satisfies certain very plausible assumptions.  But Arrow's Theorem, and many of its offshoots, 
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invoke an Independence of Irrelevant Alternatives Principle, and while Arrow’s version of such 

a principle differs in certain ways from the one I have presented in this work, there is good 

reason to believe the such a principle should be rejected, or in any event cannot play the role that 

Arrow assigns it, if one rejects the Impersonal Internal Aspects View of moral ideals in favor of 

something like an Essentially Comparative View of moral ideals.  Hence, by rejecting the 

Impersonal Internal Aspects View of moral ideals in favor of an Essentially Comparative View, 

one is in a position to reject Arrow's Theorem and its corollaries. 

 To be sure, rejecting the Impersonal Internal Aspects View of moral ideals and the 

Independence of Irrelevant Alternatives Principle raises new and significant problems regarding 

decision procedures for both individual and social orderings and, correspondingly, for both 

individual and collective rationality.  Indeed, far from minimizing this fact, part of the point of 

this book is to illustrate the full extent to which this is so.  Still, at least such moves open the 

possibility of there being a decision procedure for arriving at social orderings.  And at least the 

issues, insights, and methods applicable to the individual realm need no longer seem so distinct, 

much less necessarily irrelevant, to those of the social, or collective, realm.  Taking seriously the 

idea that one should reject the Impersonal Internal Aspects View of moral ideals may open 

whole new avenues to explore regarding the rationality of both individual and collective 

orderings and choices.   With luck, some of these avenues will prove to be profoundly rewarding. 

 In sum, in addition to the direct reasons for believing that some important ideals may be 

essentially comparative, and that some factors or ideals may be limited in scope, there may be 

certain advantages to rejecting the Impersonal Internal Aspects View of moral ideals.  Doing so 

may enable us to explain what otherwise looks to be nonsensical or inconsistent preferences or 

behaviors of seemingly rational individuals, and it may open up new ways of thinking about 

individual and collective orderings.    
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13.5  Norcross’s Objections 

 In "Intransitivity and the Person-Affecting Principle,"19 Alastair Norcross argues against 

several of the positions I have been defending here.  For example, he argues that an Essentially 

Comparative View of utility does not entail intransitivity.  He also argues that we should reject 

the narrow person-affecting view of moral ideals, and he implies that similar considerations 

might be presented against any essentially comparative moral factor or ideal.  Let us consider 

each of his main arguments in turn. 

  Consider first my argument that with respect to Parfit’s outcomes in the Mere Addition 

Paradox, an Essentially Comparative View of utility would generate the intransitive ranking that, 

regarding utility, all things considered A is better than B, and B better than A+, but A is not 

better than A+.  Norcross suggests that my argument for this fails, claiming that it involves a 

"crucial assumption" in virtue of which there is no "genuine … failure of transitivity for 'better 

than'."20  The assumption is that A is our starting point, and that the move from A to B adversely 

affects the A-people.   

 Norcross's objection runs as follows.  By insisting that "A is our starting point" in 

comparing A and B, I am no longer making the general claim that A is better than B all things 

considered.  Rather, I am making the limited claim that A is better than B, if we start at A and 

transform A into B.  That is, the claim is that "On [the view that utility is essentially 

comparative], A is better than B, relative to starting at A.  Call this being Abetter than B....  As 

for the claim that A is not better than A+, that seems to hold whether we start at A or A+.  What 

about the claim that B is better than A+?  That seems to be true, whether we start at B or at A+.  

So, now it seems that A is Abetter than B, which is both Bbetter and A+better than A+, which is 

neither Aworse nor A+worse than A.  But this doesn't violate transitivity.  For that we would 

need the claim that B is Abetter than A+."21  
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 The heart of Norcross's argument can be put simply.  As we know, a relation R is 

transitive if and only if for all A, B, and C, if ARB and BRC then ARC.  But, given my "crucial 

assumption," there is no relation R obtaining between A, B, and A+ in my example.  Instead, we 

have AR1B--where R1 is the Abetter than relation--and BR2A+--where R2 is the Bbetter than (or 

A+better than) relation.  But from the fact that AR1B, and BR2C, nothing follows about how A 

compares to C, regarding R1 or R2.  Transitivity simply doesn't apply in cases where different 

relations are involved.  Hence, given my assumption, there is no "genuine violation of 

transitivity."  

 Norcross's analysis should look familiar.  It directly parallels my own explanation for why 

the transitivity of better than regarding utility does not hold in my example.  I have claimed that 

if a moral ideal, f, is essentially comparative, then the relevant and significant factors for 

comparing A and B regarding f may be different from the relevant and significant factors for 

comparing B and C, or A and C, regarding f.  Consequently, knowing how A and B, and B and 

C, compare regarding f by itself tells us nothing about how A and C compare regarding f.  If one 

adds that in a sense the relation that holds between two outcomes regarding f differs depending 

on which factors are relevant and significant for comparing those outcomes regarding f, then 

there is little difference between the analyses offered by Norcross and me. 

 So, Norcross and I agree that the transitivity of better than doesn't hold in my example, 

and we basically agree about that fact's explanation.  And I have already granted that we might, 

ultimately, choose to claim that the lesson to be learned in such cases is that “all things 

considered better than regarding f” doesn’t apply across such alternatives.  Though if we do 

make that claim, it remains deeply problematic in a way that Norcross seems not to recognize, 

what we should say or do if faced with three such alternatives.  But in any event, for reasons 

already given in chapter N, it is way too fast to claim, as Norcross does, that given my "crucial 

assumption," there is no "genuine violation of transitivity."   

 Suppose there is a relation R3 that holds if either R1 or R2 holds.  Then it might be that 

AR3B (because AR1B) and BR3A+ (because BR2A+), yet it needn't be that AR3A+.  After all, 
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from the fact that AR1B, and BR2A+, nothing follows as to how A compares to A+ regarding R1 

or R2, hence nothing follows as to how they compare regarding R3.  On this scenario, my 

example would involve a "genuine violation" of transitivity, but the violation would be regarding 

R3, not R1 or R2.     

 What is the relation, R3, supposedly holding between A and B, given that A is Abetter 

than B, and holding between B and A+, given that B is Bbetter than A+, but not holding between 

A and A+?  Well, on the view that utility is essentially comparative, it is the "all-things-

considered better than regarding utility" relation.   

 Norcross specifically argues that the judgment that A is better than B regarding utility 

can't be "all things considered."  His argument is instructive.  He notes that on the view that 

utility is essentially comparative, A is better than B, if we start at A and move to B.  But "What 

happens if we start at B?  The move from B to A would involve the deaths of half the population, 

and a small improvement in the lives of the other half.  Could a large loss in utility for one half 

be made up for by a small gain for the other half?  This hardly seems likely.  So, if we start at B, 

B is better than A."22  But this involves a contradiction.  It can't be the case that, regarding utility, 

all things considered A is better than B and B better than A.  So our judgments about A and B 

must not be all things considered.   They must simply be "Abetter than" and "Bbetter than" 

judgments. 

 Norcross's argument has great plausibility.  But it assumes an Impersonal Internal 

Aspects View of moral ideals.  On the Impersonal Internal Aspects View of moral ideals, how 

two outcomes compare will depend solely on their impersonal internal features.  So, how an 

outcome has come about, or who its members are, will be irrelevant to our judgment about how 

it fares regarding any given ideal.  Correspondingly, if different pairs of alternatives are 

indistinguishable considered from a purely impersonal, internal, perspective, the relevant factors 

for comparing those alternatives regarding a given ideal will be the same, and so too will our 

comparative judgments about them.  But, as we have seen, the case is otherwise on an 

Essentially Comparative View of moral ideals.    
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 On the view that utility is essentially comparative, the relation between outcomes that 

look like A and B will be different depending on whether one starts in an A-like outcome and 

moves to a B-like outcome, or vice versa.  Correspondingly, the relevant and significant factors 

for comparing those different pairs of outcomes regarding utility will be different, and thus so 

will our all-things-considered judgments regarding utility.  All-things-considered judgments take 

account of all of the relevant and significant factors for comparing two alternatives.  On the view 

that utility is essentially comparative, it is relevant to our judgment whether a change involves 

worsening the lot of everyone existing --a clearly bad thing--and the mere addition of others--

which, on the view that utility is essentially comparative does not improve a situation; or 

whether a change involves improving half the population--a good thing--but at the cost of 

significantly worsening the other half (by getting rid of them!)--a very bad thing.   

 In sum, on the view that utility is essentially comparative, our judgment about A and B 

depends on who their members are or how they've come about.  So, on that view, it is not merely 

the case that A is Abetter than B relative to starting at A; rather, if A is the starting point, then A 

is better than B regarding utility all things considered, that is, taking account of all of the factors 

that are relevant and significant for making that comparison.  For, on the view that utility is 

essentially comparative, it is relevant--because of what it implies about how particular people's 

utilities are affected for better or worse--whether one moves from A to B, or vice versa. 

 Now, I have claimed that an impartial internal aspect view of moral ideals has great 

plausibility, and showed that such a view entails transitivity.  So I appreciate the attraction of 

Norcross's view.  But Norcross's argument leaves mine untouched.  To be sure, if one assumes 

an impartial internal view of moral ideals, as Norcross implicitly has, there will be no 

intransitivity.  But it remains true that if one accepts an Essentially Comparative View of utility, 

there may well be intransitivity in the “all things considered better than regarding utility” 

relation.   Norcross has not given us reason to deny that, all things considered, on an Essentially 

Comparative View of utility, A will be better than B regarding utility given the assumption that 

one starts at A and moves to B; likewise, B will be better than A+ regarding utility; and yet A is 
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not better than A+ regarding utility.  So my argument stands.  There are various reasons why one 

may be attracted to an Essentially Comparative View of utility, and insofar as one is, there may 

well be, for anything Norcross has said, genuine violations of the transitivity of “all things 

considered better than regarding utility.”  In particular, this may be so of Parfit’s three 

alternatives in the Mere Addition Paradox, assuming that one starts at A, and hence that moving 

from A to B affects the A-people adversely.   

 Turning from the Essentially Comparative View of utility to the narrow person-affecting 

principle, Norcross grants that there are cases where the narrow person-affecting view seemingly 

entails intransitive judgments.  But he argues that the narrow person-affecting view is 

implausible in precisely such cases.  Specifically, Norcross argues that while the narrow person-

affecting view is plausible for comparing outcomes where the same people are involved, it is not 

plausible for comparing outcomes where completely different people are involved, or where 

some people are the same and some are different.  And he claims that the narrow person-

affecting view entails intransitive judgments only in the latter cases.   

 I have two responses to Norcross's argument.  The first, and most important, one was 

already given in section 13.2.  It is just that if one grants that a moral ideal, f, is relevant and 

significant for comparing some outcomes, but not others, then one is committed to an Essentially 

Comparative View of moral ideals in the way I am understanding that notion.  So, given his 

claim about the restricted scope of the narrow person-affecting view, Norcross would be right 

that “all things considered better than regarding the narrow person-affecting view” would not 

itself be an intransitive relation.  But, as I argued in 13.2, this would only win the “local” battle 

about transitivity at the cost of losing the “global” war.  On such a view, “all things considered 

better than” might be an intransitive relation even if none of its underlying aspects or ideals 

generated intransitive judgments considered just by themselves.  After all, as I have stressed 

throughout this work, if the factors that are relevant and significant for comparing two 

alternatives can depend on the alternatives being compared, then even if all things considered A 

is better than B in terms of all of the relevant and significant factors for making that comparison, 
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and all things considered B is better than C in terms of all of the relevant and significant factors 

for making that comparison, all things considered A might not be better that C in terms of all of 

the relevant and significant factors for making that comparison. 

 To be fair, Norcross himself believes the narrow person-affecting view holds, when it 

does, as a special instance of the principle of utility.  So, for Norcross, there aren't really 

different principles that apply when comparing different outcomes.  Rather, there is a single 

principle, total utility, that holds for all outcomes, and that principle, unsurprisingly, yields 

transitive judgments.  Thus, Norcross himself would be unfazed by the above line of reasoning, 

and would deny that, having won the “battle,” he has actually lost the “war.”   

 However, most people aren't total utilitarians.  And among those who are not, many 

attach special weight to the narrow person-affecting view over and above the extent to which 

they value utility.  Thus, consider three cases I, II, and III, such that in each, one outcome, A, has 

more total utility than another, B, and by the same amount.  Suppose, in case I, everyone in A is 

worse off than everyone in B, but A has more people; in case II, A's worse-off are much worse 

off than B's, but A's better-off are to an even larger extent better off than B's; and in case III, A 

and B would involve the same people, but A is better for some and worse for no one.  Although, 

by hypothesis, the difference in total utility is the same in each case, many who are unclear 

whether A is better than B in cases I and II, are convinced that A is better than B in case III.  

Minimally, many are convinced there is a powerful reason to prefer A to B in case III, that 

doesn't apply in the other cases; namely, that A is better for some and worse for no one.  I 

suggest, then, that many are attracted to the narrow person-affecting view, at least for same 

people cases, and that they value it over and above the extent to which they value total utility.  

For such people, limiting the narrow person-affecting view's scope threatens the transitivity of 

all-things-considered better than.  After all, if the narrow person-affecting view is genuinely 

relevant for assessing some outcomes but not others, and not simply as a special case of a more 

general principle like total utility, then different factors will, indeed, be relevant and significant 
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for comparing different outcomes.  In such cases, as we have seen, there is no reason to expect 

transitivity. 

 Next, let me discuss Norcross’s contention that the narrow person-affecting view is only 

plausible when comparing outcomes involving the very same people.  First, I agree, and have 

myself argued, that the narrow person-affecting view is implausible for comparing outcomes 

involving completely different people.23  I also think that Norcross has given us powerful reason 

to believe that the narrow person-affecting view is not plausible for comparing all situations 

where some people are the same, but some people are different.  Norcross’s argument is simple.  

He considers two possible futures.  In one, which he calls “OK,” there are a large number of 

people with lives worth living.  In another, which he calls “GREAT” there are twice as many 

completely different people all of whom are much better off.  He says, and I agree, that we 

should all agree that GREAT is a much better future, and outcome, than OK.  So far, of course, 

this is just the kind of case, involving completely different people, where there is general 

agreement that the narrow person-affecting view shouldn’t apply.  After all, if we brought about 

OK, rather than GREAT, there would be no one affected for the worse, since the OK people 

would then be alive, with lives worth living, while the GREAT people would simply not exist, 

and we don’t think that merely failing to bring people into existence affects them for the worse.  

Norcross then asks us to consider a slight variation of his case, where there is one additional 

person, Fred, who would exist in both possible futures.  In the GREAT future, Fred would be as 

highly well off as everyone else.  In the OK future, he would be slightly better off.  In this case, 

if we brought about OK there would be someone we were affecting for the better, namely Fred, 

while if we brought about GREAT there would be someone we would be affecting for the worse, 

again, Fred.  But, Norcross contends, nobody believes that the difference in the existence and 

very slight quality of a single person’s life should alter our judgments about which future 

outcome would be better.  Surely, the presence of one additional highly well off person among 

billions of people wouldn’t be enough to transform a vastly better outcome into an inferior one, 

merely because in the otherwise vastly inferior outcome that one person would be slightly better 
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off!  Hence, Norcross concludes, we must admit that the narrow person-affecting view is not 

only implausible for comparing outcomes involving completely different people, it is also 

implausible for comparing outcomes where some people are the same, but other people are 

different.   

 I completely agree with Norcross’s claim about the relative merits of OK and GREAT 

with or without the presence of Fred.  But it is dubious whether one should conclude from 

Norcross’s example that the narrow person-affecting view is never plausible for comparing 

outcomes where some people are different, and that is what Norcross needs for his argument.  

Perhaps the lesson of Norcross's argument is that we shouldn't let our judgments about outcomes 

involving many people be radically influenced by the mere presence or absence of one individual 

or small group.  Ironically, I illustrated this same lesson via an analogous argument in my book 

Inequality.24   

 Arguably, then, the upshot of Norcross's argument is that the narrow person-affecting 

view is problematic for cases where only one person, or small group, is the focus of the narrow 

person-affecting view's assessment, in contexts where many other people are also involved.  This 

conclusion is important, but not surprising.  After all, for reasons Parfit and I have both noted, 

the narrow person-affecting view is not plausible for cases where just a few are involved.  

Norcross's argument extends this point to cases where many are involved, but only a few would 

be the focus of the narrow person-affecting view. 

 So, acknowledging that the narrow person-affecting view is problematic when only a few 

are the focus of the narrow person-affecting view's assessment, let us consider a variation of 

Norcross's example, where we needn't worry about one person distorting our overall judgment.  

Consider A and B of diagram 13.8, which is like Norcross's case, except that Fred is replaced by 

GREATER and ALSO GREAT.   
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OK GREATGREATER ALSO GREAT
A B

 

Diagram 13.8 

Assume that OK, GREATER, and ALSO GREAT number 10 billion each, with GREAT 

numbering 20 billion.  How do A and B compare?  It may seem clear that B is better than A all 

things considered, since it is more equal, and the worst-off group fares so much better.  But is it 

equally clear that B is better than A regarding utility, or that the narrow person-affecting view is 

not relevant for comparing them? 

 On an intrinsic aspect view, which Norcross undoubtedly accepts, the answers to these 

questions are clear.  But at issue here is precisely whether we should accept an intrinsic aspect 

view, so one must be careful not to beg the question against proponents of the narrow person-

affecting view.  And I suggest that, for many, whether B is better than A depends on the precise 

relation between them; in particular, on who their members are or how they've come about.  To 

see this, consider two different ways A might be related to B.    

 First, suppose one had an outcome like GREATER.  Compare that outcome to the one 

depicted by ALSO GREAT.  ALSO GREAT has the same size population as GREATER, but 

everyone is worse off.  If the same people would be in GREATER and ALSO GREAT, ALSO 

GREAT would be clearly worse than GREATER.  Next, suppose that one adds twice as many 

people to ALSO GREAT's outcome.  Specifically, suppose one adds GREAT to ALSO GREAT, 

producing B.  As we have noted, many believe that once a population is large enough, our 

concern should be to increase the utility of people, not to increase the number of people with 

utility.  That is, they believe that the mere addition of extra people to an already large population 

of well-off people does not improve the outcome regarding utility.  So, many would judge an 

 42 



outcome consisting of GREATER as better than an outcome like B.  Thus, given the choice 

between families having three children each, producing GREATER, or adding six extra children 

to the original three, producing B, many would claim that having the fewer children would be 

better.  Moreover, in claiming this they might appeal to the narrow person-affecting view, 

pointing out that if the families produce GREATER rather than B, this will be better for some--

the three children that would be born in both outcomes--and worse for no one.  Finally, suppose 

that by accident, extra children are born into the outcome containing GREATER, transforming 

GREATER into A.  The extra children--the OK group--all have lives worth living and, let us 

suppose, do not, in any way, adversely affect GREATER.  Appealing to the narrow person-

affecting view, many would say that while A would not be better than GREATER, since after 

reaching a certain level, mere addition does not improve a situation, neither would it be worse, 

since there is no one for whom it is worse.  Looked at this way then, A would be better than B, 

since A is not worse than GREATER which is better than B.  Note, this argument assumes 

transitivity, which we may ultimately reject if the argument succeeds!  But while rejecting 

transitivity is an option for me, it is not an option for Norcross. 

 Next, suppose A and B are related another way.  Suppose one begins with B, and B is 

transformed into A via ALSO GREAT dying off, and GREAT breaking into two groups, one of 

which becomes slightly better off, GREATER, and one of which becomes much worse off, OK.  

In this case, it seems clear that A would be much worse than B, since such a transformation 

would drastically affect three quarters of the population, with only a quarter being slightly 

benefited. 

 For many, then, one cannot simply compare A and B from a purely impartial internal 

perspective.  It seems to matter whether A and B are related in the first way described, or the 

second.  This is because, for some, it matters how people's lives would actually be affected by 

the different outcomes.   

 Let me give one other example.  Suppose I could bring about two alternatives.  In one, 

call it A, two people exist, Sam and Tom, both of whom have lives well worth living, but where 
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Sam would be healthy and Tom handicapped.  In another, B, the outcome would be just like A 

from an impartial internal perspective, except that in B Sam would be handicapped, while a 

completely different person, Henry, would be healthy.  On an impartial internal view, there 

would be nothing to choose between A and B.  But many believe that if those are my only two 

alternatives, I should create A rather than B, and that this would be due, in part, to the fact that A 

would be a better outcome than B in person-affecting terms.  If I produce, B, Sam will have a 

complaint.  He can legitimately ask why I created him handicapped, when I might have created 

him healthy.  He can insist that what I did was worse for him, and he’ll be right.  If, on the other 

hand, I create A, Tom will not have a similar complaint.  He cannot say that what I did was 

worse for him.  He has a life which is well worth living, and had I created B instead, which was 

my only alternative, he wouldn’t have existed.  Accordingly, he’ll be wholeheartedly glad that I 

created A, rather than B, as will Sam, who is much better off in A than in B.   

 Thus, it appears there is good reason to regard A as a better outcome than B, given those 

alternatives, and the reason is a narrow person-affecting one.  A is better for someone, namely 

Sam, and worse for no one.  If this is right, then we have another example where the narrow 

person-affecting view seems relevant and significant for comparing two outcomes, even though 

the outcomes don’t include all of the same people.  And indeed, in this particular case, where the 

alternatives only involve two people, the way a single person is affected for better or worse is 

enough to influence, even if not solely determine our judgment about how the two alternatives 

compare.25    

 These remarks are not intended to vindicate an Essentially Comparative View over an 

impartial internal aspect view.  As I have stressed throughout this work, both positions have 

great plausibility.  My aim is to show that Norcross's rejection of the narrow person-affecting 

view for outcomes where some people are different is too fast.  Even if one fully agrees with 

Norcross regarding his Fred example, it doesn't follow that the narrow person-affecting view is 

implausible for all cases where some people are different.  On reflection, I suggest that Norcross 

has not offered an argument that would shake the confidence of the narrow person-affecting 
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view's proponents for at least some cases like A and B.  But if the narrow person-affecting view 

is plausible for any such cases, then the worries I have raised remain, concerning the transitivity 

of judgments generated by the narrow person-affecting view, and hence the transitivity of our all 

things considered better than judgments.   

 I conclude, then, that for those people who are not simply total utilitarians, there is good 

reason to worry about the transitivity of our all things considered better than judgments if one 

attaches some weight to the narrow person-affecting view.  Moreover, this will be so whether 

one believes that the narrow person-affecting view sometimes applies to cases where some 

people are the same and some people are different, as I do, or only applies to cases where the 

very same people are involved, as Norcross does. 
 Norcross's arguments are plausible, but not conclusive.  More importantly, they do not 

adequately recognize the costs of preserving the transitivity of the “all-things-considered-better-

than” relation.  I have argued that those costs are high, even if we must bear them.  In sum, even 

if we must ultimately preserve the transitivity of the “better than” relation and reject positions 

like the narrow person-affecting view, for many this will require some major shifts in their 

thinking.  That is one of this book’s central lessons, and that lesson is untouched by Norcross's 

arguments.   

13.6  Recalling the Inadequacy of Fine-Grained Solutions 

 Insisting that “all things considered better than” must be a transitive relation, some 

believe that there must really be different alternatives involved in Parfit’s Mere Addition 

Paradox, and similarly for other seemingly plausible counterexamples to the transitivity of “all 

things considered better than.”  For example, it might be suggested that in Parfit’s abstract 

diagram, A+ actually represents two distinct alternatives, A+’ and A+’’, where, say, A+’ is the 

alternative we have when A+ is compared with B, while A+’’ is the alternative we have when 

A+ is compared with A.  In that case, there would be nothing particular puzzling about the fact 

that A seems better than B, and B seems better than A+, but A does not seem better than A+, 
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because what we really have is simply that A is better than B, and B better than A+’, but A is not 

better than A+’’, and there is nothing odd or inconsistent about the conjunction of those three 

claims on the current assumption that A+’ and A+’’ represent different alternatives. 

 This response should look familiar.  It is an example of the fine-grained solution to 

worries about transitivity that I discussed at length, and rejected, in chapter seven.  I shall not 

repeat my arguments for why such a response is unhelpful.  As we saw, such a response may 

“preserve” the transitivity of our all things considered better than judgments, but it does so at the 

considerable cost undermining the practical significance of the “all-things-considered-better-

than” relation being transitive.  Indeed, as we saw, on such a view one could be just as open to 

the possibility of being “money pumped” with a perfectly plausible, consistent, and transitive set 

of all-things-considered judgments, as one could be with an inconsistent and intransitive set of 

all-things-considered judgments.  So, as I argued in chapter seven, those whose interest in the 

transitivity of the “better than” relation is deeply practical, and not merely scholastic and 

technical, should eschew the fine-grained “solution” to the worries about transitivity raised in 

this book.  But in any event, I don’t find the fine-grained solution particularly plausible in 

thinking about Parfit’s example.  Let me briefly explain why. 

 Suppose an advocate of the fine-grained solution to Parfit’s Mere Addition Paradox 

claims, for example, that A+ is really a different alternative when it is compared with B than 

when it is compared with A?  Why should we believe her?  The analogous claim made about 

particular persons sounds preposterous:  “who Brian is depends on with whom he is compared; 

compared with Susan, Brian really is Brian’, but compared with Kim, Brian is Brian’’, where 

Brian’ really is a different person than Brian’’.”26  What sort of metaphysical or ontological 

assumptions about personal identity would make sense of such a view?  Likewise, what sort of 

metaphysical or ontological assumptions would make sense of the corresponding claims about 
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outcome identity, so that we should conclude that there really are two distinct outcomes 

represented by Parfit’s A+?  I’m not sure what they could be. 

 Recall section 12.4’s earlier point that there could be contexts in which it might make 

perfect sense to say “I’ll have strawberry, unless you have vanilla, in which case I’ll have 

chocolate!”  This would make sense, I noted, in the context where the strawberry would have 

been made by one company if the vanilla were available, and a different company if the vanilla 

were not available, with my example’s implicit assumption that the recipes and ingredients 

would be different in the two cases, so that the strawberry was of “high” quality if made by the 

one company, but of “low” quality if made by the other.  In that case, the strawberry 

“alternative” would in fact clearly be a different alternative depending on whether or not vanilla 

was available. 

 But nothing like this appears to be the case in Parfit’s example.  A+ is composed of the 

very same people at the very same levels with, we presume, the very same underlying properties 

and relations within A+.  In that context, there seems to be no plausible basis for the claim that in 

fact A+ is one alternative, A+’, in comparison with B, but another, different, alternative, A+’’, in 

comparison with A. 

 To be sure, I argued previously that we can imagine alternatives whose abstract features 

look just like A+’s, where, despite their similar appearances, they really do represent 

significantly different alternatives.  For example, we might regard an A+-like outcome as one 

alternative, say A+’, if it resulted from an A-like world in the way Parfit originally imagined, via 

the mere addition of an extra group of people all of whom have lives worth living and who affect 

no one else; but as a significantly different alternative, A+’’, if it resulted from the people in an 

A-like world first being made significantly worse off, and then a new group of people being 
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added at their previous level.  In that case, we might plausibly believe that the first A+-like 

alternative was not worse than A, but the second A+-like alternative was worse than A.   

 But there are two points to note about this.  First, this is not how Parfit describes his case.  

That is, in the Mere Addition Paradox, there is no basis for the claim that A+ is a different 

alternative in the kind of way just described depending on whether we compare it with A or B.  

Second, as I have argued previously, to recognize that how A+ might have come about is, 

indeed, relevant to how good or bad of an outcome it is in comparison with other outcomes, and 

not just relevant to how good or bad it is together with its history, in comparison with other 

outcomes together with their histories--and that this is so even when the history in question only 

affects the identities of the people in the different groups, and none of the other fundamentally 

important moral factors like virtue, rights, duty, or desert--is to recognize that we need to 

abandon the impartial internal view of moral ideals.  But, as we’ve seen, this is precisely the 

move that raises most of the deep concerns that I have been addressing in this work.  Thus, I 

suggest that even if one could somehow successfully make out the claim that in Parfit’s example 

we should regard A+ as a different outcome depending on whether we compare it with A or B, 

which I doubt, this will ultimately prove to be a pyrrhic victory.   

13.7  Lexical Priority 

 David Bourget has observed that the mere fact that different factors are relevant and 

significant for making different comparisons is not enough to guarantee that our all-things-

considered better than judgments will be intransitive.27  Here is the kind of example he had in 

mind.  Zeke prefers every apple to every orange.  Among apples, he prefers those which are 

crispest, caring about nothing else.  Among oranges, he prefers those which are juiciest, again, 

caring about nothing else.  In this case, it appears that different factors are relevant and 

significant for making different comparisons, and yet Zeke could still have a perfectly transitive 
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ranking of all apples and oranges.  Given this, is it possible that an analysis of Bourget’s 

example might reveal a general solution to my worries about intransitive rankings? 

 Here is one thought one might initially entertain.  The fact that Zeke gives lexical priority 

to apples over oranges seems to play an important role in the transitivity of his preferences over 

all apples and oranges.  Perhaps, if one gave lexical priority to certain factors or ideals, at least in 

some contexts, one could similarly preserve the transitivity of our all-things-considered 

judgments.   

 Here is one way this might be true, on analogy with Bourget’s example.  Suppose one 

thought that a certain moral ideal was restricted in scope, such that it only applied for comparing 

certain alternatives, S, but not others, T.  But suppose, as it happened, one also had reason to 

believe that all of the alternatives to which it applied were better than all of the alternatives to 

which it didn’t apply.  Then, depending on the nature of all of the other ideals that were relevant 

and significant for comparing the different kinds of alternatives, it could well be the case that the 

rankings of S were transitive, and similarly that the rankings of T were transitive.  In that case, 

the rankings of all alternatives S and T would be transitive, despite the fact that, by hypothesis, 

different factors were relevant and significant for comparing different alternatives.   

 I don’t want to rule this possibility out, but I don’t find it promising.  Let me mention 

several sources of concern. 

 First, I am not convinced that Bourget’s example even illustrates a genuine case where 

different factors are relevant and significant for making different comparisons.  That is, I’m not 

convinced that an essentially comparative model even applies to Bourget’s example, rather than 

an Impersonal Internal Aspects View.  If so, it won’t be surprising that Zeke would have a 

transitive ranking of apples and oranges, and Bourget’s example won’t have a bearing on how 
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we should respond to worries about transitivity if we do adopt a genuinely Essentially 

Comparative View for assessing outcomes. 

 Arguably, it isn’t crispness and juiciness that Zeke values, but apple crispness and 

orange juiciness.  This explains why Zeke would give no preference to a crispier orange over a 

less crisp orange (if that were possible), or to a juicier apple over a less juicy apple.  

Accordingly, Zeke might simply have three criteria that he applies to each alternative apple or 

orange; where the three criteria are, roughly, apples over oranges, degree of apple crispness, and 

degree of orange juiciness.  Appealing to those criteria, Zeke might assign a score to each apple 

or orange based solely on that piece of fruit’s “impersonal internal” features.  For example, in 

accordance with his first criteria, he might assign a score of 100 to any piece of fruit that is an 

apple, and a score of 0 to any piece of fruit that is an orange; and in accordance with his second 

and third criteria, he might assign scores from 0 to 50 reflecting the degree to which a piece of 

fruit is “apple crispy” or “orange juicy.”  In this way, every apple will get a score ranging from 

100 to 150, reflecting the three relevant criteria for assessing apples and oranges:  it will get a 

100 on the first criterion of apples over oranges, a score from 0 to 50 on the second criterion of 

apple crispness, and a zero on the third criterion of orange juiciness.  Similarly, every orange 

will get a score ranging from 0 to 50, again reflecting the three relevant criteria for assessing 

apples and oranges:  it will get a 0 on the first and second criteria, and a score from 0 to 50 on 

the third criterion.  The point, of course, is that such a model could completely accommodate 

Bourget’s example in terms of a wholly impersonal internal approach to assessing alternatives.  

Each apple or orange would receive an “all things considered” score based solely on its 

impersonal internal features; a fortiori, there would be a transitive ranking of all apples and 

oranges.  Correspondingly, on such a model it would not be the case that an apple or orange 

might receive a different score representing how good it was, depending on with what alternative 

 50 



piece of fruit it was compared.  I suggest, then, that initial appearances to the contrary, Bourget’s 

example does not really involve a genuine case where an Essentially Comparative View is 

involved.   

 Given the problems raised by Essentially Comparative Views, one might try to urge that 

all apparent examples of essentially comparative reasoning should ultimately be explained away 

along the lines that I have just dealt with Bourget’s example.  But for those who find essentially 

comparative reasoning compelling for at least certain comparisons, there is no particular reason 

to believe that his example will shed light on how to respond to the questions about transitivity 

raised by such reasoning. 

 As for giving lexical priority to some alternatives or principles over others, it isn’t clear 

how this would help, unless it were combined with the kind of restriction in scope noted above.  

But giving lexical priority to one set of alternatives over another, based solely on whether a 

particular factor or ideal is or is not relevant and significant for comparing such alternatives, 

seems deeply implausible, at least for the kinds of essentially comparative factors we have been 

discussing.  Indeed, for the cases we are actually interested in, it isn’t even coherent. 

 Consider, for example, the narrow person-affecting view.  As we have noted, some 

believe that such a view is deeply plausible, but that it is only relevant and significant for 

comparing alternatives involving exactly the same people.  On this view, if A and B have the 

same people, but C and D do not, the narrow person-affecting view would apply for comparing 

A and B, but not for comparing A or B with C or D.  This restriction of the narrow person-

affecting view’s scope seems plausible.  But what does not seem plausible is the further claim 

that we should give lexical priority to all alternatives involving the same people over all 

alternatives involving different people, or vice versa.  That is, there is absolutely no reason to 

believe, and every reason to deny, that no matter what else is true of the different alternatives in 
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terms of ideals like freedom, justice, equality, utility, perfection, and so on, we can know that A, 

B, and every other alternative involving the same people would be better (or worse), than C, D, 

and every other alternative involving different people from those in A and B.  Indeed, this 

thought is pretty clearly incoherent.  Suppose C and D involved the same people, who were 

different from those in A and B.  How could it be the case that A and B had lexical priority over 

C and D, or vice versa, in virtue of the fact that A and B contained the same people, and C and D 

contained people who were different from them?  After all, C and D also contain the same 

people, while A and B contain people who are different from them.  Not even I, who am open to 

all sorts of crazy views, can make sense of this position!   

 Finally, there are many well-known difficulties with lexical orderings, and I do not see 

how a set of second-order dominance principles can be arrived at which (a) will not be ad hoc, 

(b) will plausibly respond to the theoretical difficulties raised by essentially comparative ideals, 

and (c) will not themselves be subject to non-transitivity (thus requiring a set of third-order 

dominance principles, which in turn may be non-transitive, etc.).  That is, I just don’t see how to 

plausibly motivate, develop, and defend an appeal to giving lexical priority to some moral 

factors or ideals in a way that would actually help with the problems posed by Essentially 

Comparative Views.  Thus, I’ll leave this avenue for other to explore.  Perhaps those who are 

more sympathetic to lexical orderings than I am, will find a way to put them to good use in 

addressing our concerns. 

13.8  Preserving Transitivity:  A Baseball Analogy 

 There is another way one might respond to our challenges to the transitivity of the “better 

than” relation.  Let me present it with an analogy from sports.  In baseball, it is perfectly possible 

that the first place team consistently beats the second place team, which consistently beats the 

third place team, which consistently beats the first place team.  Still, most do not think that 
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"better than" is intransitive regarding baseball teams.  Instead, there is general agreement that the 

better of two teams is the one that wins the most games against all of the other teams during the 

season.28  Thus, for baseball teams, "all-things-considered better than" remains transitive, 

notwithstanding the intransitivity of "consistently beats," for if A has more total wins than B, and 

B more than C, A will have more than C, regardless of their team records against each other. 

 One might apply a similar model to the judgments we've been discussing.  On such a 

model, how two outcomes compare all things considered will be a function both of how they 

compare to each other and how they compare to other outcomes. 

 On this model, then, one can grant that there are essentially comparative moral ideals, 

and hence, that in terms of the relevant and significant factors for making each particular 

comparison, considered alone, A is better than B, B better than C, and C better than A; yet deny 

that these particular judgments are "all things considered," and hence deny that all-things-

considered better than is intransitive. Specifically, on this view, how A and B each compare to C 

will in fact be relevant to how A and B themselves compare, all things considered. 

 The position sketched has obvious attractions.  But is the analogy with baseball 

ultimately plausible and helpful?  In baseball, there is a small, fixed, conventionally agreed upon 

set of alternatives with which each team is to be compared; namely, the other teams currently in 

the league.  The situation is otherwise regarding most questions of all-things-considered better 

than, and this raises both practical and theoretical problems. 

 Consider a simple case, where n people have applied for a job.  On the old, standard, way 

of judging candidates, if the first candidate was better than the second considering each of the 

factors relevant to comparing them directly, the first would be regarded as better all things 

considered, and the second could be removed from further consideration.  Proceeding in this 

way, one would theoretically only need to make n-1 judgments to determine the best candidate. 
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 On the baseball analogy, to know how two candidates compare all things considered it is 

not sufficient to know how they compare directly; one must also know how they compare to 

each of the other candidates.  So, to determine the best candidate, each must be compared to 

every other.  One can easily calculate that this would require (n÷2) x (n-1) judgments. 

 Consider.  On the old way, when a philosophy search committee is swamped with 200 

applications for a single job a "mere" 199 separate comparisons are required to determine the 

best candidate.  On the other hand, to compare each of 200 candidates with every other would 

require 19,900 separate comparisons.  The practical impossibility of this will be evident to 

everyone who has ever served on a search committee. 

 Recall our earlier claims about the significance of the transitivity of better than for 

practical reasoning.  We care about the transitivity of better than so much because of the 

crucially important role that it plays in simplifying our decision procedure.  Instead of having to 

compare each alternative with every other, or somehow keep and assess all of a large number of 

alternatives in our heads all at once, we can clearly focus on just two alternatives at a time, 

carefully determine which is better, and then remove the worse one from further consideration.  

In this way, we can arrive at a final all-things-considered judgment in a clear, straightforward, 

manner involving the minimal task of making sure that we compare each alternative with but one 

other alternative once.  This makes the transitivity of better than an enormously powerful and 

efficient tool for the purposes of practical reasoning.  But, on the baseball analogy, all of the 

power and efficiency of that tool is lost.  Like some of the other proposals we have considered, 

the baseball analogy preserves the transitivity of the “better than” relation, but at the cost of 

undermining its usefulness for practical reasoning.   

 There is a further problem exacerbating the one just noted.  It may be illustrated as 

follows.  Suppose three baseball teams were up for sale.  In assessing which to buy, one would 
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definitely not restrict one's attention to how the available teams fared against each other in direct 

competition.  For example, it might be that while A consistently lost to B and C, A was the very 

best team in the league, while B and C were the two worst.29  Instead, one would take into 

consideration how each team fared against all of the other teams, including all of the teams that 

were not on the market.  The point has obvious and important implications for the suggestion in 

question. 

 Consider again the apparently simple case of job candidates.  On the standard way of 

thinking, it is sufficient to compare the credentials of the applicants themselves to determine the 

best applicant.  On the baseball analogy this is no longer plausible.  To the contrary, one would 

need to compare each applicant not only with the other applicants, but also with thousands of 

others who have not applied!  But, of course, in the real world we could never do this. 

 Indeed, the problem may be even worse in the moral realm.  In baseball, it makes perfect 

sense to try to buy the best of all the actual teams, since your aim, presumably, is to win a 

championship, and that will be determined by which team, in fact, wins the most games against 

the other actual teams in the league.  But in the moral realm, if I am really interested in bringing 

about the best outcome all things considered, why should I restrict my comparisons to other 

actual alternatives?  Wouldn’t the best alternative be the one that was best in comparison with 

all other possible alternatives, whether or not we might ever actually face them?  But, of course, 

if the baseball analogy required us to compare each alternative with every other possible 

alternative, it would be practically impossible to follow, and at that point the notion of “all things 

considered better than” would have completely lost its relevance to practical moral reasoning.   

 There is another problem with the baseball analogy.  In baseball, there is basically one 

criterion employed in comparing teams with other teams, the criterion of wins and losses.  

Whether we are comparing A with B, B with C, A with C, or A with B and C, our criterion 
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remains the same; namely, who won the most games, overall.  But what drives us to consider the 

baseball analogy in the first place, in thinking about the notion of “all things considered better 

than,” is the problems that arise on an Essentially Comparative View of moral ideals.  But, 

surely, on such a view, even if we could successfully compare each alternative with every other 

actual or possible alternative, there is no particular reason to believe that whichever alternative 

had the most “wins” among all the pairwise comparisons was necessarily the best alternative all 

things considered.   

 One reason for this was given in chapter N’s discussion of the shortcomings of majority-

rule reasoning.  If A just barely “won” 1000 pairwise comparisons, while B “won” 950 pairwise 

comparisons by a considerable margin in each case, then surely it is possible that B would 

actually be better than A, all things considered, and we should reject the ranking generated by 

the baseball analogy. 

 A second deeper, and much more problematic, reason is this.  On an Essentially 

Comparative View of moral ideals, we believe that different factors may be relevant and 

significant for comparing an alternative, depending on with which alternatives it is compared.  

But this opens the possibility that the factors that might be relevant and significant for comparing 

three alternatives together, might differ from the factors that are relevant and significant for 

comparing any two alternatives.  So, even if we knew how each pair of alternatives was ranked 

according to all of factors that were relevant and significant for making such pairwise 

comparisons, there is no reason to believe that we could derive the correct ranking of all three 

alternatives, considered together, from such information alone.  The point, of course, is that the 

relevant factors for making pairwise comparisons might not even be relevant for making three-

way comparisons, and even if they were relevant they might not have the same significance, 

given that other factors might be relevant and significant for making three-way comparisons that 

 56 



were not relevant and significant for making pairwise comparisons.  And, of course, the same 

might be true, mutatis mutandis, of four-way comparisons, five-way comparisons, and so on.  

Hence, once we accept an Essentially Comparative View of moral ideals, it is an open question 

what different factors might come into play in ranking different sets of alternatives, and there is 

certainly no reason, in advance, to suppose that only those factors that come into play in making 

pairwise comparisons will be relevant.  This, of course, raises worries about the baseball 

analogy.  But it also raises much deeper worries about how we determine the correct set of 

morally relevant and significant factors for assessing different sets of alternatives, once we 

abandon the Impersonal Internal Aspects View of moral ideals.   

 One might alter the baseball analogy to try to address some of the problems it faces.  

Perhaps, for example, one might divide alternatives into different classes, and one might try to 

develop an argument showing that instead of comparing each alternative with every other, it is 

sufficient to compare a “representative” alternative from each class with a “representative” 

alternative from every other class, and then pick the best alternative from the class with the 

“winning” representative alternative.  If one could do this, that would help address some of the 

foregoing concerns, though not others.  Alternatively, one might simply abandon the baseball 

analogy, and pursue some other way of reconciling essentially comparative ideals with the 

transitivity of all-things-considered better than.  However, either way, I think one faces an 

unavoidable problem of which the shortcomings of the baseball analogy are symptomatic. 

 As indicated previously, I believe that the Impersonal Internal Aspects View of moral 

ideals lies at the core of both the transitivity of all-things-considered better than, and the 

Independence of Irrelevant Alternatives Principle in perhaps its most plausible form.  So, if we 

reject the Impersonal Internal Aspects View of moral ideals, we should probably reject both of 

the positions in question.  Nevertheless, both positions have enormous appeal, and most people 
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continue to find them compelling, even if we reject the Impersonal Internal Aspects View of 

moral ideals.  Still, if one accepts an Essentially Comparative View of moral ideals, as we may, 

on reflection, decide we should, then at least one of the two positions must be rejected.  This is 

because on the view that certain ideals are essentially comparative, A can be better than B, B 

better than C, and C better than A, in terms of the relevant and significant ideals for making each 

pairwise comparison, considered separately.  It follows that if, in accordance with the 

Independence of Irrelevant Alternatives Principle, how two outcomes compare all things 

considered depends solely on how they compare in terms of each of the relevant and significant 

principles for making that comparison, considered separately, then the judgments in question 

will be all things considered, and all-things-considered better than will not be transitive relation.  

On the other hand, if all-things-considered better than is a transitive relation, then the judgments 

in question are not all things considered, contrary to what is implied by the Independence of 

Irrelevant Alternatives Principle.  Thus, once one rejects the Impersonal Internal Aspects View 

of moral ideals, while both of the positions in question may be false, they cannot both be true.  

But, as should be clear by now, to abandon either the transitivity of “all things considered better 

than” or the Independence of Irrelevant Alternatives Principle would have grave implications for 

practical reasoning as we currently understand it and engage in it.   

13.9  Summary of Chapter Thirteen  

 In section 13.1, I reconsidered the Essentially Comparative View of moral ideals.  

Although the Impersonal Internal Aspects View of moral ideals has great intuitive appeal, and 

many significant practical and theoretical advantages, I argued that many of the principles people 

attach most value to in arriving at their all-things-considered judgments are essentially 

comparative in nature, even if equality, in fact, is not.  Specifically, I argued that many people 

believe that a maximin principle, which assesses outcomes in terms of how well off the worst-off 
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people fare, is a fundamentally important moral ideal that is relevant to assessing outcomes.  But, 

appealing to examples like Parfit’s How Only France Survives, I showed that the most plausible 

version of such a maximin principle is essentially comparative, connected with the fact that 

maximin expresses a special concern for those who are worst-off which is not alleviated by the 

prospect of the worst-off dying if their lives are well worth living.  More generally, I showed that 

our judgments about how two outcomes compare regarding maximin may depend on how the 

outcomes are related; in particular, on who their members are, or how they have come about, in 

precisely the way licensed by the Essentially Comparative View of moral ideals, but ruled out by 

the Impersonal Internal Aspects View. 

 Next I showed that many are deeply wedded to a narrow person-affecting principle, 

which focuses on how particular people are affected for better or worse in assessing outcomes.  I 

noted that while many may exaggerate its scope and significance, it is hard to deny that the 

narrow person-affecting view expresses an extremely plausible position that seems at least 

relevant to, if not dominant in, our assessment of many outcomes.  But, on such a view, there are 

undoubtedly cases where a factor may be relevant and significant for comparing certain 

alternatives, but not others, in the way constitutive of an Essentially Comparative View, and 

prohibited by the Impersonal Internal Aspects View. 

 Next I considered the Pareto principle for same-people cases.  On this view, if two 

outcomes involve the same people, one outcome will be better than another if it is better for 

some and worse for no one, and it will be worse if it is worse for some and better for no one.  I 

noted that the Pareto principle is implied by the narrow person-affecting principle, but many 

people find the former powerfully attractive in same-people cases whatever they think about the 

general plausibility and relevance of the latter.  Indeed, many find the Pareto principle so 

compelling for same-people cases, that they believe that for such cases one outcome’s being 
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Pareto superior to another guarantees that it is better all things considered.  I indicated that I 

believe this position is too strong.  Still, it is hard to deny that, for many, Pareto superiority is a 

deeply plausible and extremely important factor that should be given significant weight in the 

assessment of same-person outcomes.   

 I showed that the Pareto principle is essentially comparative, since it might be relevant 

for comparing some alternatives involving the same people, but not others.  Thus, if one accepts 

the Impersonal Internal Aspects View of moral ideals, one has to reject the view that the Pareto 

principle is itself genuinely significant, and contend that at most it is invariably correlated with 

deeper underlying non-person-affecting ideals that can be wholly captured by the Impersonal 

Internal Aspects View.  For those who believe that in assessing same-people outcomes there is a 

fundamental concern with how the particular people are affected for better or worse in those 

outcomes, even if that is not our only concern, this will be very hard to accept. 

 I next considered Narveson’s famous view that “we are in favor of making people happy, 

but neutral about making happy people.”  I noted that this view maintains an essential connection 

between the ideal of utility and our deep concern with how actual people fare.  I observed that 

on a wholly impersonal view of utility, people are valued merely as potential generators or 

containers of utility.  So, on this view, insofar as one cared about utility, there would be no 

reason to care whether one increased an outcome’s utility by improving the lives of the sentient 

beings in that outcome, by replacing the sentient beings with others who had more utility than 

they, or whether one simply added more sentient beings to the outcome who produced or 

contained more utility, be they mice or men.  I noted that many believe this picture gets things 

backwards, and terribly wrong.  For them, utility is valuable because it is good for people, not 

the other way around.  I showed that such a view reflects an Essentially Comparative View of 

utility that has tremendous power and appeal.   
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 Ultimately, I suggested that consideration of alternatives involving extinction reveals that 

Narveson overstates his position in claiming that “we are neutral about making happy people.”  

Still, I claimed that many will regard an Essentially Comparative View of utility as the most 

plausible and important version of utility for a wide range of cases, and showed how such a view 

would imply that transitivity either fails, or fails to apply, for the “better than regarding utility” 

relation. 

 This section illuminated some of the serious costs of adopting the Impersonal Internal 

Aspects View of moral ideals.  Doing so would force us to reject a number of principles that 

people find deeply plausible and directly relevant for comparing certain outcomes;  specifically, 

the most plausible version of maximin (as it would apply for comparing outcomes), the narrow 

person-affecting principle, the Pareto principle for same-people cases, and a person-affecting 

principle of utility.  For many, giving up any of these ideals would be difficult.  To have to give 

up all of them—and perhaps other important ideals that I didn’t discuss, but which, when fully 

understood, may also involve a commitment to an Essentially Comparative View—would 

require a major revision in their thinking.  

  In section 13.2, I addressed the claim that principles like maximin, the narrow person-

affecting principle, the Pareto principle, and the person-affecting principle of utility are only 

appropriate for making certain comparisons, and that we only face worries about the transitivity 

of such notions if we fail to properly restrict their scope, for example, to same-people cases.  I 

had already argued that such a restriction might not be enough avoid concerns about transitivity 

in the case of the Pareto principle, but I reiterated chapter N’s earlier point that even if such a 

move rendered the judgments of each particular ideal transitive, it would not allay this book’s 

fundamental worries about transitivity.  On such a move, there would still be an Essentially 

Comparative View of moral ideals in the sense that the factors that were relevant and significant 
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for ranking any given outcome might depend on the alternatives with which it was compared.  

So, for example, if the maximin principle applied for comparing A with C, because they 

contained the same people, but didn’t apply for comparing A with B or B with C, because B  

contained different people than A and C, then A might be better than B in terms of all of the 

relevant and significant factors for making that comparison, and B might be better than C in 

terms of all of the relevant and significant factors for making that comparison, yet C might be 

better than A in terms of all of the relevant and significant factors that were for making that 

comparison.  Thus, restricting the scope of one or more significant moral ideals opens the 

possibility that the notion of all-things-considered better than will either be intransitive, or fail to 

apply across different sets of alternatives, even if none of its aspects are themselves intransitive.   

 I noted that it was striking that this feature of morality had not been noticed, given that a 

common view is that virtually every moral ideal is limited in scope, in the sense that it will be 

relevant and significant for comparing some, but not all, possible outcomes, and that a widely 

discussed feature of John Rawls’s view was his claim that his two principles of justice were 

restricted in scope.  I concluded that unless one wants to endorse the strong and implausible view 

that outcomes are non-comparable whenever different ideals are relevant to assessing them, one 

must look elsewhere to avoid this book’s worries about transitivity.  Restricting the scope of 

different moral ideals is no solution to our concerns, it is the very kind of move that raises our 

concerns. 

 In section 13.3, I further explored the implications of different combinations of views.  I 

noted that if we accept the Impersonal Internal Aspects View of moral ideals, and combine it 

with the standard model of utility and its relation to other moral ideals, then we are committed to 

the Repugnant Conclusion.  I also noted that if, to avoid the Repugnant Conclusion, we combine 

the impersonal internal aspects with something like the gymnastics model of moral ideals for at 
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least some comparisons, we’ll have to combine it with the gymnastics model for all comparisons 

if we want to avoid worries about non-transitivity.  But I then showed that that if one combines 

the impersonal internal aspects with something like the gymnastics model of moral ideals for all 

comparisons, so as to avoid both the Repugnant Conclusion and non-transitivity, then we must 

either deny significant weight to the values of equality and maximin, or accept How Only France 

Survives, according to which it might be better, all things considered, if many groups of people, 

all of whom had lives that were well worth living, all died off, with the result that a single 

surviving group was made worse off.  It appears, then, that if one accepts the Impersonal Internal 

Aspects View of moral ideals, one must either accept the Repugnant Conclusion, non-

transitivity, How Only France Survives, or the moral insignificance of equality and maximin.  

For many, any of these implications will be deeply implausible.   

 By contrast, we saw that combined with the gymnastics model of moral ideals, an 

Essentially Comparative View of moral ideals would enable us to avoid both the Repugnant 

Conclusion and How Only France Survives, while at the same time attaching significant weight 

to such values as equality and maximin.  These constitute powerful reasons to accept such a 

combination of views.  Unfortunately, however, as we have seen, such gains come at 

considerable costs of their own, including the cost of non-transitivity. 

 During our discussion, I noted how a consideration of diagram 13.7 reminded one of the 

intuitive plausibility of the Essentially Comparative View of moral ideals.  This is because our 

judgments about the two outcomes, I and II, depend greatly on how they are related:  

specifically, on who their members are or how they have come about.  If they simply represented 

two possible futures with distinct members, we might well think that a perfectly equal, large 

society where everyone was very well off, was better, all things considered, than a much larger 

society where there was great inequality and where the worst-off were much worse off.  Still, it 
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is very difficult to believe—even if it may not be literally absurd, as Parfit contended—that the 

former outcome would be better than the latter, if it resulted from the latter via three quarters of 

the population, all of whom had lives well worth living, dying off, with the surviving quarter 

being made worse off.  Thus, our ranking of the two outcomes doesn’t strictly depend on their 

impartial internal features, as required by the Impersonal Internal Aspects View of moral ideals. 

 In section 13.4, I broached two further reasons for favoring an Essentially Comparative 

View of moral ideals.  I noted several examples of a common phenomenon, where seemingly 

sensible, well-informed, clear-thinking, and rational people found themselves in a practical 

quandary as a result of seemingly inconsistent judgments.  Faced with several alternatives, they 

might go around and around in their practical deliberations, convinced that the alternatives were 

not equivalent or on a par, and yet unable to comfortably settle on a choice, as each alternative 

seemed clearly inferior to another available alternative.  I noted that an Essentially Comparative 

View of moral ideals enables us to make sense of such phenomenon in a plausible, 

straightforward, way that neither deflates nor explains away such judgments.  Indeed, if an 

Essentially Comparative View is correct, people sometimes have intransitive judgments because 

there is, in fact, good reason for them both to make, and to keep, such judgments. 

 Second, I noted that adopting an Essentially Comparative View would enable us to reject 

Arrow's Theorem and its corollaries.  While this would carry with it a host of deep and difficult 

problems that may ultimately be every bit as challenging as Arrow’s Theorem itself, it may also 

open up whole new avenues to explore regarding the rationality of both individual and collective 

orderings and choices.  With luck, some of these avenues may prove fruitful, and we may be able 

to come up with a defensible decision procedure for collective orderings and choices.    

 In section 13.5, I responded to several objections that Alastair Norcross raised to my 

arguments.  His first objection is that my purported arguments about intransitivity fail because 
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they don’t involve a single relation R, such that ARB, and BRC, but it is not the case that ARC; 

rather, they involve multiple relations, R1 and R2, such that AR1B, and BR2C, from which 

nothing follows about how A and C compare regarding R1 or R2.  I pointed out that Norcross’s 

analysis for why my argument doesn’t undermine transitivity directly parallels my argument for 

why transitivity fails, if one assumes that there could be a third relation, R3, which holds if either 

R1 holds or R2 holds.  I suggested that on an Essentially Comparative View of moral ideals the 

“all-things-considered better than” relation would be precisely such a relation, R3.   

 I claimed that in arguing against me, Norcross assumed the Impersonal Internal Aspects 

View of moral ideals.  I acknowledged that such a view has great plausibility, and that it entails 

that “all-things-considered better than” is a transitive relation.  But this does not affect my 

argument.  My argument intended to show that on an Essentially Comparative View of moral 

ideals, which many people also find deeply plausible, the “all-things-considered better than” 

relation will be non-transitive.  My argument for that stands, and is untouched by Norcross’s 

argument.  

 I next considered Norcross’s claim that while the narrow person-affecting view is 

plausible for comparing outcomes in same-people cases, it is not plausible for comparing 

outcomes where completely different people are involved, or where some people are the same 

and some are different, and that it is only when the narrow person-affecting view is 

inappropriately applied in the latter kinds of cases that it can generate intransitive rankings.   

In response, I reiterated the claim of section 13.2, that if one restricted the scope of the narrow 

person-affecting view to same-people cases, the view itself might not generate intransitive 

rankings, but combined with other moral ideals it might well lead to the non-transitivity of the 

“all-things-considered better than” relation, for the now familiar reason that the factors that 

would be relevant and significant for assessing an outcome would then vary depending on the 
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alternatives with which it was compared.  Specifically, the narrow person-affecting view would 

be relevant and significant in assessing A in comparison with C, if C contained the same people 

as A, but it would not be relevant and significant in assessing A in comparison with B, if B 

contained different people than A.  I acknowledged that this would not, in fact, be a problem for 

Norcross himself, or for other total utilitarians who don’t really give independent weight to the 

narrow person-affecting view.  But for most people, who believe that the narrow person-

affecting view is a genuinely significant position that needs to be given weight in its own right in 

assessing outcomes, and not merely as a special case of a more general principle like total 

utilitarianism, restricting its scope as Norcross suggests will raise the very worries about non-

transitivity with which I have been concerned. 

 I accepted Norcross’s claim that the narrow person-affecting view is not plausible or 

relevant for comparing outcomes involving completely different people.  I also accepted his 

argument that there are some cases involving outcomes where some people are the same and 

others different where the narrow person-affecting view is implausible.  But I suggested that the 

real lesson to be learned from Norcross’s argument for this conclusion is one that I had 

previously argued for in Inequality; namely, that we shouldn't let our judgments about outcomes 

involving many people be radically influenced by the mere presence or absence of one individual 

or small group.  But as I then showed via several examples, the truth of this claim does not entail 

Norcross’s much stronger conclusion that the narrow person-affecting view is implausible for 

comparing any outcomes where some people are the same and some are different.  The examples 

presented further illustrated the intuitive plausibility of the Essentially Comparative View of 

moral ideals that Norcross just assumes must be false in his responses to me.   

 I concluded that for those people who are not simply total utilitarians, there is good 

reason to worry about the transitive status of the “all-things-considered better than” relation, if 
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one attaches weight to the narrow person-affecting view.  Moreover, this will be so whether one 

believes that the narrow person-affecting view only applies to same-people cases, as Norcross 

does, or whether one also believes that it sometimes applies to cases where some people are the 

same and some people are different, as I do.  Finally, I observed that even if we ultimately decide 

that Norcross is right, and that we should forsake the Essentially Comparative View of moral 

ideals for the Impersonal Internal Aspects View, for many, this will require some major shifts in 

their thinking.  That central fact seems not to have been fully appreciated by Norcross, and it is 

untouched by his arguments.   

 In section 13.6, I considered the claim that there is no genuine intransitivity in Parfit’s 

Mere Addition Paradox, because the alternative that is represented as A+ in Parfit’s diagram is 

really a different alternative, say, A+’, when a comparison is being made with B, than the 

alternative that is represented as A+ in Parfit’s diagram, say A+’’, when a comparison is being 

made with A.  Obviously, there is no intransitivity or inconsistency in the set of claims that A is 

better than B, and B is better than A+’, but A is not better than A+’’, if A+’ and A+’’ are 

different. 

 I noted that this response to Parfit’s Mere Addition Paradox was an example of the fine-

grained solution to worries about transitivity that I discussed, and rejected as unhelpful, in 

chapter seven.  As a general solution to worries about transitivity such a move undermines the 

practical significance of “all-things-considered-better-than” being a transitive relation, and 

leaves one just as open to the possibility of being “money pumped” with a perfectly plausible, 

consistent, and transitive set of all-things-considered judgments, as one would be with an 

inconsistent and intransitive set of all-things-considered judgments.    

 I also suggested that as Parfit actually presented his example, there would be no plausible 

metaphysical or ontological basis for the claim that A+ actually is one alternative, A+’, in 
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comparison with B, but another, different, alternative, A+’’, in comparison with A.  Finally, I 

argued that if, in fact, one could defend the view that A+ (and not merely A+ together with its 

history), is a different outcome depending on whether we compare it with A or B (as opposed to 

A or B together with their histories), which I doubt, this will ultimately prove to be a pyrrhic 

victory, as such a move involves rejecting the Impersonal Internal Aspects View of moral ideals 

in favor of an Essentially Comparative View.  This, of course, is precisely the move that raises 

deep concerns about whether the “all-things-considered better than” relation is non-transitive.   

 In section 13.7, I considered an example of David Bourget’s, which purported to show 

that “all-things-considered better than” could be a transitive relation even if the factors that were 

relevant and significant for ranking one alternative might differ depending on the alternatives 

with which it was compared.  An essential component of Bourget’s example is that one set of 

alternatives, apples, were given lexical priority over another set, oranges, and this raised the 

general question of whether an appeal to lexical priorities might preserve the transitivity of the 

“all-things-considered better than” relation even on an Essentially Comparative View of moral 

ideals. 

 I raised several doubts about this approach.  First, I argued that, appearances to the 

contrary, it is dubious whether Bourget’s example really appeals to an Essentially Comparative 

View.  On close examination, Bourget’s example may actually rely on an Impersonal Internal 

Aspects View, in which case it is no surprise that it is compatible with the transitivity of the “all-

things-considered better than” relation, but also of no particular relevance to the problems we 

face if we accept an Essentially Comparative View. 

 Second, I didn’t see how giving lexical priority to some alternatives or principles over 

others would help, unless it were combined with a restriction in scope of the sort we have been 

discussing.  But I suggested that giving lexical priority to one set of alternatives over another 
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based solely on whether a particular factor or ideal was or was not relevant and significant for 

comparing such alternatives was both deeply implausible and incoherent for the kinds of 

essentially comparative factors and restrictions in scope that we are actually interested in.  So, 

for example, I pointed out that restricting the scope of the narrow person-affecting view to same-

people cases still allows it to apply to every possible alternative in comparison with other 

alternatives involving the same members, so there is no basis for giving some of those 

alternatives lexical priority over others in virtue of the fact that the narrow person-affecting view 

is relevant for comparing some sets of alternatives but not others.  Thus, as I argued, one 

couldn’t give lexical priority to A and B over C, just because A and B had the same members 

and C did not, since by the same reasoning C and D would have to be given lexical priority over 

A, if D had the same members as C.   

 Finally, I noted that there are many well-known difficulties with lexical orderings, and 

didn’t see how one could arrive at a set of second-order dominance principles which would not 

be ad hoc, would plausibly respond to the difficulties raised by essentially comparative ideals, 

and which might not themselves be subject to non-transitivity (thus, requiring a set of third-order 

dominance principles, which in turn may be non-transitive, etc.).  In sum, while others may wish 

to pursue such an approach, I don’t see how to plausibly motivate, develop, and defend an appeal 

to giving lexical priority to some alternatives, moral factors, or ideals in a way that would 

actually help with the problems posed by Essentially Comparative Views.   

 In section 13.8, I considered a model adopted from sports, which I called the “baseball 

analogy.”  On this model, how two outcomes compare all things considered will be a function 

both of how they compare to each other and how they compare to other outcomes.  Thus, even if 

it is true that, in head-to-head competitions, on an Essentially Comparative View A is better than 

B, B better than C, and C better than A, it doesn’t follow that the “all-things-considered better 
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than” relation is non-transitive regarding outcomes.  Instead, we might insist that whether A is 

better than B all things considered, doesn’t just depend on whether A is better than B in head-to-

head competition, but on how each compares against all of the other alternatives.  The advantage 

to adopting this model is that it seemingly provides a way of accepting the Essentially 

Comparative View of moral ideals—which can seem so compelling—and endorsing the 

seemingly intransitive intuitive judgments we often make when considering head-to-head 

comparisons—which can similarly seem compelling—while at the same time preserving the 

powerful and also compelling intuition that “all-things-considered better than” is a transitive 

relation regarding outcomes. 

 Unfortunately, I raised numerous problems about extending the model from sports, where 

there is a small, fixed, set of teams to which each team is to be compared, to the practical domain 

generally.  In baseball, there are a mere sixteen teams in the National League.  Four or five times 

a week, during the course of a season, each team plays another team, and it is a simple matter to 

keep track, on a day-to-day basis, which team has the most total wins.  I noted that in a typical 

job search for philosophy there might be 200 applicants.  Often, it isn’t easy comparing even just 

two candidates with each other, since there are so many criteria that have to be taken into 

account, it is often unclear exactly what all the relevant criteria are, it is further unclear how 

much weight to give each criterion in comparison with the others, and it may also be unclear 

exactly how each candidate really fares with respect to each criterion.  But, I noted, to have to 

make this kind of comparison directly between each candidate and every other candidate, as the 

baseball analogy requires, would necessitate 19,900 separate comparisons, which, I claimed, 

would be practically impossible.   

 I noted again that one of the reasons we care so much about transitivity is because of the 

simplifying role that it plays in practical reasoning.  On the Impersonal Internal Aspects View of 
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moral ideals, instead of having to compare each alternative with every other, or somehow keep 

track of all of the alternatives in our minds at once so as to collectively assess them in terms of 

all of the multitude of factors relevant to comparing them, we can, thanks to transitivity, focus on 

just two alternatives at time, determine clearly and carefully which is better, and then remove the 

worse one from further consideration.  This enables us to arrive at a final all-things-considered 

judgment in a clear, straightforward, way involving the relatively minimal task of comparing 

each “losing” alternative with but one other alternative, making transitivity an enormously 

powerful and efficient tool for the purposes of practical reasoning.  But on the baseball analogy 

all that power and efficiency is lost.  Thus, while such a move may succeed in preserving the 

transitivity of the “all-things-considered better than” relation, it undermines its usefulness for 

practical reasoning. 

 I also pointed out that on the baseball analogy, in order to determine which of several job 

candidates was best, one would not only have to compare each candidate with every other 

candidate who has actually applied for the job, one would also have to compare each candidate 

with every other actual person who could have been a candidate for that job, even if they didn’t 

apply.  Moreover, I suggested that in the moral realm one would not only want to compare 

alternatives with every other actual alternative one could have faced, one would want to compare 

alternatives with every other possible alternative one could face.  But at this point, I suggested, 

the notion of “all-things-considered better than” would have completely lost its relevance to 

practical reasoning, as no sane person would ever undertake to make such an exhaustive (and 

possibly limitless) set of comparisons in deciding what to do. 

 Yet another problem I noted is that on the baseball analogy there is conventional 

agreement to regard the team with the most wins as the best, all things considered; but that kind 

of majority-rule reasoning in the moral realm would be implausible, for reasons given in chapter 
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N.  So the baseball analogy would need to be revised in various ways, presumably to take 

account not just of the raw number of “wins” an alternative had against other alternatives, but of 

the magnitude and significance of its different wins.  This would make the application of the 

baseball analogy to the practical realm immensely more complicated, and hence much less useful 

for practical reasoning.    

 I also noted a much deeper, theoretical, problem with the baseball analogy.  On an 

Essentially Comparative View of moral ideals, the factors that are relevant and significant for 

assessing an outcome may depend on the alternatives with which it is compared.  But this means 

that the factors that are relevant and significant for comparing A, when its alternatives are B and 

C, may be different than the factors that are relevant and significant for comparing A with B, 

when considered by themselves, or the factors that are relevant and significant for comparing A 

with C, when considered by themselves.  So, it isn’t clear that the individual pairwise 

comparisons of each alternative with every other will even be relevant, much less all that is 

relevant, in ranking any set of alternatives larger than two.  I noted that this not only raises 

worries about the baseball analogy itself, it raises much deeper worries about how we determine 

the correct set of morally relevant and significant factors for assessing different sets of 

alternatives, once we abandon the Impersonal Internal Aspects View of moral ideals.  

 Finally, I suggested that the Impersonal Internal Aspects View of moral ideals lies at the 

core of both the transitivity of all-things-considered better than, and the Independence of 

Irrelevant Alternatives Principle in perhaps its most plausible form, so that if we reject the 

Impersonal Internal Aspects View of moral ideals, we should probably reject both of the 

positions in question.  I acknowledged, however, that both positions have great appeal, so that 

even if we ultimately decide we should accept an Essentially Comparative View of moral ideals, 

many people will be tempted to try to preserve both of the positions in question one way or 
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another.  For example, as we saw, pursuing the baseball analogy would be one way of trying to 

retain the transitivity of the “all-things-considered better than” relation on an Essentially 

Comparative View.  But, I pointed out that once one abandons the Impersonal Internal Aspects 

View of moral ideals, one has to give up either the transitivity of all-things-considered better 

than or the Independence of Irrelevant Alternatives Principle in perhaps its most plausible form.  

That is, on an Essentially Comparative View of moral ideals both views might be false, but they 

can’t both be true.  I noted that for the reasons presented in this work, giving up either view 

would have grave implications for practical reasoning as we currently understand it and engage 

in it. 

***** 

 Together, this chapter and the preceding one, addressed a central question for practical 

reasoning.  That question concerns the nature of moral ideals; specifically, whether all moral 

ideals must be understood in accordance with the Impersonal Internal Aspects View of moral 

ideals, or whether at least some moral ideals should be understood in accordance with the 

Essentially Comparative View of moral ideals.  I argued that both positions have great intuitive 

plausibility, but that both also have deeply implausible implications.  The main aim of the 

chapters was to articulate the positions in question, to explore how they might be combined with 

different combinations of views, some of which may stand or fall together, and to illuminate 

some of the implications, including both benefits and costs, of the different combinations of 

views.  As with much of the rest of this book, perhaps the main lesson of these chapters is that 

some of our deepest and most plausible beliefs regarding the nature of the good, moral ideals, 

and practical reasoning are fundamentally incompatible.   
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1  Rawls's own version of maximin differs from M in important respects.  But many people are attracted to M and, 

importantly for our purposes, it is probably the version of maximin most naturally adopted on the Impersonal 

Internal Aspects View of moral ideals.  I directly argue for the essentially comparative nature of Rawls's own 

version of maximin in "Intransitivity and the Mere Addition Paradox" and “Rethinking the Good, Moral Ideals, and 

the Nature of Practical Reasoning.” 

2  The argument is given in section 144 of Reasons and Persons, see especially pages 423-24.  Parfit himself now 

regards the argument in question as "opaque." 

3  Reasons and Persons, p. 421. 

4  Ibid, p. 424.   

5  Recall that the version of maximin under discussion is not Rawls's.  Rawls's maximin principle does not directly 

assess outcomes in terms of the worst-off groups' levels; rather, it assesses the justness of a society's principles and 

institutions in terms of the effect that they have on the expectations of the representative member of the worst-off 

group (see pp. 78-79 of A Theory of Justice).  On Rawls's view, we can't say yet how III and IV compare regarding 

maximin.  Indeed, for all we know IV might be better than III regarding maximin, as IV might be a perfectly just 

society, and III an unjust one.  This feature of Rawls's view is often overlooked.  It has important implications, some 

of which are discussed in "Intransitivity."  

6  Parfit introduces and discusses person-affecting views in Part Four of Reasons and Persons.   

7  John Broome advocates a principle of this sort, which he calls the principle of personal good, and notes the ways 

in which it differs from the "classic" Pareto principle.  In Weighing Goods, Broome qualifies his principle by 

limiting its scope, so as to avoid certain implausible implications to which it might otherwise lead; but he doesn’t 

discuss the controversial implications for transitivity of the qualifications he makes.  In Weighing Lives, Broome 

drops the qualifications and accept the seemingly implausible implications of his principle, including the Repugnant 

Conclusion, in order to avoid intransitivity of the all-things-considered-better-than relation.  (See Brrome’s 

Weighing Goods, and Weighing Lives, and also my "Weighing Goods:  Some Questions and Comments".) 

8  There is an intimate connection between NPAV and the view I have elsewhere called the Slogan--the view that 

one situation cannot be worse (or better) than another if there is no one for whom it is worse (or better).  However, 

NPAV is not equivalent to the Slogan, nor does NPAV entail the Slogan.  The Slogan represents an all-things-
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considered position, while NPAV is compatible with a plurality of principles, some of which may conflict with the 

Slogan.  I discuss the Slogan in "Harmful Goods, Harmless Bads" and chapter nine of Inequality.     

9  It would be worse for no one for the reasons Parfit presents in discussing the Non-Identity Problem (351-379). 

10  See "Harmful Goods, Harmless Bads" and chapter nine of Inequaliy; also, “Equality, Priority, and the Levelling 

Down Objection” and “Egalitarianism Defended.” 

11  Here, I am departing from my usual simplifying assumption that there is a strict correlation between how well off 

the best-off people are in an outcome, and how good the outcome is regarding perfection.  So, for example, the best-

off people in II and III may simply be better off than the best-off people in I in virtue of experiencing a greater 

number of “lower” pleasures that have no bearing on how good their outcomes are regarding perfectionism.   

12  "Moral Problems of Population," The Monist 57, no. 1, 1973, pp. 73 and 80. 

13  This position assumes that bringing people into existence with lives worth living does not, itself, benefit the 

people in question.  I, myself, believe this is the most plausible position on the question of whether causing someone 

to exist can benefit that person, though in appendix G of Reasons and Persons Parfit argues that the contrary 

position is also plausible.  Regardless, the Essentially Comparative View of utility involves the position in question, 

which is what matters for our present discussion.    

14  This quotation is from Narveson's pioneering work "Utilitarianism and New Generations," Mind 76, 1967, p. 67. 

15  This point, and its wider significance, is discussed further in my article “Is Living Longer, Living Better?” 

Journal of Applied Philosophy 25, no. 3, pp. 193-210, 2008. 

16  See, for example, sections 11 and 26 of A Theory of Justice. 

17  This example was given to me by Alan Hájek regarding a friend of his.  I suspect variations of this example 

apply equally well to many academics and their career paths.  

18  This view was originally expressed by, and the quoted phrase comes from, Amos Tversky's classic article, 

"Intransitivity of Preferences" (Psychological Review 76, 1969, pp. 31-48).   

19  Philosophy and Phenomenological Research LIX, 3, 1999, pp. 769-76.  Norcross’s arguments were directed 

against my article “Intransitivity and the Mere Addition Paradox,” but if successful they would also apply to this 

book’s arguments.  In a few places I have slightly recast Norcross’s arguments to bring them in line with my current 

terminology and presentation.  In particular, the position that I now call the “narrow person-affecting view” I 
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originally just called the “person-affecting view.”  I have revised Norcross’s argument accordingly, but obviously 

this change in terminology does not affect either of our substantive positions. 

20  Ibid, p. 772. 

21  ibid, p. 771-72. 

22  ibid. 

23  See my “Intransitivity and the Mere Addition Paradox.”  This was one of the main lessons to be learned from 

Derek Parfit’s Non-identity Problem; see Part Four of Reasons and Persons.       

24  Oxford University Press, 1993, pp. 103-111. 

25  My example in the preceding paragraph is inspired by a three alternative example of Parfit’s involving Tom, 

Dick and Harry.  Parfit and I discussed this example at length, many years ago, long before either of us published on 

this topic. 

 In Parfit’s example, in A, Tom was healthy and Dick handicapped, in B, Dick was healthy and Harry 

handicapped, and in C, Harry was healthy and Tom handicapped.  Parfit saw that on a narrow-person affecting view 

there was apparent intransitivity, since C was better than B, and B was better than A, but A was better than C.  Parfit 

saw this as reason to reject the narrow person-affecting view.  But I think this is too fast on several accounts.  First, 

on a narrow person-affecting view, it would be true that C was better than B if those were the only two alternatives, 

that B would be better than A if those were the only alternatives, and that A would be better than C if those were the 

only alternatives.  But there would be no intransitivity if all three alternatives were considered together.  In that 

case, assuming that each of the alternatives were equal in all other respects, each alternative would be equally good 

in narrow person-affecting terms, as each handicapped person would have the same size complaint as every other, 

with respect to how well he might have been in another available alternative.  A fortiori, each alternative would be 

equally good all things considered, and there would be no intransitivity.   

 Second, and more importantly, whatever we think about the appropriateness of appealing to person-

affecting considerations in the three outcome case, it may seem perfectly appropriate to consider it in a two outcome 

case, which is the one I’m considering here.  More generally, as we have been arguing in discussing Norcross’s 

view, even if we accept that there are some contexts in which the narrow person-affecting view is implausible and 

shouldn’t be applied, it doesn’t follow that it isn’t plausible and shouldn’t be applied in any contexts.  Jeff 

McMahan also believes that the narrow person-affecting principle is relevant for comparing some outcomes, even if 
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not all, and would give us reason to regard A as better than B in my example.  See, McMahan’s The Ethics of 

Killing:  Problems at the Margins of Life, Oxford University Press, 2002. 

26  Note, we often say things like the following:  “compared to Hitler, John is a saint, but compared to Mother 

Teresa John is a sinner.”  But such comparative claims don’t commit us to any deep metaphysical claims about 

John’s nature actually changing, or being different, depending on with whom he is compared.  To the contrary, such 

claims merely reflect our view that John’s nature in fact lies between that of a saint and a sinner, with his saintly and 

sinful aspects being particularly salient in comparison with Hitler and Mother Teresa, respectively.   

27  David was a graduate student at the Australian National University at the time he made this point, in discussion.  

28  Of course, this is not to deny that a die-hard fan will often insist that his is really the best team, even if it didn’t 

win the most games!  Nor is it to deny that in some cases there might even be general agreement that the best team 

wasn’t the one that won the most games; perhaps it was the victim of terribly bad luck, egregiously poor umpiring, 

or crippling injuries.  For our purposes, we can ignore such complications.    

29  Most sports fans are aware of the common of phenomenon of a last-place team beating a first-place team more 

often than their records would lead one to expect.  Often, this is because the last-place team really “gets up” for 

playing the first-place team, while the first-place team is too complacent when playing the last-place team.   


