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On the Nature of Moral Ideals 

Part I 

 We have considered various arguments challenging the widely held assumption that “all-

things-considered better than” must be a transitive relation.  Though many regard the assumption 

as a fundamental principle of practical rationality, and it serves as one of the principle axioms of 

expected utility theory, our arguments raise doubts as to whether the “all-things-considered-

better-than” relation is transitive or applies to certain sets of alternatives for which we might 

have thought it should apply.  Specifically, we have seen that the transitivity or applicability of 

the “better than” relation is incompatible with certain other deeply held views reflecting the 

plausibility and relevance of additive aggregationist reasoning for certain comparisons, and anti-

additive aggregationist reasoning for other comparisons.  Since, so far, my worries about the 

“all-things-considered-better-than” relation appeal to what might be called “spectrum 

arguments”—involving comparisons between different alternatives across a spectrum of cases—

many assume that they are versions of the well-known but clearly fallacious Sorites Paradox.  

But I have argued that this is not the case.  Spectrum arguments are particularly powerful 

examples where we appeal to different considerations in assessing different alternatives.  But the 

fact that my arguments involve a spectrum is, I believe, a red herring.  The key question, I claim, 

is whether or not different factors may be relevant and significant for making different all-things-

considered judgments, depending on what alternatives are compared.   

 This key question is intimately related to the nature of moral ideals.  If moral ideals must 

be understood one way, in accordance with a position I call the Impersonal Internal Aspects 

View, then the “all-things-considered-better-than” relation will, indeed, be transitive.  But if at 

least some moral ideals should be understood another way, in accordance with a position I call 



the Essentially Comparative View, then “all-things-considered better than” will either not be 

transitive, or will fail to apply across certain sets of alternatives. 

 Thus, a fundamentally important question for practical reasoning is how best to 

understand the nature of moral ideals:  is the Impersonal Internal Aspects View correct, is the 

Essentially Comparative View correct, or is, perhaps, some other view correct?  In this chapter, 

and the following one, I shall distinguish between the Impersonal Internal Aspects View and the 

Essentially Comparative View, and illustrate some of the implications of adopting one or the 

other.  In doing this, I will begin by exploring an important example that illuminates the appeal 

of the Essentially Comparative View, Derek Parfit’s Mere Addition Paradox.1  In analyzing the 

Mere Addition Paradox, its implications, and various possible responses to it, we will develop a 

much better understanding of a number of important views that stand or fall together.  One of 

these views, which I shall call the Independence of Irrelevant Alternatives Principle, is also, 

along with the transitivity of “better than,” widely regarded as a fundamental principle of 

practical rationality.  In these final chapters, we will see that both the Impersonal Internal 

Aspects View and the Essentially Comparative View have great plausibility.  Unfortunately, 

each also has some deeply unintuitive implications.   

12.1  The Mere Addition Paradox 

 In Part Four of Reasons and Persons, Derek Parfit presents the Mere Addition Paradox.  

Some regard it as an arcane esoteric puzzle involving hypothetical future generations and having 

little to do with the central problems of moral philosophy.  Nothing could be further from the 

truth.  I believe the Mere Addition Paradox is one of the most interesting and important--though 

least well-understood--arguments in contemporary moral philosophy.  As we will see, on close 

examination the Mere Addition Paradox may rest on a powerful conception of moral ideals that 

is both deeply attractive and extremely controversial.  This conception is what I call the 
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Essentially Comparative View of moral ideals, and it raises profound questions about our 

understanding of the nature of moral ideals and practical reasoning.  Before articulating the 

Essentially Comparative View and illustrating how it may underlie the Mere Addition Paradox, 

let me begin by presenting the Mere Addition Paradox itself.     

 Parfit offers several versions of the Mere Addition Paradox.  For our purposes, it will be 

sufficient to consider a slightly simplified form of his first version.2  Consider diagram 12.1.   

 

        

The Average 

Level in A+

A B A+
        

DIAGRAM 12.1 

Parfit claims that all things considered most would judge that B is worse than A.  After all, by 

hypothesis, A is already a large population (say, ten billion), and everyone in A is better off than 

everyone in B.  Parfit also argues that all things considered most would judge that B is better 

than A+.  Though B is worse than A+ regarding perfectionism, it is better regarding maximin, 

equality, and utility;3 so though Elitists might deny that B is better than A+, most would not.  

Finally, Parfit contends that all things considered most would judge that A+ is not worse than A.  

Parfit's lengthy argument for this4 will be discussed below, but the key point is that A+ involves 

Mere Addition, where, according to Parfit, there is 
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Mere Addition when, in one of two outcomes, there exist extra people (1) who 

have lives worth living, (2) who affect no one else, and (3) whose existence does 

not involve social injustice.5 

As Parfit puts it in a passage from "Future Generations:  Further Problems," 

  

Let us compare A with A+.  The only difference is that A+ contains an extra 

group, who have lives worth living, and who affect no one else...it seems 

[hard]...to believe that A+ is worse than A.  This implies that it would have been 

better if the extra group had never existed.  If their lives are worth living, and they 

affect no one else, why is it bad that these people are alive?6 

 According to Parfit, then, most believe that A+ is not worse than A and that B is better 

than A+.  Parfit writes, "These beliefs together imply that B is not worse than A.  B cannot be 

worse than A if it is better than something--A+--which is not worse than A."7  But, Parfit 

contends, most also believe that "B is worse than A.  [Hence] we have three beliefs that are 

inconsistent and imply contradictions.... this [is] the Mere Addition Paradox."8 

 Parfit insists that the Mere Addition Paradox does not merely illustrate a tension between 

different moral principles, which may often conflict and cloud our all-things-considered 

judgments.  Such cases needn't reflect any inconsistency.  “In the Mere Addition Paradox," Parfit 

claims, “things are different.  We are here inclined to believe, all things considered, that B is 

worse than A, though B is better than A+, which is not worse than A.  These three judgments 

cannot all be consistently believed, since they imply contradictions.  One of these beliefs must 

go."9 

 In sum, Parfit believes that rationality requires us to give up one of the three claims, and 

the paradox is that, considered alone, each claim seems (far) more plausible than its denial. 
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12.2  Illuminating the Mere Addition Paradox:  Parfit’s Implicit Appeal to an Essentially 

Comparative View of Moral Ideals 

 Unfortunately, Parfit's discussion of the Mere Addition Paradox is misleading.  Believing 

that the Mere Addition Paradox would be dissolved if one of Parfit's three main claims were 

rejected, many spend time questioning whether B really is worse than A all things considered, 

and whether the judgment that B is better than A commits one to the Repugnant Conclusion.10  

Similarly, some people wonder if B really is better than A+, and whether one could deny this 

without being an Elitist.11  Also, as we will see shortly, some people argue that A+ really is 

worse than A, since, for example, it is much worse regarding equality or maximin. 

 As it happens, I think Parfit is right--though his arguments are not conclusive--regarding 

the most plausible pairwise judgments of A, A+, and B.  But even if Parfit is wrong, and we can 

resolve the Mere Addition Paradox by plausibly rejecting the claim that A is better than B, or the 

claim that B is better than A+, the most fundamental insights and implications of Parfit's 

argument would remain unaffected.  The crucial question Parfit raises is whether the fact that A+ 

involves mere addition is relevant to our assessment of outcomes.  As we shall see, the answer to 

this question has profound implications about the nature of moral ideals, implications that 

challenge some of our deepest assumptions about practical and moral reasoning, and hence our 

understanding of rationality itself.  

 Consider the move from A to A+.  One natural response to the Mere Addition Paradox, 

that some are attracted to, is to claim A+ is worse than A, in part because it is worse regarding 

equality.  Against such a response one might reason as follows.  Typically, when we say one 

outcome's inequality is worse than another's, the same people exist in both outcomes and the 

worse-off fare worse in the one outcome than the other.  This, we may agree, is bad.  However, 

comparing A+ to A the choice isn't between an outcome where the worse-off fare poorly relative 
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to the better-off and one where they fare better; rather, it is between one where they exist--with 

lives worth living--and one where they don't.  Here, it may seem, the inequality is not morally 

regrettable. 

 Parfit explicitly adopted this line.  His argument is worth giving in some detail.  He 

wrote: 

 Whether inequality makes ... [an] outcome worse depends on how it 
comes about.  It might be true either ... that some existing people are worse off 
than others, or ... that there are extra people living who, though their lives are 
worth living, are worse off than some existing people.  Only ... [the former] 
makes the outcome worse....  When inequality is produced by Mere Addition, it 
does not make the outcome worse....  It would not be better if there was no 
inequality because the extra people do not exist.  It would be better only if the 
extra people do exist and are as well off as everyone else....  Since the inequality 
in A+ is produced by Mere Addition, this inequality does not make A+ worse 
than A.  We cannot plausibly claim that the extra people should never have 
existed, merely because, unknown to them, there are other people who are even 
better off.12  
 

Here, Parfit is not denying the obvious fact that A is perfectly equal while A+ is not.  Nor is he 

denying that A+'s inequality is morally regrettable when compared with B's.  Parfit's contention 

is that A+'s inequality is not regrettable if the alternative is A.  As we shall see next, it is hard to 

overstate the importance of this view.   

 On Parfit's view, equality is essentially comparative, not merely in the ordinary sense--

that it involves judgments about how some fare relative to others--but in the sense that our 

judgment about an outcome’s inequality depends on the alternative to which it is being 

compared.  An advocate of the view that equality is essentially comparative believes that 

inequality is not objectionable when it is brought about by the mere addition of extra people all 

of whom have lives worth living and who affect no one else, and where the alternative is not an 

outcome where those people are better off, but one where they don't exist.  As we have seen, this 

underlies Parfit’s view that A+’s inequality is morally regrettable when A+ is compared to B, but 

not when A+ is compared to A.  So, on the view that equality is essentially comparative, the 
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relevant and significant factors for comparing A+ and A regarding inequality differ from the 

relevant and significant factors for comparing A+ and B.  In the one case, the fact of mere 

addition is present and relevant, in the other it is not. 

 By now, the implications of this are well-known.  If, indeed, equality is essentially 

comparative, then transitivity with either fail, or fail to apply, across Parfit’s alternatives A, A+, 

and B.  This would provide us with a way of responding to Parfit’s Mere Addition Paradox 

without rejecting any of the three judgments that supposedly comprise the paradox.  I shall spell 

this out shortly, but first let me give a more general characterization of the view that some moral 

ideals are essentially comparative.  Roughly, let us say that: 

A moral ideal is essentially comparative if the relevant and significant factors for 
assessing an outcome regarding that ideal may vary depending on the alternatives, 
if any, with which that outcome is compared. 
 

 Let me make several key points regarding essentially comparative moral ideals.  First, on 

an Essentially Comparative View, it may not even make sense to consider how good an outcome 

is considered just by itself.  All judgments about how good an outcome is regarding an 

essentially comparative moral ideal may necessarily involve an alternative or set of alternative 

outcomes with which the outcome is explicitly or implicitly being compared.  But even if this is 

not the case, and there is some meaningful sense in which we might appropriately judge how 

good an outcome is regarding an essentially comparative moral ideal, considered just by itself, 

that judgment will have no primacy or special role to play when it comes to judging how good 

that outcome is regarding that ideal in comparison with other outcomes.  So, for example, even if 

we had a meaningful “score” for how good outcome A was considered just by itself, regarding 

an essentially comparative moral ideal, f, and also had a meaningful “score” for how good 

outcome B was considered just by itself, regarding f, that would not tell us how A and B 

compared regarding f if they were alternatives.  Specifically, if the factors that are relevant and 
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significant for assessing A vary depending on the alternatives, if any, with which it is compared, 

then A might receive one score regarding f when it is considered alone, and yet receive a 

different score regarding f when B is an alternative.  Thus, for example, in terms of all of the 

factors that were relevant and significant for making each assessment, A could rightly receive a 

higher score regarding f if there were no alternative to A (and so if it were considered alone), 

than B would receive regarding f if there were no alternative to B (and so if it were considered 

alone), and yet A might receive a lower score than B regarding f if A and B were alternatives so 

that they were considered, and compared, together.    

 Similarly, knowing how good an outcome is regarding an essentially comparative moral 

ideal in comparison with one alternative, may have no special bearing or relevance to how good 

it is regarding that ideal in comparison with a different alternative, or different set of alternatives.  

So, for example, even if outcome A had one meaningful “score” for how good it was regarding f 

given an alternative outcome B—based on all of the factors that were relevant and significant for 

f given those alternatives—A might have a completely different “score” for how good it was 

regarding f given a different alternative outcome C—based on all of the factors that were 

relevant and significant for f given those alternatives.  Thus, as we saw previously, in discussing 

the Mere Addition Paradox (see diagram 12.1), on the view that equality is essentially 

comparative, A+’s inequality is bad when B is an alternative to A+, but not bad when A is an 

alterative to A+.  Importantly, as we shall return to later, on the view that equality is essentially 

comparative, what we should say about A+’s inequality in the context where A and B are both 

alternatives to A+ is not yet determined by what we should say in the contexts where just one of 

them is an alternative, for we don’t yet know what factors are relevant and significant for 

assessing A+ in the wider context based on the factors that are relevant and significant for 

assessing A+ in the two narrower contexts.    
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 One upshot of this discussion is that how good or bad an outcome is regarding an 

essentially comparative moral ideal will not solely depend on factors that are internal to the 

outcome.  The significance of this point will become clear later.   

 Before proceeding, let me emphasize that the issue here is not one of objectivity versus 

subjectivity.  There may be no fact of the matter about how good an outcome is regarding an 

essentially comparative moral ideal simpliciter.  But this does not mean that it is merely a 

subjective matter how we assess outcomes regarding essentially comparative moral ideals.  The 

point is that for each essentially comparative moral ideal there may be an objective fact 

regarding which factors are relevant and significant for comparing any given outcome with any 

given set of alternatives.  This may not be simply “up to us,” as it were.  Thus, given any 

specified set of alternatives, there may well be an objective fact as to how the different 

alternatives compare regarding an essentially comparative moral ideal, but with different 

alternatives there may be different objective rankings.   

 Another key regarding Essentially Comparative Views is the kind of information that 

must be supplied, or determined, in order to judge how two outcomes compare all things 

considered.  In order to illustrate this, consider Diagram 12.2.   

 
 

A A+ A++ A- 

 

 

Diagram 12.2 
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How do A+ and A++ compare all things considered?  Considered purely abstractly, they are 

identical.  Both involve two groups of equal size, and in each there is a better-off group at the 

same high level, and a worse-off group at the same low level.  Does this mean that A+ and A++ 

are equally good, all things considered?  At first blush, one might think this, but this assumes 

certain background conditions that may or may not hold.  It assumes, for example, that the 

people in the two better-off groups are equally deserving, and similarly that the people in the two 

worse-off groups are equally deserving.  As W.D. Ross made clear,13 if we drop this assumption, 

then we can’t know how A+ and A++ compare based solely on the information conveyed by the 

abstract diagram 12.2.  After all, if the people in A+’s better-off group were saints, and the 

people in A+’s worse-off group were sinners, while the people in A++’s better-off group were 

sinners, and the people in A++’s worse-off group were saints, then those people who cared about 

proportional justice would rightly regard A+ as better than A++.  If, on the other hand, it were 

the other way around, then A++ would be better than A+.  We see, then, that any account of 

moral ideals that gives weight to proportional justice will be unable to judge how two outcomes 

compare based solely on the kind of abstract information conveyed by a diagram like 12.2.  

Further information will need to be provided, or background assumptions made, before an all-

things-considered judgment is possible. 

 On an Essentially Comparative View, in addition to needing to know such information as 

how deserving people are, before being able to judge how outcomes compare all things 

considered, one may also have to know who their members are or how the outcomes have come 

about.  This information, too, is lacking in an abstract diagram like 12.2. 

 Consider, again, Diagram 12.2.  How does A+ compare to A regarding equality?  Parfit 

argued that A+ is not worse than A, on the assumption that A+ resulted from the mere addition 

of A+’s worse off group to A (A+’s better off group).  Relying on the view that equality is 
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essentially comparative, Parfit suggested that even if A+’s inequality is bad when the alternative 

is B (see diagram 12.1), it is not bad when it results from mere addition and the alternative is A.   

Consider, however, A++.  Suppose that A++ arose in the following way.  First, one started out in 

A, and half of the people in A were lowered to the level of A++’s worse off group, so as to bring 

about an outcome like A-.  Clearly, if we assume that everyone is equally deserving, in that case 

A-’s inequality would be very bad in comparison with A’s.   Next, assume that A-’s population 

underwent proportional growth, doubling in population size so as to bring about A++.  Brought 

about this way, it seems clear that A++ would be worse than A regarding equality.  This would 

be supported by all of the economists’ measures of inequality, which, as we noted in chapter 11, 

support the view that mere proportional increases in a population do not affect an outcomes 

inequality; as well as my own view, presented in chapter 11 and defended in my book, 

Inequality, that proportional increases in population size actually worsen an outcome regarding 

inequality.  It appears, then, that to even make the kind of judgments Parfit asks us to make 

regarding alternatives like A and A+, it is not enough to simply consider the abstract features of 

diagrams like 12.1 and 12.2.  On the view that equality is essentially comparative, we have to 

know the relations, if any, between them.  That is, if Parfit is right, it makes a difference 

whether, in comparison with A, a particular alternative involves mere addition, like A+ does, or 

whether it involves a transformation from a perfectly equal outcome to an unequal one, via the 

significant worsening of the situations of some equally deserving people, combined with a 

subsequent proportional increase in population size, like A++ does.  Parfit implicitly recognized 

this, which is why in asking us to compare A and A+ he emphasized the fact that A+ involves 

mere addition.  Indeed, the centrality of this fact to Parfit’s claims explains why he called his 

larger argument the Mere Addition Paradox.  
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 The above result may initially seem puzzling, but it has a straightforward explanation.  

On the view that equality is essentially comparative, how good an outcome is regarding equality 

will depend on with which alternative it is being compared.  But, in terms of the relevant and 

significant factors for applying the view that equality is essentially comparative, which 

alternative it is being compared with may itself partly depend on the members involved or how 

the alternative has come about.  In other words, despite their abstract structural similarities, A 

and A+, and A and A++, are different pairs of alternatives in the cases imagined.  This explains 

why our judgments can vary about those cases, on the view that equality is essentially 

comparative.   

 We are now in a position to see why Parfit's arguments regarding the Mere Addition 

Paradox are so interesting and important.  If, in fact, we should accept the view that equality is 

essentially comparative, then many patterns of inference generally regarded as valid for all 

concepts will in fact be invalid for inequality, with the result that “all-things-considered better 

than” will either not be a transitive relation, or it will fail to apply to the set of alternatives that 

Parfit presents in the Mere Addition Paradox. 

 Consider.  Most people accept what I have elsewhere14 called: 

The Principle of Substitution for Equivalence: Given any concept c, for all x, y, 
and z to which c is appropriately applied, then regarding c, if x is equivalent to y, 
however x compares to z that is how y compares to z. 
 

Clearly, on the view that equality is essentially comparative, the principle of substitution for 

equivalence is not valid.  After all, in the Mere Addition Paradox, A and B are equivalent 

regarding equality--both are perfect--and B is better than A+, yet, on the view that equality is 

essentially comparative, A is not better than A+, as A+ is not worse than A.  Thus, on the view 

that equality is essentially comparative, knowing how two situations compare to a third will not 

necessarily be helpful in determining how they compare.  More generally, where a concept is 
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essentially comparative it can be true that even precise comparisons between A and B, and B and 

C, do not reflect how A and C compare. 

 In Parfit’s Mere Addition Paradox the principle of substitution for equivalence clearly 

fails to hold for equality, given Parfit’s assumption that the inequality in A+ is not a bad feature 

of that outcome in comparison with A, as long as A+ resulted from A via mere addition; that is, 

on the Parfitian view that equality is essentially comparative.  But as should be clear by now, on 

the view that equality is essentially comparative, transitivity will also fail or fail to apply across 

different sets of alternatives, for the ideal of equality.  Consider Diagram 12.3. 

 

 
 

B- A+  A-    A 

 

 

Diagram 12.3 

 Assume that A- results from everyone in A being lowered, with some inequality being 

introduced, so that half of those in A are lowered even more than the other half are.  A- is clearly 

worse than A regarding equality.  Next, suppose that B- results from A- via mere proportional 

growth in the better- and worse-off groups—each group has doubled in size.  On the view that 

equality is essentially comparative, we might think that the inequality between the new people in 

B- is not bad when the alternative is A, since the new people between whom there is inequality 

have lives worth living and affect no one else.  Still, although the additional people in B- may 

not worsen A-’s inequality, it certainly wouldn’t improve it, either.  That is, the very same 

factors that make A- worse than A regarding inequality, should make B- worse than A; namely, 

 13 



that there is undeserved inequality in B-, among a group of people who are equally well off in A.   

So, on the view that equality is essentially comparative, there is good reason to believe that A is 

better than B- regarding inequality.  Next, compare B- with A+.  Suppose that B- and A+ involve 

the very same people, with the better-off group in A+ containing all of the people who were 

originally in A, and the worse-off group containing all of the additional new people who were 

added when the population of A- was doubled to produce B-.  Since the same people exist in 

both A+ and B-, and the gaps between the better- and worse-off groups are much larger in A+ 

than in B-, if we assume that everyone in the two outcomes are equally deserving, then even 

though the composition of the better- and worse-off groups is different in A+ than in B-, it is 

pretty clear that all things considered we should judge A+’s inequality as worse than B-’s.  That 

is, given the choice between A+ and B-, it is clear that if inequality was all that mattered, B- 

would be better than A+.  It appears, then, that on the view that equality is essentially 

comparative, we should judge that A is better than B- regarding inequality, and also that B- is 

better than A+.  It follows that if transitivity holds, that A is better than A+ regarding inequality.  

But, as Parfit has argued, on the view that equality is essentially comparative, A is not better than 

A+ regarding inequality.  On Parfit’s view A+ is not worse than A, since, it involves the mere 

addition of extra people all of whom have lives worth living and who affect no one else.  Thus, it 

appears that on the view that equality is essentially comparative, not only would the principle of 

substitution for equivalence fail, transitivity would also fail, or at least fail to apply, across the 

alternatives A, B- and A+.   

 The foregoing results are important, but by now they should not be surprising.  Recall an 

earlier analogy (see chapter N).  If A is a better tennis player than B, and B a better bridge player 

than C, nothing follows about how A and C compare either as tennis players or as bridge players.  

The simple reason for this is that the factors that are relevant and significant for comparing 
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tennis players are different from those that are relevant and significant for comparing bridge 

players.  Similarly, if a moral principle f is essentially comparative, then by hypothesis the 

relevant and significant factors for comparing A and B regarding f may be different from the 

relevant and significant factors for comparing B and C, or A and C regarding f.  Consequently, 

knowing how A and B, and B and C compare regarding f by itself tells us nothing about how A 

and C compare regarding f.  This explains why there can be a failure of the principle of 

substitution for equivalence, and also why transitivity may fail or fail to apply for an Essentially 

Comparative View.    

 Notice, in an important sense the advocate of the view that equality is essentially 

comparative could insist that the nature and extent of her concern regarding equality remains the 

same in each comparison.  It is not as if she cares about equality when comparing A+ and B-, but 

not when comparing A+ with A.  Nor is it that she really cares about equality1 when comparing 

A+ and A, but an entirely different equality2 when comparing A+ and B-.  Arguably, she has an 

unchanging commitment to a single principle of equality, but one that involves an Essentially 

Comparative View of equality.  Accordingly, the impact that an outcome’s inequality has on her 

assessment of that outcome varies with the alternatives being compared.  To be sure, at one level 

the relevant and significant factors appealed to by the view that equality is essentially 

comparative change with the alternatives being compared, but there needn't be anything 

inconstant or inconsistent about this.  Instead, the advocate of the view that equality is essentially 

comparative could contend, this merely expresses what we really are, and should be, concerned 

about regarding inequality--including the conditions under which that concern is properly 

evoked. 

 Let us say that a concept is non-substitutable if the Principle of Substitution for 

Equivalence does not hold for that concept.  For simplicity, let us also say that a concept is non-
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transitive if transitivity either fails to hold, or fails to apply, across different comparisons 

involving that concept.  Then it is easy to see that if f is an essentially comparative moral ideal 

that plays an important role in our all-things-considered judgments, the non-substitutability or 

non-transitivity of f may carry over into our all-things-considered judgments.  The reasoning for 

this has already been given in chapter N.   

 Although f isn't all we care about, or even, perhaps, what we most care about, since it is 

one important element in our all-things-considered judgments how outcomes compare regarding 

f may determine how they compare all things considered if "other things are equal" or at least 

"equal enough" in terms of the other principles or ideals about which we care.  But then, if f is 

non-substitutable, or non-transitive, it seems there are bound to be some situations which are 

equivalent, or nearly equivalent, in terms of the other ideals we care about such that the non-

substitutability or non-transitivity of f will carry over into our all-things-considered judgments.  

As noted in Chapter N, the point here is both important and perfectly general.  If any important 

aspect of a complex notion is non-substitutable, or non-transitive, the notion itself is very likely 

to also be non-substitutable or non-transitive. 

 Again, by now the reasoning here should be clear and unsurprising.  If an important 

moral ideal that is relevant to our all-things-considered judgments is essentially comparative, 

then the relevant and significant factors for comparing alternatives all things considered will, to 

at least some extent, depend on the alternatives being compared.  Correspondingly, there is no 

reason to expect the principle of substitution for equivalence or transitivity to hold or apply.  

After all, how any two situations compare all things considered will depend on how they 

compare in terms of all of the relevant and significant factors for making that comparison.  But 

then, where different factors are relevant and significant for comparing different alternatives, it 

can be true that even if A is equivalent to or better than B, and B is better than C in terms of the 
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relevant and significant factors for comparing those alternatives, A may not be better than C in 

terms of the relevant and significant factors for making that comparison.  Hence, it appears that 

in some cases at least, the principle of substitution for equivalence could fail, and that transitivity 

could also either fail, or fail to apply across certain alternatives, for the “all-things-considered-

better-than” relation.  

 In sum, if Parfit is right regarding the nature of inequality--if the fact that A+ involves 

Mere Addition is, in an important sense, morally relevant and significant in assessing A+ when 

the alternative is A but not when the alternative is B- or B--then we are faced with a far graver 

problem than how to reject one of the particular judgments of Parfit’s Mere Addition Paradox, 

that A is better than B, that B is better than A+, or that A+ is not worse than A.  We are faced 

with rejecting the principle of substitution for equivalence, and either the transitivity of "all-

things-considered better than" or its applicability to the cases Parfit discusses.  Clearly, this has 

enormous implications extending far beyond the topic of future generations.   

 It should now be clearer why I think the deepest questions raised in this book are neither 

related to, nor resolvable by appeal to, the Standard Sorites Paradoxes.  Although many of my 

earlier arguments challenging transitivity involved spectrum arguments of sorts, the spectrum 

aspect of those arguments is a red herring.  The key question, as I have emphasized, concerns the 

nature of moral ideals.  Is it the case that different factors can be relevant and significant for 

comparing different alternatives or not?  If so, then our standard assumptions about the principle 

of substitution for equivalence and transitivity have to be reconsidered.  This is the most 

significant lesson to be learned from Parfit’s Mere Addition Paradox.  Parfit’s Mere Addition 

Paradox does not involve a spectrum.  There is not a long series of alternatives each of which is 

just slightly different from its predecessor, but the last of which is vastly different from the first.  

Rather, it involves three simple, and clearly distinct, alternatives.  But, what Parfit’s three 
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alternatives clearly illustrate is how natural and plausible it is to invoke different factors in 

comparing different alternatives all things considered.   The fact that A+ involves mere addition 

weighs heavily in our assessment of how A+ compares to A, but is seemingly irrelevant in our 

comparison of A+ with B.  This fact, we now see, is what lies at the heart of the Mere Addition 

Paradox, and which give it its force.   

 So the ultimate challenge, posed by Parfit’s Paradox, concerns the nature of moral ideals.  

Is the implicit appeal to an Essentially Comparative View of moral ideals that Parfit appeals to 

ultimately defensible or not?  If it is, all the worries raised about transitivity come to the fore, as 

well as a worry about the principle of substitution for equivalence.  If it is not, other worries 

arise.  Our task, as throughout, is to get as clear as we can about the considerations on each side, 

including their full costs, benefits, and implications, so as to have a better idea of how to proceed 

in this incredibly difficult terrain. 

12.3  The Impersonal Internal Aspects View of Moral Ideals  

 Derek Parfit now claims that his argument for the view that equality is essentially 

comparative was, perhaps, his worst mistake in philosophy.15  This is compatible, of course, with 

its being a brilliant mistake, if it was a mistake!  Seeing that Essentially Comparative Views 

raise deep problems about transitivity or its scope, as well the principle of substitution for 

equivalence, Parfit now thinks such views should be rejected.   

 I, too, think the view that equality is essentially comparative should be rejected.  Indeed, 

while in previous publications I have emphasized the intuitive attractiveness of Parfit’s 

contention regarding A+’s inequality,16 in fact, I have always believed that that the most 

plausible view of equality is not an essentially comparative one.  As we will see shortly, 

Essentially Comparative Views are often person-affecting views; they assess outcomes with 

respect to certain ideals in terms of how sentient beings are affected for better or worse in those 
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outcomes with respect to those ideals.  But I believe that the most plausible way of 

understanding equality is as an impersonal ideal.17  On my view, inequality is bad when it 

involves comparative unfairness, and I believe that if the members of A+ are assumed to be 

equally deserving, then it is comparatively unfair, and hence bad, that A+’s worse-off members 

are so through no fault or choice of their own.  In particular, I think this even though I’m willing 

to accept, in accordance with Parfit’s claims about Mere Addition, that A+’s inequality is not 

bad for A+’s worse-off members, in terms of their individual good, welfare, or self-interest.  

That is, I grant that in comparison with an outcome where they don’t exist at all, namely A, it is 

not bad for the extra people in A+ to be alive and have lives well worth living, even though this 

involves their being worse off than A+’s better-off members.18  Still, to my mind, this doesn’t 

change the fact that A+’s undeserved inequality involves comparative unfairness, and that this is 

a bad making feature of A+.   

 So, on reflection, both Parfit and I agree that the view that equality is essentially 

comparative should be rejected.  The most general way of doing this, and the one I want to focus 

on here, denies the claim that different factors can be relevant and significant for comparing 

different alternatives.  Specifically, one might contend that whatever factors are relevant and 

significant for determining whether one outcome is better than another all things considered, 

those very same factors must be relevant and significant in the exact same way and to the exact 

same extent for determining which of any other set of outcomes is better all things considered.   

 The preceding is rough and abstract, but its point should be fairly clear.  It seems the best 

way to avoid non-substitutability or non-transitivity in our all-things-considered judgments will 

be to deny that the relevant and significant factors for determining how two outcomes compare 

can vary depending on the outcomes considered; that is, to deny that any essentially comparative 

principles or ideals are relevant to our all-things-considered judgments. 
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 Let me indicate what such a position involves.  Basically, it involves rejecting the 

Essentially Comparative View of moral ideals in favor of 

the Impersonal Internal Aspects View of moral ideals:  where, roughly, how good 
or bad an outcome is regarding some moral ideal, f, will only depend on 
impersonal and internal features of the outcome.  Accordingly, it will not depend 
on the alternatives with which that outcome is compared. 
 

Unfortunately, “the Impersonal Internal Aspects View of moral ideals” is not exactly an elegant 

name.  Worse, a precise characterization of it is difficult to give.  But its central features can be 

clarified, in part by contrasting it with its alternative, the Essentially Comparative View of moral 

ideals.   

 The requirement of impersonality reflects the view that facts about identity per se should 

play no role in our evaluation of an outcome.  So, on the Impersonal Internal Aspects View of 

moral ideals, if two outcomes are exactly alike in all other respects, except that they involve 

different people, then for any factor f relevant to the ranking of outcomes, the two outcomes 

must be equally good regarding f.  So, the fact that John is my son may give me special reason to 

help John, rather than some stranger Bob; but the point is that the fact of personal identity, that 

John is John, is not itself reason for me to help him rather than Bob.  If Bob were my son and 

John were not, it would be Bob I would have special reason to help rather than John.  Also, if I 

have special reason to help John, simply because he is my son, then anyone else would have the 

very same reason to help his or her son.  Thus, on the Impersonal Internal Aspects View of moral 

ideals, who its members are will not itself be relevant to the assessment of an outcome regarding 

any particular moral ideal, f, or all things considered.   

 Additionally, on the Impersonal Internal Aspects View of moral ideals, one never needs 

to know how an outcome has come about in order to assess it.  All one needs to know is that 

outcome’s internal features.  This is not to deny the obvious fact that an outcome’s internal 
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features may have been determined by how the outcome came about; but it is the internal 

features one needs to know, not the history of those features, in order to assess the outcome.   

 Consider, for example, an outcome involving some people who are better off than others.  

It may be relevant to our assessment of that outcome whether the better off people are so as the 

result of their own hard work and the laziness of the others, or whether it is because they stole 

from the others.  In that sense, how the outcome came about determines certain internal features 

of the outcome; for example, whether the outcome involves injustice or rights violations.  But, 

on the Impersonal Internal Aspects View of moral ideals, it is the impersonal internal features of 

the outcome themselves that determine how good the outcome is, not the historical processes that 

led to its having the features it does.  If some other historical processes had in fact led to its 

having the very same impersonal internal features, it would be just as good or bad however 

disparate the two historical routes to the same end point might be.  Accordingly, on the 

Impersonal Internal Aspects View of moral ideals, I only have to know the full facts about an 

outcome’s impersonal internal features in order to assess it.  I don’t have to further compare the 

outcome to its historical predecessors, or any other alternatives for that matter. 

 Intuitively, perhaps the most natural way of understanding the Impersonal Internal 

Aspects View of moral ideals is in terms of the kind of numerical model discussed in chapter N.  

On such a model--or at least a simplified version sufficient for our purposes--for any moral ideal 

f, one can assign a number to represent how good an outcome is regarding f.19  The number 

assigned will depend solely on the impersonal internal features of the outcome relevant to f.  

Thus, alternatives with the same impersonal internal features will be assigned the same number 

whatever their origins or comparative alternatives. 

 As should be clear, on the numerical model of the Impersonal Internal Aspects View of 

moral ideals, "better than regarding f" will be transitive.  This is because if A is better than B, A 
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will be assigned a higher number than B.  Correspondingly, if, regarding some morally relevant 

ideal like equality or utility, A is better than B, and B is better than C, then A would have to be 

better than C, since if one number is higher than a second, which in turn is higher than a third, 

the first must be higher than the third.  (As noted previously, "being a higher number than" is a 

transitive relation.) 

 Clearly, the numerical model for the Impersonal Internal Aspects View of moral ideals 

could be applied to the notion of all-things-considered better than, as well as notions like 

equality or utility.  Indeed, it is natural to apply the same reasoning to the former notion as to the 

latter ones, and to see them as intimately connected.  That is, it is natural to suppose that how 

good a situation, S, is "all things considered" is solely a function of how good it is regarding 

each ideal relevant to assessing outcomes.  But, on the Impersonal Internal Aspects View of 

moral ideals, how good S is regarding any moral ideal relevant to assessing outcomes depends 

only on S's internal features.  Hence, how good S is all things considered must itself depend only 

on S's internal features. 

 Roughly, then, on the numerical model for the Impersonal Internal Aspects View of 

moral ideals, each outcome merits a "score"--a number based on the outcome’s internal features-

-for each ideal relevant to how good that outcome is all things considered.  Correspondingly, 

each outcome will merit a score representing how good that outcome is all things considered, 

where that score will be a function of the other scores, such that each ideal is given its 

appropriate weight.  On this model, then, each outcome will merit an all-things-considered score 

such that, we may suppose, if one outcome is better than another all things considered, it will 

merit a higher number.  It follows that on this model "all-things-considered better than" will be 

transitive; for if all things considered A is better than B, and B better than C, then A must be 

better than C for, as noted previously, "being a higher number than" is a transitive relation.   
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 Likewise, as should be clear, on the numerical model for the Impersonal Internal Aspects 

View of moral ideals, the principle of substitution for equivalence will always hold.  This is 

because if A is equal to B all things considered, A and B will be assigned the same numerical 

score as B.  In addition, on the numerical model for the Impersonal Internal Aspects View of 

moral ideals, whatever C’s all-thing-considered score is, it will be the same whether C is 

compared with B, A, or any other alternatives.  It follows from basic facts about arithmetic—the 

very facts that make the principle of substitution for equivalence true—that however B’s score 

compares to C, A’s score will compare in exactly the same way.  Accordingly, if A and B are 

equivalent all things considered, however B compares to C, all things considered, that is how A 

will compare to C all things considered. 

12.4  An Independence of Irrelevant Alternatives Principle 

 We have seen how a numerical model for the Impersonal Internal Aspects View of moral 

ideals would support the view that both "better than with respect to f" and "all-things-considered 

better than" must be transitive relations.  We have also seen that it would support the principle of 

substitution for equivalence.  For the purpose of later discussion, let me add that I believe this 

position, or something close to it, also lies at the heart of another deeply held belief. 

 Kenneth Arrow's Impossibility Theorem invokes an Independence of Irrelevant 

Alternatives Principle which has been the subject of much scrutiny and criticism.20  Whatever 

the merits of the principle as Arrow presents it, one version of such a principle seems almost 

overwhelmingly compelling.  It might be put as follows.  For any two outcomes, A and B, to 

know how A compares to B all things considered it is, at least in principle, sufficient to compare 

them directly in terms of each of the ideals about which we care.  More particularly, if one 

accurately knew how A compared to B in terms of each ideal relevant to our all-things-

considered judgments, and if one granted each ideal its due weight, then one would be in a 
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position to know how A compared to B all things considered.  In such circumstances, knowing 

how A or B compared to some third alternative, C, either regarding some particular ideal, like 

equality or utility, or all things considered, would be unnecessary and indeed completely 

irrelevant to knowing how A and B compared.  More generally, the Independence of Irrelevant 

Alternatives Principle tells us that however we should rank A and B if they were our only two 

alternatives, that is how we should rank A and B if they were among a set with any number of 

alternatives, and vice versa.  In other words, neither adding to, nor subtracting from, a set of 

alternatives whose members include A and B, will affect how A compares to B. 

 Understood in such a way the Independence of Irrelevant Alternatives Principle has great 

plausibility.  But the core of the position is, I think, the Impersonal Internal Aspects View of 

moral ideals.  The point is that any alternative will be irrelevant to how A and B compare, 

because how they compare will depend solely on how good they are all things considered and, 

on the Impersonal Internal Aspects View of moral ideals, this will depend solely on A and B's 

impersonal, internal, features.21  More specifically, on the Impersonal Internal Aspects View of 

moral ideals, A will receive a score representing how good it is all things considered.  That score 

will be a function of how good it is with respect to each ideal relevant to assessing outcomes, 

giving each ideal its due weight; and, crucially, the scores for those ideals and the function 

combining them into an all-things-considered score will depend solely on A’s impersonal, 

internal, features.  A fortiori, on the Impersonal Internal Aspects View of moral ideals, how good 

A is all things considered will be wholly independent of whether A is compared with alternative 

B, alternative C, or any other alternative or set of alternatives.  Similarly for B.  Accordingly, 

once we know A’s all things considered score, and B’s all things considered score, we’ll know 

how they compare all things considered; and clearly this ranking, determined as it is solely by A 
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and B’s impersonal, internal, features, will be independent of whether or not A and/or B are 

compared with any other alternative or set of alternatives.   

 The intuitive appeal of the Independence of Irrelevant Alternatives Principle can be 

partly illustrated via an analysis of the following joke.22  John goes into an ice cream store and 

tells the server, “I’ll have strawberry, unless you have vanilla, in which case I’ll have 

chocolate!”  The joke, of course, is supposed to lie in the oddity of John’s behavior.  John’s 

order makes him sound silly or stupid.  More importantly, for our purposes, to many it makes 

him sound down right irrational.  It makes sense, we think, for John to want to know whether 

they have vanilla, if he would prefer vanilla to strawberry.  That is, it would make perfect sense 

for John to say, “I’ll have strawberry, unless you have vanilla, in which case I’ll have that.”  But 

if John really prefers chocolate to strawberry he should just order chocolate!  If he isn’t going to 

order vanilla in any event, why bother asking if they have it?  It seems odd, to say the least, that 

John should prefer strawberry to chocolate if vanilla isn’t available, but chocolate to strawberry 

if vanilla is available.   

 In the above example, we aren’t dealing with a moral assessment of two alternatives, so 

strictly speaking the Impersonal Internal Aspects View of moral ideals wouldn’t be relevant.  

But a wider analogue of that principle might still be in play, which we might call the Impersonal 

Internal Aspects View of practical reasoning.  On this view, one could give a meaningful 

assessment and ranking of any two outcomes based solely on the impersonal and internal 

features of those outcomes.  Of course, to note that there is such a ranking needn’t rule out the 

possibility that there might be competing rankings of outcomes that appeal to personal or non-

internal features of the outcomes. 

 In the ice cream example, the assumption is that John’s choice should depend solely on 

how, at that moment, strawberry and chocolate would each taste to him, and how much he would 
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enjoy those tastes; and that these are determined by facts about the nature of the shop’s ice 

creams, together with facts about John’s taste buds, preferences, and psychological 

characteristics.  Given that assumption, it seems that the value of the outcome where John eats 

the strawberry should depend solely on the internal features of that outcome, and similarly, that 

the value of the outcome where John eats the chocolate should depend solely on the internal 

features of that outcome, and thus that the ranking of those two outcomes should depend solely 

on those two values, and hence be independent of the availability of, or comparison with, some 

other outcome or outcomes, such as the eating of vanilla ice cream.  Additionally, though the 

ranking of the outcomes will obviously be personal in one sense, depending as it does on John’s 

individual tastes and psychological characteristics, it will still be impersonal in the sense 

required by an Impersonal Internal Aspects View of practical reasoning.  Specifically, personal 

identity as such—namely, the fact that John is John—will play no role in the ranking of the 

relevant outcomes, as the strawberry and chocolate alternatives would be ranked the same way in 

any outcome where they would be eaten by someone whose taste buds, preferences, and 

psychological characteristics were the same as John’s.   

 Notice, it is easy to imagine scenarios where it would make perfect sense for John to say 

“I’ll have strawberry, unless you have vanilla, in which case I’ll have chocolate!”  It will be 

useful to explore one such scenario.   

 Suppose that John knew the following to be true.  Some ice cream stores only buy from a 

high quality company, while others buy from both high and low quality companies.  The former 

only carry strawberry and chocolate, since those are the only flavors sold by the high quality 

company.  The latter carry strawberry, chocolate, and vanilla, in which case the chocolate is 

always provided by the high quality company, while the strawberry and vanilla are provided by 

the low quality company.  Assuming that taste is directly correlated with quality, it would make 
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perfect sense for epicurean John to say “I’ll have strawberry, unless you have vanilla, in which 

case I’ll have chocolate!”  After all, depending on the way the different ice creams are made, 

together with his taste buds, preferences, and psychological characteristics, it would be perfectly 

rational for John to prefer “high quality” strawberry to “high quality” chocolate, but “high 

quality” chocolate to “low quality” strawberry.   

 Would this be a counterexample to the Independence of Irrelevant Alternatives Principle 

or an Impersonal Internal Aspects View of practical reasoning?  I think not.  There are two 

different issues involved in such an example, an epistemological one and a metaphysical one.  

Epistemologically, John may not know whether the strawberry is high or low quality, but he 

does know of the correlation between the presence or absence of vanilla and whether the 

strawberry will be high or low quality.  In that case, given his preferences, it will be perfectly 

rational for John to prefer the strawberry to the chocolate, unless the vanilla is available.  But 

notice, in that case vanilla is not an “irrelevant” alternative.  Specifically, it is an 

epistemologically relevant alternative, as an accurate indicator of whether John is actually 

choosing between one set of alternatives, or a significantly different set of alternatives. 

 On the other hand, the vanilla is an irrelevant alternative metaphysically.  Even if John 

doesn’t know it, there is a fact of the matter as to whether the strawberry is high or low quality.  

Given this, together with John’s taste buds, preferences, and psychological characteristics, there 

is also a fact of the matter as to whether the strawberry or the chocolate is the better alternative 

for John.  Accordingly, if John knew everything there was to know about the two relevant 

alternatives, including whether the strawberry was of high quality or not, and how they would 

each taste to him, he would be able to rank the outcome of eating strawberry in comparison with 

the outcome of eating chocolate, and this ranking would not depend, in any way, on comparing 

either or both of those outcomes with any other outcome or set of outcomes, including the 
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outcome of eating vanilla.  So, in the relevant sense, vanilla will remain a metaphysically 

irrelevant outcome, and both the Impersonal Internal Aspects View of practical reasoning and 

the Independence of Irrelevant Alternatives Principle will retain their plausibility. 

 I suggest, then, that there is a version of the Independence of Irrelevant Alternatives 

Principle which has great intuitive appeal that rests on the Impersonal Internal Aspects View of 

moral ideals, or, more broadly, on an Impersonal Internal Aspects View of practical reasoning.  

We shall return to the significance of this point in 11.N. 

12.5  On the Relevance of Mere Addition 

   I have been explicating what is involved in rejecting the view that moral ideals, like 

equality, can be essentially comparative.  It follows from what has been said that, on the 

Impersonal Internal Aspects View of moral ideals, we are likely to be misled if, in considering 

the Mere Addition Paradox, we allow our comparative judgments about A, A+, and B to be 

influenced by Parfit's claims about what would be involved in moving from one to another.  

What Parfit, and we, are presumably interested in is our abstract, impartial, static judgments 

about how such outcomes compare all things considered.  But, on the Impersonal Internal 

Aspects View of moral ideals, those judgments should be based only on the outcome’s 

impersonal, internal, features. 

 Consider, for example, the following diagram. 
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Diagram 12.4 

Assuming those in A and B are equally deserving, and that B is no better than A regarding other 

moral factors like virtue or rights, A would be better than B all things considered, as it is better 

regarding utility, equality, perfection, maximin, and freedom (recall, from chapter eleven, that 

for the purposes of argument we are assuming a correlation between levels of well-being and 

freedom).  Of course, if one's mother would be in A's worse-off group, but B's better-off group, 

this might give one reason to prefer B to A, or perhaps even a duty to promote B rather than A, 

depending on one's agent-relative duties, if any.  But this would not make B better than A from 

the standpoint in which Parfit is interested.  Similarly, if the only way to bring about A would be 

to lie or cheat, that might be relevant to what ought to be done, and even to whether A together 

with its history, would be better than B together with its history.  But it would not be relevant to 

how A and B themselves compare, and it is such judgments Parfit is presumably asking us to 

make regarding his alternatives in the Mere Addition Paradox.   

 The possibility of distinguishing between whether one outcome is better than another 

considering the two outcomes just by themselves, and whether one outcome together with its 

history or future would be better than another together with its history or future is intuitively 

plausible and both theoretically and practically important.  Although the desirability of an end 

doesn’t always justify the necessary means to achieving that end, the desirability of an end is 

often relevant to the permissibility of its means.  For example, in just war theory or self-defense, 
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the costs of a military or defensive action must be proportional to the goodness of the ends the 

actions seek to promote.  Thus, I might be permitted to kill many enemy soldiers or an unjust 

aggressor, if doing so were necessary to save countless innocent citizens or to preserve my life, 

respectively, but such actions would be impermissible if they merely served to forestall a 

temporary occupation of a barren territory or the scratching of my little finger (to echo Hume), 

respectively.  Intuitively, then, we often need to assess how good an outcome would be, 

considered by itself, in order to determine what actions, if any, might be permissibly done to 

achieve that outcome.  Correspondingly, we may often find that while one outcome would be 

clearly better than another, there is no morally permissible path to the better outcome.  Likewise, 

it might be that while A is better than B, if they are considered just by themselves, A would 

inevitably lead to further outcomes far worse than those to which B would lead.  As indicated 

then, we really need and want to distinguish between how two outcomes might compare 

considered just by themselves, with how those outcomes together with their histories and/or 

futures might compare.   

 In the Mere Addition Paradox, Parfit asks us to judge how A, A+, and B compare.  If, in 

making such judgments, we are supposed to be making the abstract, impartial, static judgments 

about how those outcomes compare considered just by themselves, then, if we accept the 

Impersonal Internal Aspects View of moral ideals, we open ourselves up to being seriously 

misled  insofar as we allow our judgment about A and A+ to be influenced--as most of us surely 

did--by Parfit's claim, indeed emphasis, that the move from A to A+ involves Mere Addition.23  

On the Impersonal Internal Aspects View of moral ideals, how A and A+ compare depends 

solely on the impartial, internal, features of those outcomes.  The fact that A+ is presumed to 

result from A via Mere Addition will be relevant if and only if it makes a difference to an 

impersonal internal feature of A+ that is itself morally relevant; for example, by implying that 
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A+’s worse off are no less deserving than A+’s better off, or that A+’s better off are not 

exploiters of A+’s worse off.  But in this case, it is imperative that we simply focus on the 

internal features of A+ that are relevant to assessing how good it is all things considered, and 

ignore how those features happen to have been produced.  On the Impersonal Internal Aspects 

View of moral ideals, we must close our ears to any information about how an outcome’s 

internal features have been produced.  Such information may be relevant to the permissibility of 

such a move, and to whether A+ together with its history might be better than A together with its 

history, but it is not relevant to how A and A+ themselves compare. 

 On the Impersonal Internal Aspects View of moral ideals, any internal features of A+ that 

are relevant to assessing how good A+ is all things considered, will be just as relevant in 

comparing A+ with B, as in comparing A+ with A.  This is so, whatever the origins of those 

features.  So, as indicated, we open ourselves up to being seriously misled if we focus on the fact 

that the move from A to A+ involves Mere Addition, but the move from A+ to B does not.  

Focusing on that fact makes it appear that there is a factor that is relevant and significant in 

comparing A+ with A, namely Mere Addition, that is not relevant and significant in comparing 

A+ with B.  This is a natural and plausible view, hence it is not surprising that Parfit drew our 

attention to it; but as we have now seen, it is one that must be forsaken if one rejects an 

essentially comparative model of moral ideals in favor of the Impersonal Internal Aspects View. 

 In sum, the fact that the move from A to A+ involves Mere Addition, but the move from 

A+ to B does not, is only relevant on an Essentially Comparative View of moral ideals.  If one 

rejects such a view in favor of the Impersonal Internal Aspects View of moral ideals, as Parfit is 

now inclined to, we should ignore the fact that the move from A to A+ involves Mere Addition, 

and instead focus on whatever internal features of A+ supposedly obtain as a result of that move.  

As indicated, on the Impersonal Internal Aspects View of moral ideals, if such features are 
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relevant and significant for comparing A+ with A, they must be equally relevant and significant 

for comparing A+ with B.  Accordingly, on the Impersonal Internal Aspects View of moral 

ideals, it is deeply misleading to refer to Parfit’s problem as the Mere Addition Paradox.  More 

particularly, what many, including Parfit, have regarded as a crucial factor in generating the 

Paradox must now be seen as fundamentally irrelevant; namely the fact that we are to assume 

that A+ results from A via Mere Addition.  On the Impersonal Internal Aspects View of moral 

ideals, it can’t matter at all whether or not A+ resulted from A via Mere Addition, or any other 

way, including as a result of the creation of an entirely new, and distinct, population comprising 

both the better and worse-off groups.  All that matters are A+’s internal features, including, for 

example, that the worse off are no less deserving than the better off, and that the better off are 

not so as a result of exploitation. 

 Clearly, then, the relevance and importance of Mere Addition depends on the correct 

view of moral ideals.  The significance of this will become clearer in the remainder of this 

chapter. 

12.6 Reconsidering the Mere Addition Paradox on the Impersonal Internal Aspects View of 

Moral Ideals  

 Suppose we accepted the Impersonal Internal Aspects View of moral ideals.  What effect, 

if any, would that have on our understanding of the Mere Addition Paradox?  I believe that the 

Mere Addition Paradox would then lose much of its air of intractability, and that insofar as it 

remained problematic, it would illustrate familiar problems, rather than new ones previously 

unrecognized.  

 On the Essentially Comparative View of moral ideals it would be extremely implausible 

to give up any of the three judgments comprising the Mere Addition Paradox.24  However, as we 

have seen, in earlier chapters, on the Essentially Comparative View of moral ideals transitivity 
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would either fail, or fail to apply, for the "all-things-considered better than" relation.  

Accordingly, on the Essentially Comparative View of moral ideals, there would be no paradox in 

maintaining all three of the Mere Addition Paradox’s judgments.  On the Impersonal Internal 

Aspects View of moral ideals, matters are considerably different.  As we have seen, on the 

Impersonal Internal Aspects View of moral ideals “all-things-considered better than” would be 

transitive; so, as Parfit first thought, one could not consistently maintain that all things 

considered, A+ is not worse than A, though it is worse than B, which is worse than A.  On the 

other hand, once one accepts the Impersonal Internal Aspects View of moral ideals, it seems 

there would be much less difficulty giving up one of the judgments.  In particular, while 

accepting the Impersonal Internal Aspects View of moral ideals probably would not affect our 

judgment about A+ and B (though it might), it could easily cause revision in one of the other 

judgments. 

 Consider, for example, the judgment that A+ is not worse than A.  Presumably, A+ is 

neither better nor worse than A regarding perfectionism, P.  However, on the Impersonal Internal 

Aspects View of moral ideals, A+ would be worse than A regarding equality, E, and also worse 

regarding maximin, M.  I would think A+ would also be worse than A regarding freedom, F.25  

Now admittedly, on the Impersonal Internal Aspects View of moral ideals, A+ would 

presumably be better than A regarding utility, U.  Still, one can see how the Impersonal Internal 

Aspects View of moral ideals leaves plenty of room for the judgment that A+ is worse than A.  

This would be so, if the extent to which A+ is better than A regarding U is outweighed by the 

extent to which it is worse regarding E, M, and F. 

 Similarly, the Impersonal Internal Aspects View of moral ideals leaves room for the 

judgment that B is better than A.  After all, on the Impersonal Internal Aspects View of moral 

ideals, though B would only be the same as A regarding E, and worse regarding P, M, and F, it 
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would be better regarding U.  Hence, one could judge B better than A all things considered, if 

one thought the extent to which it was better regarding U outweighed the extent to which it was 

worse regarding P, M, and F.26 

 Although the Impersonal Internal Aspects View of moral ideals rules out the consistency 

of the three judgments in the Mere Addition Paradox, it is misleading to think it forces us, by 

logic alone as it were, to give up one of three judgments we find deeply plausible. To the 

contrary, someone who accepts the Impersonal Internal Aspects View of moral ideals will no 

longer find all three judgments deeply plausible. 

 Consider, for example, someone who accepts the Impersonal Internal Aspects View of 

moral ideals, but retains the view that A+ is not worse than A.  Unless she grants no weight to 

equality, maximin, or freedom,27 she probably thinks A+ is better than A regarding utility.  And, 

since it is unlikely that the extent to which A+ is better than A regarding U will be exactly equal 

to the extent to which it is worse regarding E and M, such a person may well believe the former 

outweighs the latter, so that A+ is actually better than A.  In other words, on reflection, someone 

who accepts the Impersonal Internal Aspects View of moral ideals may well come to believe that 

all things considered it is good the extra people are alive, rather than merely being not bad.  This 

assumption corresponds to many people's actual reactions to A+ and A.  But if she finds this 

plausible, why should she find it implausible that B is better than A?  Why shouldn't she believe 

that the extent to which B is better than A regarding U outweighs the extent to which it is worse 

regarding P, M, and F?  Indeed, given that there is even more utility in B than in A+, and that B 

is better than A+ regarding equality, maximin, and freedom (we are assuming), it would only be 

plausible to suppose that B was worse than A, if one thought that the extent to which B was 

worse than A (and A+) regarding perfectionism, outweighed the extent to which B was better 
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than A+ regarding U, E, M, and F.  But, of course, if one thought this, there would be no 

paradox, as it would not seem that B was better than A+. 

 Similar considerations could be offered if one thought that A and A+ were merely “on a 

par.”  On the Impersonal Internal Aspects View of moral ideals, if the impartial internal features 

of A and B were such that A was ranked better than B, and the impartial internal features of B 

and A+ were such that B was ranked better than A+, then the impartial internal features of A and 

A+ would be such that A was ranked better than A+.  Accordingly, we know that if the impartial 

internal features of A and A+ were such that they should be ranked as on a par, then the impartial 

internal features of B would have to be such that either A was not better than B, or B was not 

better than A+.  And, again, the point to stress here is that we wouldn’t be forced to this 

conclusion as a matter of logic, as it were, this is how we would actually respond to the different 

alternatives if we really accepted the Impersonal Internal Aspects View of moral ideals and were 

really clear on the impartial internal features of the different alternatives, and how much the 

various ideals mattered relative to each other on the Impersonal Internal Aspects View of moral 

ideals.   

 I believe, then, that if one accepts the Impersonal Internal Aspects View of moral ideals, 

the Mere Addition Paradox should lose its air of intractability.  No longer must it seem deeply 

implausible to give up one of the three judgments.  To the contrary, on the Impersonal Internal 

Aspects View of moral ideals, the very factors convincing one of the plausibility of two of the 

judgments, will serve to convince one of the implausibility of the third. 

 These considerations fit well with the reactions many have to variations of the Mere 

Addition Paradox.  Consider diagram 12.5, where in each case A+ involves, relative to A, the 

existence of extra people all of whom have lives worth living and who affect no one else, and B 

stands to A+ in the manner Parfit described. 
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A B A+ A B A+

III  
  

Diagram 12.5 

The difference between Parfit's original case and the above variations is that A+’s worse-off 

group fares much worse in case I, and much better in case II, than it does in Parfit's original case. 

Similarly for the B group. 

 Examining case I, most would agree that A is better than B. And many, though not all, 

would judge B better than A+.  However, on the Impersonal Internal Aspects View of moral 

ideals, there is good reason to reject the claim that A+ is not worse than A.  A+ is better than A 

regarding U, but not by much.  On the other hand, A+ is much worse than A regarding E and M, 

and also worse, we are assuming, regarding F.  So, unless one believes that utility matters so 

much more than equality, maximin, and freedom that even small increases in the one can 

outweigh large decreases in the others--in which case one would not only have to, but want to, 

revise one of the other judgments--the judgment that A+ is not worse than A will be implausible. 

 In case II, I think many, though not all, would continue to judge that B is better than A+.  

But I also think many would alter their other two judgments.  Unlike case I, the extra people in 

A+ are very well off, almost as well off as the very best off.  That may seem like a significant 

improvement regarding U.  On the other hand, while A+ is worse than A regarding E, M, and F, 

it is not much worse, especially on the plausible view that equality and maximin matter less at 
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high levels than at low levels.  Thus, in case II, it seems quite plausible that all things considered 

A+ is better than A.  Similarly, in case II, it no longer seems implausible that B is better than A.  

To the contrary, it seems that the small difference between A and B regarding P, M, and F, 

would be outweighed by there being twice as many in B all of whom are almost as well off as 

those in A.  Specifically, in case II, B may seem better than A, since significant gains in utility 

might well seem to outweigh small losses in perfectionism, maximin, and freedom.  

 Cases I and II suggest the following.  The Impersonal Internal Aspects View of moral 

ideals provides a way of avoiding the Mere Addition Paradox because, on that view, there is 

always a way of rejecting one of the three judgments comprising the paradox.  But this does not 

mean that in all cases of the sort Parfit has imagined the same judgment must be rejected.  Which 

judgment should be rejected will depend on how the situations actually compare regarding the 

ideals we value, together with how much these ideals matter in relation to each other.  This, of 

course, is precisely as it should be. 

 Now in some cases, like I and II perhaps, it may be obvious which judgments should be 

rejected.  However, in other cases it may not be possible to simply look at a diagram and “read 

off" which judgment or judgments should be rejected.  Perhaps, by drawing his diagram the way 

he did, Parfit, in essence, presented such a case.  That is, even accepting the Impersonal Internal 

Aspects View of moral ideals, it may not be evident for Parfit's case which of the three 

judgments should be given up. But, on the Impersonal Internal Aspects View of moral ideals, 

there need be nothing surprising about this, much less deeply inconsistent.  Rather, what Parfit 

would have given us, despite his protestations to the contrary, is an illustration of a case where 

our different moral principles so conflict that our all-things-considered view is clouded.  More 

specifically, Parfit's case would simply be one where we are unsure of how the outcomes 
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actually compare regarding U, E, P, M, F, or of how much these different ideals matter in 

relation to each other. 

 There are, of course, many problems in deciding how outcomes compare regarding 

ideals, and how to weigh ideals against one another.  Moreover, some of these may strike at the 

very intelligibility of the Impersonal Internal Aspects View of moral ideals.  But these problems 

are not new with the Mere Addition Paradox.  They can arise in comparing just two situations. 

12.7  Is the Mere Addition Paradox Genuinely Paradoxical? 

 I believe that we face a genuine paradox--like the liar's paradox--when the conditions 

that would make a position true are the very conditions that would make it false.  More weakly, I 

believe that a position is paradoxical, if it involves two or more incompatible views, each of 

which seem, even on reflection, intuitively obvious, certain, or (virtually) undeniable.  Parfit 

thought the Mere Addition Paradox was paradoxical, because he thought it would be extremely 

difficult to deny any of the three judgments that A is better than B, that B is better than A+, or 

that A+ is not worse than A, and he thought that together these three judgments were 

incompatible, given the intuitively "obvious" view that "all-things-considered better than" is a 

transitive relation.  If one accepts an Essentially Comparative View of moral principles, Parfit's 

three judgments regarding A, A+, and B may well be undeniable, but they will no longer be 

incompatible; since, as we have seen, given essentially comparative moral ideals transitivity will 

either fail for the "all-things-considered better than" relation, or the "all-things-considered better 

than" relation will fail to apply across different sets of alternatives, including, as it turns out, 

Parfit’s alternatives.  On the other hand, if one accepts the Impersonal Internal Aspects View of 

moral ideals, the transitivity of "all-things-considered better than" will be undeniable, but it will 

no longer seem intuitively obvious, certain, or (virtually) undeniable that A is better than B, B is 

better than A+, and A+ is not worse than A.  To the contrary, as we have seen, once one accepts 
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the Impersonal Internal Aspects View of moral ideals, it will be clear that various ideals oppose 

each judgment, and the question of which should ultimately be rejected will be a matter of 

determining how Parfit's outcomes actually compare regarding our ideals, together with how 

much weight each ideal should be given.  Now my own view is that, once one accepts the 

Impersonal Internal Aspects View of moral ideals, one is likely to feel little difficulty deciding 

these issues, at least sufficiently to resolve the "paradox."  However, even if this is not the case, 

and one is unsure which judgment to give up, this need not reflect inconsistency in one's 

thinking.  More likely, it will merely reflect the deep difficulties involved in measuring and 

balancing the ideals that matter.  This is an important, but familiar issue; one which might make 

Parfit's example problematic, but not a paradox, or even paradoxical. 

 Hence, I have suggested that if one accepts an Essentially Comparative View of moral 

ideals, then the Mere Addition Paradox will no longer be paradoxical.  In addition, I have 

suggested that if one accepts an Impersonal Internal Aspects View of moral ideals, then the Mere 

Addition Paradox may be problematic, but not paradoxical.  Assuming that one or the other of 

these views of moral ideals is (roughly) right, then it may appear that the Mere Addition Paradox 

is not, in fact, paradoxical.  After all, if one assumes that A or B must be true, and both A and B 

imply C, then doesn't one know that C is true, even if one doesn't know which of A or B is true?  

 So, should we conclude that the "Mere Addition Paradox" was misnamed?  Was Parfit 

mistaken in describing his results as paradoxical?  Not necessarily.   As we have seen, many 

believe that "all-things-considered better than" must be a transitive relation and that it should 

apply to all sets of different outcomes.  Believing this, they may find it (virtually) undeniable 

that something like the Impersonal Internal Aspects View must be right.  By the same token, 

many may find it deeply implausible that they should ignore the fact that the move from A to A+ 

involves Mere Addition.  More generally, it may seem intuitively clear that we cannot simply 
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"close our ears" to considerations of the sort Parfit has adduced, that our judgments about 

different outcomes do, and should, depend on such considerations.  Thus, on reflection, it may 

seem (virtually) undeniable that certain moral principles are essentially comparative.  (We shall 

return to this in the following section.)  I submit that if, indeed, the Mere Addition Paradox is 

genuinely paradoxical, herein lies its source.  It is not that we cannot decide between three 

seemingly incompatible judgments regarding A, A+, and B; rather, it is that the Mere Addition 

Paradox compels us toward a view of moral ideals, namely the Essentially Comparative View, 

which is incompatible with a view to which many seem28 committed, namely, the Impersonal 

Internal Aspects View of moral ideals.   

 The Mere Addition Paradox should lose its air of paradox when, and if, there are 

compelling reasons to either accept an Impersonal Internal Aspects View of moral ideals and 

reject the Essentially Comparative View, or vice versa.  But, until then, the Mere Addition 

Paradox will be paradoxical, for many.    

12.8  Summary of Chapter 12 

 In section 12.1, I presented Derek Parfit’s Mere Addition Paradox, one of the most 

important, yet least well understood, arguments in contemporary moral philosophy.  Specifically, 

Parfit contends that regarding Diagram 12.1, we are inclined to believe that all things 

considered, B is worse than A, and A+ is worse than B, but A+ is not worse than A if, as he 

assumed in his example, the move from A to A+ involves Mere Addition.  Parfit contends that 

together these three beliefs imply a contradiction, and hence that at least one of these beliefs 

must be rejected.  He believes this, because, like most people, he assumes that “all-things-

considered better than”—and hence, equivalently, “all-things-considered worse than”—is, and 

must be, a transitive relation.  Parfit finds the combination of views paradoxical, because he 
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believes that though they are clearly inconsistent, it is hard to give up any of the three views, as 

each is more plausible than its denial. 

 In section 12.2, I concurred with the intuitive plausibility of Parfit’s three pairwise 

judgments regarding A, B, and A+.  But I claimed that even of one could resolve the Mere 

Addition Paradox by plausibly denying one of its three pairwise judgments, the most 

fundamental question raised by the Mere Addition Paradox would remain; to wit:  is the fact that 

A+ involves mere addition, in comparison with A, relevant to the assessment of how A and A+ 

compare, all things considered. 

  Unpacking and examining Parfit’s argument, I showed that Parfit’s presentation and 

defense of the Mere Addition Paradox relied on the claim that the move from A to A+ involved 

mere addition.  More particularly, I showed that Parfit explicitly argued that A+’s inequality was 

objectionable in comparison with B—since A+’s worse-off group existed in both outcomes and 

were much better off in B than in A+—but not objectionable in comparison with A—since A+’s 

worse-off group had lives that were well worth living, and they don’t exist in A.  Underlying this 

argument was Parfit’s recognition and insistence that, as he structured the case, A+ involved 

mere addition in comparison with A, but not, we may add, in comparison with B.    

 I noted that on Parfit’s view equality is essentially comparative; where a moral ideal is 

essentially comparative if the relevant and significant factors for assessing an outcome regarding 

that ideal may vary depending on the alternatives, if any, with which that outcome is compared.  

On an essentially comparative moral ideal, it may not even make sense to consider how good an 

outcome is just by itself regarding that ideal; but even if such judgments do make sense, they 

may have no primacy or special role to play in judging how good that outcome is regarding that 

ideal in comparison with other outcomes.  Similarly, knowing how good an outcome is regarding 

an essentially comparative moral ideal in comparison with one set of alternatives, may have no 
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special bearing on how good it is regarding that ideal in comparison with a different set of 

alternatives.   

 I pointed out that the issue here is not one of objectivity versus subjectivity.  It needn’t be 

simply “up to us” to determine how different outcomes compare, or what factors are relevant and 

significant for comparing different outcomes with different alternatives.  There may well be an 

objective fact about what factors are relevant and significant for comparing different alternatives, 

and hence an objective fact as to how different alternatives compare regarding an essentially 

comparative moral ideal, even though the same outcomes may receive different objective 

rankings depending on with which alternatives they are compared.   

 I showed that in order to know how good or bad two outcomes are regarding an 

essentially comparative ideal one will need to know more than just the outcome’s internal 

features.  One may also need to know who the outcome’s members are, or how the outcome 

came about.  Parfit implicitly recognized this in emphasizing that the move from A to A+ 

involved mere addition.  Accordingly, two outcomes that might be represented by the exact same 

abstract diagram, and that might have the very same internal features, may actually represent 

different alternatives, and need to be ranked differently. 

 Most importantly, I showed that if a moral ideal is essentially comparative, then that ideal 

may be both non-substitutable and non-transitive.  To say that it is non-substitutable is to say that 

the Principle of Substitution for Equivalence fails for that ideal, meaning that it is not always 

true that if x is equivalent to y regarding that ideal, then however x compares to z regarding that 

ideal, that is how y compares to z regarding that ideal.  To say that it is non-transitive is to say 

that either “all-things-considered better than” regarding that ideal is not a transitive relation, or 

that the notion of “all-things-considered better than” regarding that ideal, simply fails to apply 

across the different sets of alternatives to which the ideal applies.  The reason for this is simple, 
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and had already been given previously in this work.  If a moral ideal is essentially comparative, 

then the relevant and significant factors for comparing A and B regarding f may be different 

from the relevant and significant factors for comparing B and C, or A and C, regarding f.  

Correspondingly, knowing how A and B, and B and C, compare regarding f by itself tells us 

nothing about how A and C compare regarding f.    

 I next showed, again following previously given reasoning, that if a moral ideal plays an 

important role in our all-things-considered judgments, and that moral ideal is essentially 

comparative, then the non-substitutability and non-transitivity of that moral ideal may carry over 

into our all-things-considered judgments.  More generally, I echoed an earlier claim, contending 

that if any important aspect of a complex notion is non-substitutable or non-transitive, the notion 

itself is very likely to also be non-substitutable or non-transitive. 

 Parfit’s Mere Addition Paradox illuminates my earlier claim that the key issue underlying 

the challenge to transitivity is unrelated to spectrums.  It concerns the nature of moral ideals.  If, 

as Parfit implicitly assumed in presenting and defending the Mere Addition Paradox, some moral 

ideals are essentially comparative, so that different factors may be relevant and significant for 

assessing an outcome depending on the alternatives with which it is compared, then our standard 

assumptions about the principle of substitution of equivalence and the transitivity of better than 

have to be reconsidered.  This is the main less of, and challenge posed by, Parfit’s Mere Addition 

Paradox. 

 In section 12.3, I noted that Parfit now claims that his argument for the view that equality 

is essentially comparative was, perhaps, his worst mistake in philosophy.  I think Parfit is wrong 

about this.  First, even if Parfit was mistaken to claim that equality is essentially comparative, the 

kinds of considerations he offered in support of that claim may well support the conclusion that 

other moral ideals are essentially comparative, even if equality is not.  Second, and more 
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importantly, even if the view that some ideals can be essentially comparative is a mistake, far 

from being his “worst” mistake, I would argue that it is probably Parfit’s best, most brilliant, 

mistake.  As this work reveals, properly understood, it illuminates deep inconsistencies in our 

thinking, and forces us to seriously reconsider and revise our understanding of the good, moral 

ideals, and the nature of practical reasoning.   

 Parfit contended that the three different judgments comprising the Mere Addition 

Paradox were inconsistent, because he believed that “all-things-considered better than” is a 

transitive relation.  In light of my arguments that an Essentially Comparative View of equality 

would undermine that belief, Parfit now contends that his arguments for that view must be 

mistaken.  And I, in fact, agree that an Essentially Comparative View of equality is mistaken.  

On my view, the most plausible way of understanding equality is as in impersonal moral ideal, 

according to which inequality is bad when it involves comparative unfairness.  The thought is 

that comparative unfairness is itself bad—specifically, it is an impersonal bad-making feature of 

outcomes—regardless of whether or not the inequality is bad for anyone in narrow person-

affecting terms.  So, on my view, as long as A+’s worse-off are no less deserving than A+’s 

better off, A+’s inequality is bad, because it involves comparative unfairness; and this is so even 

if, as Parfit plausibly contended, A+s inequality is not bad for its worse-off group in comparison 

with A, given that A+’s worse-off have lives that are well worth living, and they don’t exist in A.   

 I suggested that the best way to avoid non-substitutability or non-transitivity in our all-

things-considered judgments would be to reject the Essentially Comparative View of moral 

ideals in favor of an Impersonal Internal Aspects View of moral ideals.  On the latter view, how 

good or bad an outcome is regarding some moral ideal will only depend on the outcome’s 

impersonal and internal features, it will not depend on the alternatives with which that outcome 

is compared.  So, on the Impersonal Internal Aspects View of moral ideals, unlike the Essentially 
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Comparative View, who its members are will never itself be relevant to how good an outcome is 

regarding any particular moral ideal or all things considered.  Nor will the history of an outcome 

(or its future), ever itself be relevant to how good the outcome is.  Of course, an outcome’s 

internal features will typically have resulted from its history, but it is the impartial internal 

features themselves one needs to know, not its history, in order to assess the outcome on the 

Impersonal Internal Aspects View of moral ideals. 

 I noted that perhaps that most natural way of understanding the Impersonal Internal 

Aspects View was in terms of the kind of numerical model discussed in Chapter N.  I then 

showed, employing the numerical model, how the Impersonal Internal Aspects View would 

entail both the transitivity of the “better than” relation and the principle of substitution for 

equivalence for each moral ideal as well as our all-things-considered judgments.  Clearly, given 

the intuitive plausibility, as well as the practical and theoretical desirability, of the latter two 

positions, there is powerful reason to reject Parfit’s arguments supporting an Essentially 

Comparative View of equality, and the Essentially Comparative View of moral ideals more 

generally, in favor of the Impersonal Internal Aspects View of moral ideals. 

 In section 12.4, I discussed one version of an Independence of Irrelevant Alternatives 

Principle, according to which how one alternative compares with another should depend solely 

on facts about those two alternatives, so that how one or both of those alternatives compare with 

some third alternative, should be completely irrelevant to how those alternatives themselves 

compare.  More generally, for any two alternatives A and B, neither adding to, nor subtracting 

from, a set of alternatives whose members include A and B should affect how A compares to B.  

I noted that such a principle has great plausibility, and may, indeed, seem almost 

overwhelmingly compelling.  I then suggested that the Impersonal Internal Aspects View of 

moral ideals lies at the heart of this principle, accounting for its great intuitive force.  
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Specifically, I showed that this principle directly follows from the Impersonal Internal Aspects 

View of moral ideals, so that if the latter is true the former will be as well.  Accordingly, the 

Impersonal Internal Aspects View of moral ideals provides a way of explaining and justifying 

the version of the Independence of Irrelevant Alternatives Principle that I discuss.  Thus, insofar 

as one finds the latter compelling, as many intuitively do, that may provide further reason to 

accept the former. 

  In section 12.5, I suggested that there is great intuitive plausibility in distinguishing the 

question of how one outcome compares with another, considering the two outcomes just by 

themselves, from the question of how one outcome together with its history or future, compares 

with another outcome together with its history or future.  I further suggested that in many cases it 

is both theoretically and practically crucial to keep these questions separate. 

 I then considered what relevance, if any, there might be to the fact that in Parfit’s Mere 

Addition Paradox the move from A to A+ involves mere addition.  I argued that on the 

Impersonal Internal Aspects View of moral ideals, the fact in question may be relevant to the 

permissibility of such a move, and to whether A+ together with its history might be better than A 

together with its history (though we are not, in fact, told anything about A’s history), but it is not 

relevant to how A and A+ themselves compare.  On the Impersonal Internal Aspects View of 

moral ideals, it can’t matter at all whether or not A+ resulted from A via mere addition, or any 

other way, for the purposes of assessing how A compares to A+; all that matters are the impartial 

internal features of A and A+.  Accordingly, it is misleading to focus on the fact that the move 

from A to A+ involves mere addition, while the move from A+ to B does not, since that makes it 

sound as if there is a factor that is relevant to our assessment of A+ in comparison with A that is 

not relevant to our assessment of A+ in comparison with B.  On the Impersonal Internal Aspects 
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View of moral ideals, our assessment of A+ depends solely on its impartial internal features; 

hence it does not vary with, or depend on, the alternatives with which A+ are compared. 

 Clearly, then, the relevance and importance of mere addition depends on the correct view 

of moral ideals.  On the Impersonal Internal Aspects View of moral ideals, the Mere Addition 

Paradox is a deeply misleading name, and what Parfit saw as a crucial factor in generating the 

Paradox must be seen as fundamentally irrelevant to our assessment of the various outcomes.  

On an Essentially Comparative View of moral ideals, on the other hand, the fact that the move 

from A to A+ involves mere addition, while the move from A+ to B does not, can, indeed, be 

relevant to how we assess A+ in comparison with the different outcomes, as many, including 

Parfit originally, have believed. 

 In section 12.6, I considered the implications for Parfit’s Mere Addition Paradox if one 

accepted the Impersonal Internal Aspects View of moral ideals rather than the Essentially 

Comparative View.  I argued that on such a view the Mere Addition Paradox would lose its air 

of intractability, as it would no longer seem so difficult to give up any of the three pairwise 

judgments comprising the paradox.  More specifically, I suggested that in most cases someone 

who accepted the Impersonal Internal Aspects View of moral ideals would no longer find all 

three judgments underlying the Mere Addition Paradox plausible, and observed that which 

judgment they gave up would vary depending on the details of the case, and how much they 

actually valued the different ideals relevant to assessing outcomes.  I noted that these claims fit 

well with many people’s actual reactions to variations of Parfit’s Mere Addition Paradox, where 

the people in B and the extra people in A+ were significantly better or worse off than in Parfit’s 

original paradox.    

 I granted that even on the Impersonal Internal Aspects View of moral ideals it might not 

be evident, just from looking at Parfit’s diagrams, which of his three judgments should be given 
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up.  But I suggested that on the Impersonal Internal Aspects View this wouldn’t involve any 

deep inconsistency in our views; but merely a familiar case where our “all-things-considered” 

judgments were cloudy, because we were unsure of exactly how the different alternatives 

compared in terms of the relevant ideals for assessing outcomes, or unsure of how much the 

different ideals actually matter in relation to each other.  I acknowledged that there are many 

problems in determining how outcomes compare regarding different ideals, as well as 

determining which ideals are really relevant in assessing outcomes and how much to weigh them 

vis a vis each other.   But I noted that the Mere Addition Paradox has no special bearing on these 

familiar problems, which can arise even when comparing just two outcomes involving the very 

same people.   

  In section 12.7, I considered whether the Mere Addition Paradox is genuinely 

paradoxical.  Suggesting, that a position is paradoxical, if it involves two or more incompatible 

views, each of which seem, even on reflection, intuitively obvious, certain, or (virtually) 

undeniable, I claimed that the Mere Addition Paradox is not paradoxical if one accepts either the 

Essentially Comparative View of moral ideals or the Impersonal Internal Aspects View of moral 

ideals.  On the former view, Parfit's three judgments regarding A, A+, and B may well be 

undeniable, but they will no longer be incompatible; since, on the Essentially Comparative View 

the "all-things-considered better than" relation will either fail or fail to apply across Parfit’s 

alternatives.   On the latter view, "all-things-considered better than" will be a transitive relation 

and will apply to Parfit’s alternatives, but it but it will no longer seem intuitively obvious, 

certain, or (virtually) undeniable that A is better than B, B is better than A+, and A+ is not worse 

than A.   

 Given this, I submitted that if the Mere Addition Paradox seems genuinely paradoxical, 

its source in the fact that the Mere Addition Paradox compels us towards an Essentially 
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Comparative View of moral ideals that is incompatible with an alternative view that also seems 

compelling; namely, the Impersonal Internal Aspects View.  The former view seems compelling, 

at least in part, because it seems virtually undeniable that A+’s resulting from A via mere 

addition might be relevant to our assessment of how A+ compares to A.  The latter view seems 

compelling, at least in part, because it seems virtually undeniable that “all-things-considered 

better than” is a transitive relation that should apply to the sorts of comparisons with which 

Parfit confronts us. 

 In reading this chapter, some may be tempted to the following position.  Some 

arguments, like Parfit’s Mere Addition Paradox, may derive much of their appeal from an 

Essentially Comparative View of moral ideals.  But we should reject such a view, and any 

arguments that depend on it.  This may be correct.  However, as we shall see next, for many, 

accepting such a position will not be easy.  

 
1  See Reasons and Persons, Part Four, chapter 19.  

2  It is simplified in omitting Parfit’s "Divided B", which does not affect my argument.  Parfit’s first version of the 

Mere Addition Paradox appears in Part Four of Reasons and Persons, sections 142-147 (pp. 419-433).    

3  Parfit puts his discussion in terms of beneficence; for simplicity, I have recast it in terms of utility.  The shift in 

terminology does not affect my arguments.  

4  See Reasons and Persons, pp. 419-26. 

5  Ibid, p. 420. 

6  Philosophy and Public Affairs 11, no. 2, 1982, pp. 158-9. 

7  Reasons and Persons, p. 426 

8  Ibid. 

9  Ibid, p. 427. 

10  Some people do not find the Mere Addition Paradox problematic, what they find problematic is iterations of the 

Paradox which seemingly lead to the Repugnant Conclusion.  Specifically, some would accept that A+ is not worse 

than A, and is perhaps even better, that B is better than A+, and that B is better than A.  They might also grant that 
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B+ would be better than B, C better than B+, and C better than B, where B+, C, and B roughly stood to B, B+, C, 

respectively, as A+, B, and A stood to A, A+, and B, respectively, in Parfit’s original example.  But they are 

confident that somewhere between A and Z the line should be drawn, even if they are not sure exactly where, so as 

to resist our being led from A to Z. 

 I believe this line is defensible, and not merely because, as Parfit suggests in section 146 of Reasons and 

Persons, "not worse than" is not a transitive relation.  Parfit writes, "It is true that, by the same reasoning 

[underlying the Paradox], C cannot be worse than B, D cannot be worse than C, and so on.  But since "not worse 

than" is not transitive, we can claim that, while C is not worse than B, which is not worse than A, C is worse than A 

(Reasons and Persons, p. 432)."  Suppose, however, we think A+ is better than A, and B better than A+, then since, 

according to Parfit, "better than" is a transitive relation, B would be better than A, and it looks as if iterations of the 

Paradox would entail the Repugnant Conclusion.  After all, "by the same reasoning" C would be better than B, D 

would be better than C, and so on.  Hence, given the transitivity of the “better-than” relation, C would be better than 

A, and Z would be best.   

 Such reasoning is appealing, but can, I think, be resisted.  Specifically, it is not clear that "the same 

reasoning" which underlies our judgments regarding A, A+, and B, would apply to situations closer to Z.  For 

example, even if A+ is better than A, and B+ is better than B, F+ might be worse than F.  This might be so if, as 

many believe, and as I argued in Inequality, inequality matters more at low levels than high levels; or if, 

analogously, maximin matters more at low levels (after all, given that maximin expresses our special concern for 

how the worst-off fare, this concern may be reasonably heightened the worse off the worst-off are).  On such views, 

the move from F to F+ may be worse regarding equality or maximin than the move from A to A+.  Similarly, if one 

adopts something like chapter N’s gymnastics model for understanding utility, then the extent to which F+ is greater 

than F regarding utility may be less than the extent to which A+ is better than A.  Any of these factors alone could 

prevent the slide from A to Z.  Combined, they make it quite plausible that F+ could be worse than F, even if A+ is 

better than A. 

 In sum, critics of the Mere Addition Paradox could not only reject the claim that B is worse than A, they 

could insist that A+ is better than A, B is better than A+, and B better than A without accepting the Repugnant 

Conclusion.  I might add that this position corresponds to some people's actual reactions to the Mere Addition 

Paradox and iterations of it. 
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11  Parfit questions whether one could deny that B is better than A+ without being an Elitist.  He writes, "can we 

honestly claim to believe that a change from A+ to B would not be a change for the better?  If we claim [this] ..., we 

would be saying that what matters most is the quality of life of the best-off people.  Call this the Elitist View.  On 

this view, what happens to the best-off people matters more than what happens to the worst-off people (Reasons 

and Persons, p. 427)."  Parfit's remarks, here, are perhaps misleading.   

 Consider two variations of A+ and B. 

 

B A+

CASE I

B A+

CASE II

 

 

Suppose that in Case I, even A+'s worse-off fare very well, while in Case II, the B group fares well, but A+'s worse-

off fare poorly.  Suppose further that the difference in quality of life between Case II's B group, Case I's B group, 

and A+'s better-off group in Cases I and II is due to the quality of artistic works in the different situations.  

Specifically, suppose that in Case II's B there are many fine artistic works, in Case I's B some very good works as 

well, and in A+, a few, rare, works of genuine genius, in addition to many others of lesser quality.  It is plausible to 

hold that insofar as one cares about perfectionism the loss of a few works of true genius would matter much more 

than the loss of many works that are merely very good.  So, regarding perfectionism, the difference between A+ and 

B in Case I might be much more significant than the difference between Case I's B and Case II's B.  

Correspondingly, regarding perfectionism, the difference between A+ and B in Case I might be quite significant, 

and almost as significant as the difference between A+ and B in Case II.  By the same token, since A+'s worse-off 

group fares much worse in Case II than Case I, both in absolute terms and relative to the better-off group, and since 

it is plausible to hold that inequality and maximin matter more at low levels than high levels (see the previous note), 

one might hold that, regarding equality and maximin, A+ is much worse than B in Case II, but not significantly 
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worse than B in Case I.  It follows that, all things considered, B might be better than A+ in Case II, but worse than 

A+ in Case I.  Specifically, in Case I, the significant loss regarding perfectionism in moving from A+ to B might 

outweigh the relatively slight gains regarding equality, maximin, and utility, but in Case II, the significant loss 

regarding perfectionism in moving from A+ to B might be outweighed by the significant gains regarding equality 

and maximin, together with the relatively slight gain regarding utility. 

 The preceding suggests that one needn't be an Elitist to deny that B is better than A+.  The key question is 

whether one believes the relation between B and A+ resembles Case I or Case II.  Parfit may have been implicitly 

assuming that in the Mere Addition Paradox the relation between B and A+ resembles Case II, and, as drawn 

(Reasons and Persons, p. 419), his B and A+ certainly look more like Case II than Case I.  Moreover, since the 

example is his, Parfit can hardly be faulted for making such an assumption, and given such an assumption it is not 

unreasonable to claim that only an Elitist would deny that B is better than A+.  Nevertheless, Parfit's presentation 

doesn't dictate such an assumption, hence there is nothing to preclude someone from assuming that in the relevant 

respects the relation between B and A+ resembles Case I more than Case II.  Correspondingly, some might claim 

that B is worse than A because they think that in this particular case a relatively significant loss regarding one ideal 

outweighs relatively minor gains regarding other ideals.  Clearly, such people need not be Elitists, indeed, they 

might vehemently deny that "what matters most is the quality of life of the best-off people," or that "what happens 

to the best-off people matters more than what happens to the worst-off people."  

12  Reasons and Persons, p. 425. 

13  In The Right and the Good (Clarendon Press, 1930).   

14  See my "Intransitivity and the Mere Addition Paradox," Philosophy and Public Affairs 16, no. 2, Spring, 1987, pp. 

138-187, and also my "Rethinking the Good, Moral Ideals and the Nature of Practical Reasoning," in Reading Parfit, ed. 

Dancy, Jonathan, pp. 290-344, Basil Blackwell, 1997. 

15  In correspondence and personal conversation.  Parfit attributes his making this mistake to me.  In early versions 

of his Mere Addition Paradox, Parfit claimed that the inequality in A+ made A+ in one way worse than A, because 

it involved inequality, but he insisted that A+ was not worse than A all things considered.  I pointed out that this 

view seemed incoherent if one thought, as Parfit then did, that merely adding an extra group of worse-off people to 

a large and very well-off population in no way made the outcome better.  I claimed that if adding the extra people 

was in one way worse, and in no way better, then we should conclude that A+ was worse than A, all things 
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considered, contrary to Parfit’s contention.  It was in response to this argument that Parfit made what he now 

regards as his “worst mistake” in philosophy, contending that inequality that results from mere addition is not bad at 

all, in comparison with the original situation, since being worse off than another group is not bad for that group 

when their lives are well worth living and the alternative is not one where they are better off, but one where they 

don’t exist!   

16  In my “Intransitivity” and “Rethinking the Good” articles.   

17  I defend this view in "Equality, Priority, and the Levelling Down Objection," in The Ideal of Equality, eds. 

Clayton, Matthew and Williams, Andrew, pp. 126-161, Macmillan and St. Martin's Press, 2000; in “Personal versus 

Impersonal Principles:  Reconsidering the Slogan,” Theoria 69, no.s 1-2, pp. 20-30, 2003; and in “Egalitarianism 

Defended,” Ethics 113, no. 4, 2003, pp. 764-782. 

18  John Broome has an alternative view of these matters.  He believes that comparative unfairness is bad for those 

who are worse off than others no more deserving than A.  Accordingly, he would contend that if A+ genuinely 

involves comparative unfairness, then A+s inequality is bad for A+’s worse-off members, even though they have 

lives worth living and wouldn’t exist in the alternative outcome, A.  See Broome’s Weighing Goods, Basil 

Blackwell, 1991 and also his Weighing Lives, Oxford University Press, 2004.  I respond to Broome’s view in my 

articles “Equality, Priority, and the Levelling Down Objection,” and "Weighing Goods:  Some Questions and 

Comments" (Philosophy and Public Affairs 23, no. 4, Fall, 1994, pp. 350-380).       
19  In reality, of course, we might never be able to assign a precise number that would meaningfully reflect exactly 

how good a situation is regarding f.  At best one could assign a rough range of numbers that would give us a partial, 

rather than complete, ordering of outcomes regarding f.  For simplicity our discussion ignores such complications.  

Though important in some contexts they do not affect our central claims.   

20  Arrow’s revolutionary Impossibility Theorem is presented in his book Social Choice and Individual Values (John 

Wiley and Sons, New York, 1951, revised edition, 1963).    

21  To avoid confusion, let me emphasize that this isn't Arrow's view.  Arrow believed that no meaningful ranking of 

an alternative was possible, except relative to, or in comparison with, other alternatives.  Specifically, he would 

have denied that a meaningful comparison between A and B could be achieved by combining evaluations of A and 

B that were arrived at independently of each other.  But Arrow also thought comparisons with other alternatives 

would be irrelevant to the comparison between A and B.  Hence, for Arrow, to know how A compared to B it was 
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sufficient to compare them directly.  My claim is that there is a version of the Independence of Irrelevant 

Alternatives Principle, different from Arrow's, that has great plausibility and is based on the Impersonal Internal 

Aspects View of moral ideals. 

22  This is a variation of a joke I first heard attributed to Sidney Morgenbesser; as I originally heard it, 

Morgenbesser’s version involved choosing between different sandwiches at a Deli. 

23  It does not follow that Parfit was mistaken in emphasizing the Mere Addition, since his original argument, in 

essence, challenges the Impersonal Internal Aspects View of moral ideals.  But if, on reflection, one accepts the 

Impersonal Internal Aspects View of moral ideals, as Parfit himself is now inclined to, one cannot be influenced by 

such information.  

24  I give a detailed argument in support of this claim in Part I of "Intransitivity and the Mere Addition Paradox." 

25  Recall, for the purposes of discussion, we are assuming a correlation between how well off and how free people 

are.  I am also assuming that we will judge how free an outcome is primarily on the basis of how much freedom the 

least free individuals have.  So, for example, we would not judge a slave-holding society as free, just because the 

slave-holders possessed and exercised an enormous degree of freedom.   On different assumptions about how to 

measure an outcome’s freedom, the argument in the text might have to be revised accordingly, but this section’s 

fundamental point would not be affected. 

26  Recall that someone who judges B better than A need not necessarily be committed to the Repugnant 

Conclusion.  As one moves from A toward Z conditions may sufficiently change so as to block iteration of one's 

judgments regarding A, A+, and B.  So, for example, it might be the case that all things considered B is better than 

A, and C is better than B, but G is not better than F.  See note 10.  

27  See note 25.  If one doesn’t think that on the Impersonal Internal Aspects View of moral ideals A+’s outcome 

would be worse than A’s regarding freedom, this paragraph would have to be amended accordingly.  But this could 

be done without affecting my central claims. 

28  This qualification is important.  Some people may only be committed to the Impersonal Internal Aspects View of 

moral ideals view insofar as that seems necessary to preserve the transitivity of "all-things-considered better than" 

and, as we will see later, there is a way of reconciling an essentially comparative view of moral principles with the 

transitivity of "all-things-considered better than."  But, as we will also see, the move in question involves significant 

costs of its own. 


