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Aggregation and Problems about Trade-offs* 
 

Practical decisions often involve issues of trade-offs.  Sometimes trade-offs involve 

different kinds of benefits, burdens, or competing ideals.  Thus, we must often decide 

how much increases in certain benefits, burdens, or ideals would offset decreases in other 

benefits, burdens, or ideals.   Sometimes trade-offs concern quality versus number, or 

duration versus number.  Thus, we might have to decide whether a fewer number of 

benefits of higher quality or longer duration offset a larger number of benefits of lesser 

quality or shorter duration.  Moreover, questions about trade-offs can arise for single 

individuals, within lives, or for groups of individuals, between lives.  Often, our most 

perplexing practical decisions revolve around the difficulties we face in resolving trade-

off issues. 

I shall not directly enter the familiar debates concerning trade-offs between 

different kinds of benefits, burdens, or ideals.  So, for example, I shall not consider to 

what extent one should be willing to trade off between happiness, virtue, equality, utility, 

freedom, security, justice, or perfection.  These are important questions, but they have 

long been staples of moral theory, and of social and political philosophy.  Instead, I shall 

focus on other questions about trade-offs.   

In this chapter, I begin by presenting a general schema of aggregation.  I then 

present several standard views about trade-offs between quality and number, focusing on 

cases where the trade-offs involve different individuals.  My aim, here, is neither to 

attack nor defend these views.  Instead, I want to articulate them, and then raise questions 

about their consistency and implications.  In appendix A, I note that similar views and 



questions may hold regarding trade-offs between duration and number.  As we will see, 

the views and questions I discuss raise deep issues for both theory and practice.  These 

issues will occupy us for much of the book.  

Usually, people speak of trade-offs between quality and quantity, rather than 

quality and number.  But as I discuss in appendix B, this may be misleading.  Though it 

may sound a bit odd, in some normative contexts quantity includes quality as one of its 

components.  Thus, it is more perspicuous to frame my discussion in terms of trade-offs 

between quality and number, rather than quality and quantity.   

Although this is mainly a book of moral and practical theory, it will help to put 

my claims in concrete terms.  Correspondingly, I shall focus my discussion of 

aggregation and trade-offs in terms of health care, together with a few non-health-related 

examples.  However, I trust it will be evident that the issues I am raising are both general 

and deep, and extend well beyond the realm of health care and my other limited 

examples.   

 

2.1  Aggregation:  A General Schema 

 Aggregation is the process or method of combining different parts into a whole.  

In ethics, there are principles of aggregation for assessing individual lives.  Basically, 

these tell us how the different elements or components of individual lives combine to 

affect the goodness, comparative quality, or desirability of those lives.  Likewise, there 

are principles of aggregation for assessing outcomes.  Basically, these tell us how the 

different elements or components of outcomes combine to affect the goodness, 

comparative quality, or desirability of those outcomes.   
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 It is often assumed that the relevant components to be combined in assessing the 

goodness or desirability of outcomes are the individual lives of sentient beings, or 

perhaps the goodness or desirability of the individual sentient lives within those 

outcomes.  But more inclusive conceptions of relevant components are possible.  For 

example, some people might believe that the continued existence of certain nations, 

groups, customs, or cultures contributes to the goodness of the outcomes of which they 

are a part, over and above the impact which their continued existence has on the 

individual sentient lives in those outcomes.  Similarly, some people believe that the 

existence of natural wonders, like the Grand Canyon, Mount Everest, or Victoria Falls, or 

of unspoiled wilderness or jungles, or of different species of flora and fauna, contributes 

to the value of the earth over and above the impact which their existence has on the lives 

of sentient beings.  Likewise, some perfectionists believe that there is value in the 

existence of great works of art, music, poetry, or architecture, beyond the extent to which 

such works affect the lives of sentient individuals.  For now, I take no stand on what 

kinds of factors might be relevant to the goodness of outcomes, or how they might 

contribute to such goodness.  But a principle of aggregation for assessing outcomes must 

give due weight to each of the factors that the full theory of the good deems relevant to 

the goodness of outcomes; combining them in whatever way is ultimately dictated by the 

full theory of the good.   

In philosophy, aggregation is often associated with simple summing.  This is 

partly the legacy of classical utilitarianism, which is often associated with an aggregative 

approach to ethics for assessing both individual lives and outcomes.  As classical 

utilitarianism is frequently interpreted, the goodness or desirability of a person’s life is 
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just the sum total—that is, a simple additive function—of the positive and negative 

experiences, or utility, contained within that life.  Likewise, the goodness or desirability 

of an outcome is just the sum total—that is a simple additive function—of the positive 

and negative experiences, or utility, contained in each sentient life within that outcome. 

Although aggregation is often associated with simple summing, additive 

aggregation is but one of many ways of combining the different elements relevant to the 

goodness of lives or outcomes, to generate an assessment of the comparative desirability 

of those lives or outcomes.  Indeed, as I shall use the notion, a principle of aggregation 

will be any function from the relevant elements—whatever those turn out to be—to the 

assessment of the goodness or comparative desirability of the item being assessed, say, 

lives or outcomes.  So, for example, one might have principles of aggregation that 

focused on averages, like average utilitarianism, or on weighted totals, like 

prioritarianism,1 or on the highest or best achievements, like some forms of 

perfectionism, or on the levels of the worst off, like maximin.  Thus, as I use the notion, a 

principle of aggregation may accommodate distributive considerations in assessing 

individual lives or outcomes.  How much good obtains in lives or outcomes may or may 

not matter as much as how that good is distributed within lives or outcomes.     

 

2.2  Some Standard Views Regarding Trade-offs between Quality and Number 

Most believe: 

(N)  Other things equal, numbers matter. 
 

And 
 
(NM)  Other things equal, it is better if a smaller, rather than a larger, number of 
people suffer from any given illness. 
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NM is an application of N to the medical context; the context I shall primarily use 

to illuminate issues about trade-offs.  Examples of NM:  other things equal, it would be 

better if there were 5000 cases of AIDS rather than 10,000; 1,000,000 cases of 

dehydration rather than 10,000,000; 90 broken arms rather than 100; 80,000 cases of 

measles rather than 100,000; and 15 cases of acne rather than 25.  Note, I have varied 

both the numbers and the severity of the illnesses to illustrate the robustness of the 

position in question.  The view that other things equal numbers matter applies across the 

full range of medical conditions.   

The “other things equal” clause is important.  25 cases of mild acne, or 

10,000,000 cases of slight dehydration might, of course, be better than 10 cases of severe 

acne, or 1,000,000 cases of severe dehydration, respectively.  Likewise, perhaps 10,000 

cases of AIDS in an elderly group that would soon die anyway, would be better than 

5000 cases of AIDS in a group of young mothers with dependent small children.  

Similarly, context matters.  So, 80,000 cases of childhood measles might ravage a poor 

rural society whose total childhood population is 100,000; whereas 100,000 cases of 

childhood measles might have little impact on a wealthy developed society whose 

childhood population was 100,000,000.   But, assuming other things are equal, the 

preceding examples seem right, illustrating the plausibility of NM, and N more generally. 

As emphasized in chapter one, in this work the claim that “other things equal, it 

would be better if there were 5000 AIDS cases rather than 10,000” is to be understood, in 

the first instance, as a claim about the relative merits of the two outcomes from an 

impersonal perspective.  On some accounts, the impersonal perspective corresponds to 

the perspective of an “ideal observer” or “rational impartial spectator” who does not 
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himself have any deontological or agent-relative reasons to favor one outcome over 

another.  Such a claim expresses an evaluative judgment about what we think ought to be 

the case, or what would be most desirable, from a certain perspective, rather than a 

narrowly moral judgment about what we ought to do.  This last point is worth 

emphasizing.  The claim that other things equal, 5000 AIDS cases is better than 10,000, 

reflects the judgment that from a certain impartial perspective there would be most reason 

to prefer the former outcome to obtain rather than the latter and, analogously, greater 

reason, from that perspective, to regret an outcome where there are 10,000 AIDS cases 

than to regret an outcome where there are only 5000 AIDS cases, other things equal.   

But, importantly, such a claim is not about what we ought to do, all things considered; 

nor does it entail that it is always obligatory, or even always permissible, to produce an 

outcome involving 5000 AIDS cases, rather than one involving 10,000 AIDS cases.  Such 

implications would follow on certain consequentialist moral theories, but I am not taking 

a stand on the truth of such theories here.    

Not everyone believes that numbers matter in the moral realm.2  Indeed, the 

philosophical literature is replete with bold claims, ingenious examples, and clever 

arguments purporting to show that numbers don’t matter.  However, I find the relevant 

examples and arguments woefully inadequate to undermine the overwhelming 

plausibility of N, the view that numbers matter.  And I am hardly alone.  As controversial 

as the topic of trade-offs is, I venture that no administrator in a major national or 

international health organization denies NM.  More generally, most reject the view that 

numbers don’t matter, and they are surely right (so I assert without argument) to do so.3   
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The "other things equal" clause renders N exceedingly weak.  Stronger positions 

can be reached by relaxing the clause.  Thus, one might hold that if other things are 

virtually equal, or nearly equal, or fairly equal, or even sufficiently equal, numbers 

matter.  So, for example, in the medical context, one might hold that as long as the 

difference in severity of two illnesses is not too great, it would be better if a smaller 

number of people suffered from the severer illness, than if a sufficiently larger number of 

people suffered from the less severe illness. 

Many regard qualifiers like “too” and “sufficiently” as “weasel” words.  

Correspondingly, they regard their presence in the preceding formulation with suspicion, 

rendering the content of the claim vague or indeterminate.  But this is a case where the 

qualifiers simply render the claim as weak as one likes—and hence more defensible.4  

So, while there may be disputes as to whether the preceding formulation actually applies

in any particular case, we don’t have to settle those disputes to recognize the 

overwhelming plausibility of the view it expresses.  Indeed, I believe that in principle 

virtually everyone would accept, at least initially, the

 

 foregoing view.   

Consider, for example, the following possibilities.  It might be widely agreed that 

for certain types of cases, pancreatic cancer is worse than aids, psychosis worse than 

manic-depression, stroke worse than heart attack, broken arm worse than broken leg, 

mumps worse than measles, and warts worse than acne.  Even so, it might be 

acknowledged that for each pair of alternatives the difference in severity of the illnesses 

is "sufficiently" small that it would be better if a smaller number of people had the 

severer illness, than if a "sufficiently" larger number of people had the less severe illness.  

Thus, it might be claimed that, other things equal, it would be better for there to be 1000 
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cases of pancreatic cancer, than 5000 AIDS cases, 10 cases of psychosis rather than 30 

cases of manic depression, 25,000 strokes rather than 50,000 heart attacks, 60 broken 

arms rather than 100 broken legs, 100,000 cases of mumps rather than 500,000 cases of 

measles, and 7,000 cases of warts rather than 20,000 cases of acne.   

Of course, the actual illnesses and numbers I've used here are merely for 

illustrative purposes.  People will make different judgments regarding the relative 

severity of each illness, and correspondingly people will make different judgments about 

how many of the lesser illnesses would have to obtain before that would be worse than a 

given number of instances of the greater illness.  Nevertheless, I submit that there would 

be widespread agreement regarding the general view.  Where differences in severity of 

illnesses are not "too" great, numbers matter, and once again this view applies across the 

full range of medical conditions.   

We can name and state the general view I have been describing as follows: 
 
(FSV)  The First Standard View—Trade-offs between Quality and Number Are 
Sometimes Desirable:  in general, an outcome where a larger number of people 
have a lower quality benefit, is better than an outcome where a smaller number of 
people have a higher quality benefit, if the number receiving the lower quality 
benefit is “sufficiently” greater than the number receiving the higher quality 
benefit, and if the differences in the initial situations of the people benefited and 
the degrees to which they are benefited are not “too” great.  

 
In the Medical context, the First Standard View holds that: 

 
(FSVM)  In general, an outcome where a smaller number of people suffer a 
severer illness is better than an outcome where a larger number of similarly 
situated people suffer a less severe illness, if the number of similarly situated 
people suffering the less severe illness is “sufficiently” greater than the number of 
people suffering the severer illness, and if the differences in severity of the 
illnesses are not “too” great.  
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In FSV and FSVM, and in what follows, the assumptions that “differences in the initial 

situations … are not ‘too’ great,” or that people are “similarly situated,” serve as 

“everything else is roughly equal” clauses.  Thus, we don’t assume that some people are 

saints, and others sinners, or that if some people were benefited they would significantly 

improve society, while if others were benefited they would have no effect, or an adverse 

effect, on society, or that some are much better off than the others in other respects than 

the benefits or illnesses we are considering.  So, for our purposes, the only salient 

differences to consider are the number of people affected, and the varying degrees to 

which they would be affected by benefits or illnesses.  So understood, few reject the First 

Standard View.  Still, it will be useful to name and state the opposing view.  I do so as 

follows: 

(NTOV)  The No Trade-off View—No Trade-offs between Quality and Number 
Are Desirable:  an outcome where a larger number of people have a lower quality 
benefit is not better than an outcome where a smaller number of similarly situated 
people have a higher quality benefit, even if the number of people receiving 
benefits in the former outcome is “much” greater than the number of people 
receiving benefits in the latter outcome, and even if the differences in the degrees 
to which the similarly situated people in the different outcomes are benefited are 
“very” small.    

 

In the medical context, the No Trade-off View holds that: 

(NTOVM)  An outcome where a smaller number of people suffer a severer illness 
is not better than an outcome where a larger number of similarly situated people 
suffer a less severe illness, even if the number of people suffering the less severe 
illness is “much” greater, and even if the differences in severity of the illnesses 
suffered in the two outcomes are “very” small.  
 
The No Trade-off View may have philosophical supporters attracted to it on some 

pure theoretical grounds.  But if it does, it doesn’t have many.  It is an extreme view that 

should be rejected.   
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Some advocates of Rawls’s maximin principle5 may initially dispute my claim 

regarding the implausibility of the No Trade-off View.  After all, those who believe in 

giving lexical priority to the worst-off are committed to giving even very small benefits 

to the worst-off rather than very large benefits to the better off; so, too, they may be 

committed to aiding even a few members of the worst-off group rather than any number 

of members of the better-off group.  Two points might be made about this.  First, Rawls 

has given us a principle of justice, and justice is only one component relevant to the 

assessment of the goodness of outcomes.  Thus, the First Standard View may be plausible 

regarding the overall ranking of the goodness of outcomes, even if considerations of 

justice would sometimes dictate that we ought not to act so as to produce the better 

outcome.  Second, and perhaps more importantly, Rawls’s maximin principle is perhaps 

weakest precisely in its insistence on giving lexical priority to the worst-off even in cases 

where the differences between the worst-off and others better off are small.  But these are 

exactly the kinds of cases where the First Standard View applies.  In such cases, where 

the differences in people’s initial situations are small, it seems that the plausibility of 

giving lexical priority to the members of the worst-off group can only be maintained by 

insisting that either all of the people concerned are members of the worst-off group, or 

none of them are.  And, of course, on either move there would be no reason for 

proponents of maximin to oppose the First Standard View.  Thus, I continue to hold—

though I haven’t actually argued for it—that the No Trade-off View is an extreme view 

that should be rejected, and that principles like maximin only seem plausible insofar as 

they can accommodate the First Standard View. 

 10  



In addition to the view that Trade-offs between Quality and Number are 

Sometimes Desirable, most people accept the following:  

(SSV)  The Second Standard View—Trade-offs between Quality and Number Are 
Sometimes Undesirable Even When Vast Numbers Are at Stake:  if the quality of 
one kind of benefit is “sufficiently” low, and the quality of another kind of benefit 
is “sufficiently” high, then an outcome in which a relatively small number of 
people received the higher quality benefit would be better than one in which 
virtually any number of (otherwise) similarly situated people received the lower 
quality benefit.   
 

In the medical context the Second Standard View holds that: 
 
(SSVM)  If one kind of illness is “sufficiently” mild, and another kind is 
“sufficiently” severe, then an outcome where a relatively small number of people 
suffered the severer illness would be worse than an outcome where virtually any 
number of (otherwise) similarly situated people suffered the less severe illness.   
 
SSV and SSVM could be fleshed out more.  As stated, they leave open whether 

the “sufficiently” small/large benefit or mild/severe illness has to be actually small/large 

or mild/severe, measured in some absolute way, or only small/large or mild/severe 

relative to the overall condition of the agent, or to the larger/smaller or severer/less severe 

benefit.  Similarly, as stated SSV and SSVM leave open whether the difference between 

the smaller and larger benefit, or milder and severer illness, has to be large, and if so, 

whether it has to be actually large, measured in some absolute terms, or only relatively 

large, measured as a function of the conditions of the agents, or the benefits or illnesses 

themselves.   

Eventually, it would be useful and interesting to work out all the details 

determining when SSV and SSVM hold.  But I shall not do that here.  For now, it is 

sufficient to see that there are cases where SSV and SSVM seem deeply plausible, as this 

is all I need for my current argument.   And indeed, examples where such principles seem 

plausible abound.  Thus, virtually all agree that, other things equal, it would be worse if 
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fifty people suffered from aids, quadriplegia, severe psychosis, or being deaf, dumb and 

blind, than if virtually any number of people suffered from a minor nosebleed, a slight 

cold, a sprained finger, or a short mild headache.   

It isn't that nosebleeds, colds, sprains, and headaches don't matter.  They do.  They 

are conditions of ill health, albeit mild ones, and other things equal they make a claim on 

our sympathy and resources, although not a particularly strong one.  But we don't think 

that the claims of those suffering from such minor afflictions add up in the way they 

would need to to outweigh the overwhelmingly powerful claims of those suffering from 

aids, paraplegia, dementia, or being deaf, dumb, and blind.   

As before, though most people accept the Second Standard View, it will be useful 

to name and state the opposing view.   

(AAP)  The Additive Aggregationist's Position—Trade-offs of Number for 
Quality Are Always, in Principle, Desirable:  no matter how low the quality of 
one kind benefit (as long as it is positive), and no matter how high the quality of 
another kind of benefit (as long as it is finite), an outcome with a “sufficiently” 
large number of people receiving the low quality benefits will be better than an 
outcome with a smaller number of (otherwise) similarly situated people receiving 
the high quality benefits. 

 
In the medical context the Additive Aggregationist’s Position holds that: 

 
(AAPM)  Differences in the quality of health benefits or burdens can always, in 
principle, be outweighed by sufficiently large differences in the number of people 
having the health benefits or burdens.  Thus, for example, no matter how severe 
one illness might be, and how minor a second, an outcome where a small number 
of people suffered the severer illness would be better than one where a 
"sufficiently" large number of (otherwise) similarly situated people suffered from 
the minor illness.6  
 
Unlike the No Trade-off View, it would be misleading to call the Additive 

Aggregationist’s Position “extreme.”  Indeed, it would be accepted by many enamored of 

expected utility theory, including some total utilitarians, game theorists, decision 
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theorists, and economists.  Nevertheless, I think most accept the Second Standard View 

and reject the Additive Aggregationist’s Position.  Moreover, there are powerful reasons 

to do so.  Let us briefly consider some of those reasons. 

 

2.3  The Problem of Additive Aggregation 

The Second Standard View—that Trade-offs between Quality and Number Are 

Sometimes Undesirable Even When Vast Numbers Are at Stake—reflects a powerful 

anti-additive aggregationist position that philosophers have widely discussed as an 

objection to total utilitarianism.  It can be referred to as the problem of additive 

aggregation.  Let me note two examples opposing additive aggregation. 

The first is Derek Parfit's Repugnant Conclusion:  "For any possible population of 

at least ten billion people, all with a very high quality of life, there must be some much 

larger imaginable population whose existence, if other things are equal, would be better, 

even though its members have lives that are barely worth living."7   

The second is what I call the "lollipops for life" case.  Suppose there were two 

alternative universes.  In one, countless people would each receive many licks of 

different lollipops over the course of their lives.  Unfortunately, there would also be one 

innocent person who suffered unbearable agony for fifty years, before eventually dying a 

slow, lonely, torturous death.  In the second universe, each of the countless people would 

receive one less lick of a lollipop over the course of their lives, but the innocent person 

would be spared the agony and instead live a full, rich, life.  Which universe would be 

better? 
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 Most people firmly believe that the Repugnant Conclusion is, indeed, repugnant.  

They believe that an outcome, A, of at least ten billion people, all with a very high quality 

of life, would be better than an outcome, Z, with a large population all of whom have 

lives that are barely worth living, no matter how many people live in Z.  Similarly, most 

firmly believe that no matter how many people would get the one extra lollipop lick, the 

universe without the extra licks would be better than the universe with it, if the latter, but 

not the former, involved an innocent person suffering fifty years of unbearable agony 

followed by a slow, lonely, torturous death.   

 Notoriously, total utilitarians reject these claims.  However counterintuitive it may 

seem, they are committed to the simple additive aggregationist view that if only there are 

enough people in Z, Z would be better than A, and if only enough people get an extra 

lick, the universe with the extra lollipop licks would be better than the one without them. 

 Should we regard such examples as serious objections to total utilitarianism?  

Total utilitarians, of course, think not.  They deny that the so-called "problem of additive 

aggregation" is in fact a problem.  Insisting that more of the good is better than less of the 

good, they offer a number of sophisticated explanations for why we have the intuitions 

we do about such cases, arguing, in essence, that our intuitions were not developed to 

adequately respond to such wild science-fiction type cases involving unimaginably large 

numbers of relatively small amounts.  Correspondingly, they contend that we don't 

intuitively grasp how much total good is dispersed among Z's innumerable masses, or 

how much total pleasure would be enjoyed by countless people each getting one extra 

lick of a lollipop.   
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 For the total utilitarian, then, no matter how small the amount of good may be in a 

life that is barely worth living, or how small the amount of pleasure may be from one lick 

of a lollipop, if only there are enough such lives, or licks, eventually the total amount of 

good or pleasure will outweigh, and then be better than, any finite amount of good or pain 

that might be balanced off against it.  Here, our understanding supposedly leads us to 

recognize truths that our imagination fails to appreciate; both the Repugnant Conclusion 

and the "lollipops for life" example can be rejected as objections to utilitarianism. 

 The utilitarian's position is coherent and admirably consistent.  But it reminds one 

of Emerson's contention that "a foolish consistency is the hobgoblin of little minds, 

adored by little statesmen and philosophers and divines.”8  Few people are willing to 

"bite the bullet" and accept the total utilitarian's response for the Repugnant Conclusion 

and the "lollipops for life" examples.  I believe they are right not to do so.   

 Before going on, it is worth noting that views similar to the anti-additive 

aggregationist position are, albeit for different reasons, endorsed by philosophers 

representing a wide-range of philosophical positions.   

For example, Jim Griffin, a sophisticated consequentialist, claims that there are 

incommensurabilities of the form:  enough of A outranks any amount of B.  According to 

Griffin, such incommensurabilities reflect discontinuity between values, which involves 

"the suspension of addition; ... we have a positive value that, no matter how often a 

certain amount is added to itself, cannot become greater than another positive value, and 

cannot, not because with piling up we get diminishing value or even disvalue ... but 

because they are the sort of value that, even remaining constant, cannot add up to some 

other value (p. 85)."9    
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To exemplify his view, Griffin imagines a spectrum of art ranging from the very 

best Rembrandts, Vermeers, and de Hoochs all the way (down!) to contemporary kitsch.  

Griffin suggests that though the "kicks" of kitsch are real, they are different from the 

genuine appreciation of beauty; so much so that, other things equal, it would be rationally 

defensible to prefer fifty years appreciating the beauty of Rembrandt, Vermeer, and de 

Hooch to any number of years of enjoying the kicks of kitsch.10  

Likewise, Frances Kamm, a distinguished deontologist, challenges the additive 

aggregationist view.  So, for example, she writes that "There are no number of headaches 

such that we should prevent them rather than certainly save a few lives."11   

Similarly, Thomas Scanlon, a prominent contractualist, argues at length against 

the aggregationist model.  In support of his contention, he offers the following example.  

"Suppose that Jones has suffered an accident in the transmitter room of a television 

station.  Electrical equipment has fallen on his arm, and we cannot rescue him without 

turning off the transmitter for fifteen minutes.  A World Cup match is in progress, 

watched by many people, and it will not be over for an hour.  Jones's injury will not get 

any worse if we wait, but his hand has been mashed and he is receiving extremely painful 

electrical shocks.  Should we rescue him now or wait until the match is over?  Does the 

right thing to do depend on how many people are watching—whether it is one million or 

five million or a hundred million?  It seems to me that we should not wait, no matter how 

many viewers there are…."12 

Now strictly speaking, Griffin, Kamm, and Scanlon are not addressing the 

question of goodness or desirability of different outcomes with which I have been 

concerned.  Griffin talks about what would be “rationally defensible to prefer,” Kamm 
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about what we “should” or “shouldn’t” do, and Scanlon about what it would be “right” to 

do.  Nevertheless, I think the spirit of their remarks offer support for the anti-additive 

aggregationist position.  Specifically, while Griffin, Kamm, and Scanlon hold three very 

distinct moral views, each can be seen as offering considerations that call into question 

The Additive Aggregationist's Position—that Trade-offs of Number for Quality Are 

Always in Principle Desirable.  I believe, then, that with a relatively small and natural 

extension of their claims, Griffin, Kamm, and Scanlon can each be counted as allies in 

the anti-additive aggregationist camp.  Each offers considerations that might lead one to 

accept The Second Standard View, that Trade-offs between Quality and Number Are 

Sometimes Undesirable Even When Vast Numbers Are at Stake. 

Suffice it to say, I think Griffin, Kamm, and Scanlon are right, insofar as they 

implicitly challenge the additive aggregationist’s position.  Likewise, I find it 

compellingly plausible that we should not trade off lollipop licks for lives, and should 

agree, with Parfit, that the Repugnant Conclusion is genuinely repugnant.  I conclude that 

there are, indeed, powerful reasons to reject the Additive Aggregationist’s Position, and 

to accept the Second Standard View. 

 

2.4  A Worry about Consistency 

 I have presented various views that people hold, and suggested that there are 

powerful reasons to hold them.  Let me next suggest that together these views raise deep 

worries about consistency. 

 In chapter one, I noted that most people accept the transitivity of the “better than” 

relation.  That is, most believe that if A is better than B, and B better than C, then A is 
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better than C.  Applied to the assessment of outcomes, the transitivity of “better than” 

entails that if, all things considered, A is a better outcome than B, and B is a better 

outcome than C, then, all things considered, A is a better outcome than C.  As I have 

described these notions, this means that if, from a certain impartial perspective, there is 

most reason to prefer A to B, and most reason to prefer B to C, then from that impartial 

perspective there is most reason to prefer A to C.  However, the Standard Views 

discussed in section 2.2 are inconsistent with the transitivity of “better than.”  At least, 

this is so given one further very plausible assumption that I shall soon make explicit.  As 

the book unfolds, we will see that the inconsistency in question raises major questions 

about our understanding of practical reasoning, and the nature of the good. 

  First, the plausible assumption that underlies the purported inconsistency.  The 

assumption is just that there is, or at least could be, a spectrum of benefits, ranging from 

the very great to the very minor, such that one could make a series of pair wise 

comparisons of benefits across the spectrum, where the First Standard View would apply 

to all pair wise comparisons involving benefits that were "near" each other on the 

spectrum, while the Second Standard View would apply to all pair wise comparisons of 

benefits at opposite ends of the spectrum.  Applied to the medical context, the assumption 

holds that there is, or at least could be, a spectrum of illnesses ranging from the very 

serious to the very mild, such that one could make a series of pair wise comparisons of 

illnesses across the spectrum, where the FSVM would apply to all pair wise comparisons 

involving illnesses that were "near" each other on the spectrum, while the SSVM would 

apply to all pair wise comparisons of illnesses at opposite ends of the spectrum.   
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So, for example, one might set a scale ranging from 1—the least severe illness—

to 20—the most severe illness—such that each illness would be given a number and 

placed on the scale according to its degree of severity, and for differences in severity of, 

say, 3 or less, the First Standard View would apply, while for differences of severity of, 

say, 15 or greater, the Second Standard View would apply.  Intuitively, then, the idea 

would be that it would be better if a smaller number of people suffered from illnesses of 

severity 4, 13, or 20, than if a "sufficiently" larger number of people suffered from 

illnesses of severity 1, 10, or 17, respectively.  However, it would be better if virtually 

any number of people suffered from illnesses whose severity was less than 3, than if 

some number of people suffered from illnesses of severity 18.13   

Here, as elsewhere, the particular scale and numbers I've chosen are arbitrary and 

merely for illustrative purposes.  But they help show the tension between the Standard 

Views I've discussed about the desirability and undesirability of different trade-offs 

between quality and number and the transitivity of “better than.”  Let A be an outcome 

where some number of people suffer from a disease of severity 18, and B, C, D, E, F, and 

G be outcomes where "sufficiently" increasing larger numbers of people suffer from 

diseases of severities 15, 12, 9, 6, and 3, respectively.  

On the First Standard View, A would be better than B, B better than C, C better 

than D, D better than E, E better than F, and F better than G.  If “better than” were a 

transitive relation, this would entail that A, an outcome where some number of people 

suffer from a disease of severity 18 would be better than G, an outcome where a very 

large number of people suffer from a disease of severity 3.  But, by hypothesis, on the 

Second Standard View A is not better than G.  Thus, it appears one must reject the First 
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Standard View, the Second Standard View, or the transitivity of “better than.”  

Alternatively, one must contend that there couldn't be a set of diseases that stand together 

in the relations that A, B, C, D, E, F, and G are purported to; namely, that the First 

Standard View would plausibly apply to the pair wise comparisons between A and B, B 

and C, C and D, D and E, E and F, and F and G, but the Second Standard View would 

plausibly apply to the pair wise comparison between A and G.  I believe that the latter 

claim will be extremely difficult to defend, but that giving up any of the other three views 

will require major revision in our practical and theoretical thinking.   

This discussion has been abstract.  Let us consider some simple examples.  

Consider first a range of depressions from which one might suffer for the duration of 

one's life, ranging from A to H as described below. 

A, being very seriously depressed (on average) 6 days a week 
B, being quite seriously depressed 5 days a week 
C, being seriously depressed 4 days a week 
D, being fairly seriously depressed 3 days a week 
E, being pretty depressed 2 days a week 
F, being depressed 1 day a week 
G, being awfully down in the dumps once every two weeks 
H, being pretty down once a month   
 
These descriptions are admittedly simplified, but they describe a spectrum of 

depressions such that many would agree about the desirability of trade-offs between 

quality and number for cases "near" each other on the spectrum, but reject such trade-offs 

for cases at the opposite ends of the spectrum.   

For example, I believe the following might be true.  It might be better if 10 people 

suffered from A, than if 50 people suffered from B.  Although everyone would agree that 

it was worse to be very seriously depressed 6 days a week for the duration of one's life, 

than to be quite seriously depressed 5 days a week for the duration of one's life, from a 
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certain impartial perspective there would be most reason to prefer the outcome in which 

“only” ten people suffered the former illness to the outcome in which 50 people suffered 

the latter illness; an illness which though less bad than the former illness, was certainly of 

a similar order of magnitude in terms of the suffering and negative impact that it would 

have on its victims.  Similarly, it might be better if 50 people suffered from B, than if 200 

suffered from C; if 200 suffered from C than if 800 suffered from D; if 800 suffered from 

D than if 2000 suffered from E; if 2000 suffered from E than if 6000 suffered from F; if 

6,000 suffered from F than if 20,000 suffered from G; and if 20,000 suffered from G than 

if 100,000 suffered from H.  In each of the pair wise comparisons, the second illness is 

less severe than the first, but they are "close enough" in severity, that the much greater 

number of affected people seemingly licenses the trade-off in question.  That is, these are 

the kinds of cases where trade-offs between quality and number seem desirable, in 

accordance with the First Standard View.   

If “better than” is transitive, the preceding entails that it might be better if 10 

people suffered from A, than if 100,000 people suffered from H.  But this is a position 

many would reject.  The gap in severity between A and H is so large, that the Second 

Standard View seemingly applies.  Correspondingly, most would think it better if 

100,000 people—or for that matter 1,000,000, or 10,000,000, or even 100,000,000— 

were “pretty down” once a month for the duration of their lives, than if 10 people were 

seriously depressed six days a week for the duration of their lives. 

Notice, one might balk at my vague descriptions of the different illnesses, and 

hence be uncertain as to whether one should agree about the desirability of the different 

trade-offs given the particular numbers I've chosen.  But I don't think this substantially 
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affects my point.  Suppose, for example, one thinks that the gap between being very 

seriously depressed 6 days a week and being quite seriously depressed 5 days a week is 

larger than I realize, so that in fact it would be better if even 50 people suffered the latter 

than if 10 people suffered the former.  So make it 100 people, or 200 people!  Is it really 

plausible to think that it wouldn't be better if only 10 people suffered the severer 

depression than if 100 or 200 suffered the lesser, but still quite serious, depression?  I 

think not.  Alternatively, one could always insert an intermediate illness between the two 

described, and then rerun the argument with an extra step.  In either case the total 

numbers of people involved in the various trade-offs would become larger, but this 

wouldn’t change people's convictions about the relevance of the First Standard View for 

comparing "near" alternatives on the spectrum, and the relevance of the Second Standard 

View for comparing alternatives at the opposite ends of the spectrum.  The fundamental 

tension remains between the First Standard View, the Second Standard View, and the 

transitivity of “better than.” 

Before going on, let me add the following.  Some people distinguish between the 

direct impact an illness has on one’s life, and its indirect impact.  So, for example, it 

might be argued that what makes constant serious depression so bad is not merely the 

direct impact it has on one’s physical and psychological wellbeing—lost weight, 

listlessness, feelings of hopelessness, and so on—but the indirect impact—making it 

difficult to keep a job, engage in enjoyable activities, or maintain significant personal 

relationships.  In my examples, I am assuming that both the direct and indirect impact on 

the affected individuals is relevant to our assessment of the outcomes.  So, in essence, my 

claim is that there is, or could be, a spectrum of illnesses, such that when one took 
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account of both the direct and indirect impact of each illness on its victim, the First 

Standard View seems plausible for comparing outcomes involving illnesses that are 

“near” each other on the spectrum, and the Second Standard View seems plausible for 

comparing outcomes involving illnesses that are at opposite ends of the spectrum.  

 Importantly, however, my “other things equal clause” is intended to rule out any 

direct or indirect effects that an individual’s benefits or burdens have on third parties.  So, 

for example, I don’t deny that there may be real-world statistical truths of the following 

sort:  in an outcome where 100,000,000 people were down in the dumps once a month, 

over time, there might be more car accidents than otherwise, leading to the ruin of 20 

lives.  Given such a truth, one might be tempted to judge that an outcome where 10 

people suffered constant severe depression would be better than one where 100,000,000 

were down in the dumps occasionally, because what one would really be judging, 

implicitly, is that an outcome where 10 people suffered constant severe depression would 

be better than one where 100,000,000 were down in the dumps occasionally and 20 

people had ruined lives.  I might accept that judgment; but I am interested in a different 

comparison.  I am exploring counterfactual comparisons of the following sort:  taking 

account of both the direct and indirect ways in which each person would herself be 

affected by her illness, how would an outcome where 10 people suffered constant severe 

depression compare to one where 100,000,000 people were down in the dumps 

occasionally, and there were no other relevant differences between the outcomes?   It is 

such “pure” cases that my “other things equal” clause is partly intended to pick out, and it 

is crucial to bear this in mind, if my examples are to serve their purpose.  
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Let me next briefly present a second, analogous, example.  Consider the following 

alternatives. 

A, 10 people go through life without two arms and a leg 
B, 50 people go through life without one arm, a leg, and a hand 
C, 200 people go through life without an arm and a leg 
D, 800 people go through life without an arm and a foot 
E, 2000 people go through life without an arm 
F, 6000 people go through life without a hand 
G, 20,000 people go through life without three fingers 
H, 100,000 people go through life without a finger 
I,  200,000 people go through life without a fingertip  
 
As described, I think most would agree that for "near" members of the above 

handicap spectrum (A and B, B and C, C and D, etc.) the First Standard View would 

apply, so that trade-offs between quality and number would be appropriate.  So, while 

there might be some disagreements about the exact numbers that would be necessary to 

license any particular trade-offs, in principle one might agree that A is better than B, B is 

better than C, C is better than D, and so on.  If “better than” is transitive, this entails that 

A is better than I.  But most would reject this.  Appealing to the Second Standard View, 

many would claim that the difference in severity between A and I's handicaps is so great, 

that for such outcomes trade-offs between quality and number is undesirable.  They 

would contend that it would be worse if 10 people went through life without two arms 

and a leg, than if 200,000—or for that matter, 2,000,000 or 200,000,000—people went 

through life without a fingertip.  (Note, here, as throughout, there is an implicit “all things 

considered” clause; so, for example we are not to assume that with so many missing 

fingertips there would be more accidents, and hence more ruined lives for that reason.)  

As before, there is a deep tension between the First Standard View, the Second Standard 

View, and the transitivity of “better than.” 
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To focus our thinking, the preceding examples have involved trade-offs between 

similar kinds of illnesses or disabilities; depression in the one case, and physical 

handicaps in the other.  But I hope it is clear that the same problem will arise when 

confronting trade-offs between different kinds of illnesses or disabilities.  The point is 

that illnesses can range in severity from the very bad to the relatively mild.  Any illness 

might be put on a spectrum of the sort I've been discussing, and we will have to choose 

which of the many illnesses to address with our limited resources.  Sometimes our 

choices might be determined by deontological or agent-relative considerations.  But 

often, especially at government or international levels, we will want our choices to be at 

least partially guided by considerations of which outcome would be best.  We will feel 

the pull of the impartial perspective, and seek to promote the best outcome—the one 

there is most reason to prefer from the impartial perspective.  But in such cases, how are 

we to choose, when it seems quality and number are both relevant for certain 

comparisons, only quality is relevant for others, and the transitivity of “better than” 

seemingly breaks down given these apparent facts? 

 

2.5  Some Initial Worries and Preliminary Responses 

There are many worries one might have regarding the argument to this point.  

Most of these will be considered in more detail in later chapters, but let me introduce a 

few of them here, and offer some preliminary responses. 

Consider again Jim Griffin’s position, noted above.  But for the sake of our 

discussion, let us reformulate his claims in a way he may not approve of:  that is, in terms 

of “better than,” rather than in terms of what it may be rationally defensible to prefer.  So, 
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the reformulated position might be put as follows.  There are incommensurabilities of the 

form:  enough of A outranks any amount of B, so that an outcome involving “enough” of 

A will be better than an outcome involving any amount of B.  Such incommensurabilities 

reflect discontinuity between values, and this involves "the suspension of addition; ... we 

have a positive value that, no matter how often a certain amount is added to itself, cannot 

become greater than another positive value, and cannot, not because with piling up we get 

diminishing value or even disvalue ... but because they are the sort of value that, even 

remaining constant, cannot add up to some other value (p. 85)."14   So, for example, there 

might be a spectrum of art works ranging from Rembrandt, Vermeer, and the like, at one 

end of the spectrum, to contemporary kitsch, at the other end, such that, though the 

“kicks” of kitsch are real, they are vastly different from the appreciation of beauty, and 

this is so in such a way that, other things equal, an outcome involving fifty years of 

appreciating the beauty of Rembrandts, Vermeers, and the like would be better than an 

outcome involving any number of years of enjoying the kicks of kitsch.15 

First, it might be claimed that if A and B really are incommensurable, then it 

makes no sense to claim that “enough” of A might outweigh any amount of B.  This 

claim raises a multitude of issues; but at bottom, it conflates the category of the 

incommensurable with the category of the incomparable.  The claim about 

incommensurability is a claim that there is no common scale on which As and Bs can 

both be put, such that B’s can be seen as proportionate in value to As.  But one can have 

comparability without proportionality.  So, for example, suppose that all human lives 

were, necessarily, of finite value, and all angel lives were, necessarily, of infinite value.  

Then, one might plausibly claim that human and angel lives were incommensurable, 
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meaning that there was no common scale on which both kinds of lives could be put, such 

that one could say of any human life that it was proportionate, to a certain fixed degree, 

to an angel life, and meaning that no number of human lives would be more valuable than 

an angel life.  But this wouldn’t mean that one couldn’t compare the two lives.  One can 

compare them:  a single angel life outweighs, in value, any amount of human lives.  

Correspondingly, other things equal, an outcome containing an angel life will be better 

than an outcome containing no angels (or other similar beings) and any number of human 

lives. 

Second, it might be claimed that if there is a genuine discontinuity between the 

value of appreciating a Rembrandt and the value of enjoying kitsch, then they can’t be 

put on a common scale.  So, in essence, Rembrandts are one kind of art—say “high” 

art—kitsch is another kind of art—say, “low” art—and while there may be a spectrum of 

high art, each of whose members could be compared on an appropriate scale of value, 

and a spectrum of low art, each of whose members could be compared on an appropriate 

scale of value, there won’t be a single spectrum of art that includes both high art and low 

art on it.  Alternatively, it might be claimed that even if we grant that there is a single 

spectrum of art including both high art and low art, there must be a break along that 

spectrum such that on one side of the break there is high art, and the other side there is 

not.  This is where discontinuity of value will arise, as the art on one side of the break 

will be valued in accordance with a scale appropriate for evaluating high art, and the art 

on the other side will be valued in accordance with a scale appropriate for evaluating 

non-high art.  But, importantly, one won’t be able to compare the artworks on opposite 
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sides of the break by any of the scales appropriate to comparing artworks on the same 

side of the break; such artworks will simply be incommensurable.   

Similar remarks might be made regarding discontinuities in the domains of 

benefits, burdens, and illnesses.  These might be thought to challenge either my 

argument’s so-called empirical premise, or the First Standard View’s general 

applicability.  I shall discuss some of these worries in more detail later, but for now let 

me note the following. 

Even if one grants that Rembrandts are one “kind” of art—“high” art—and kitsch 

another—“low” art, they are still both kinds of art.  Correspondingly, it seems that both 

kinds of art could be placed on a single spectrum, that would range from “high” art at one 

end of the spectrum to “low” art at the other, and that, in principle, there could be 

artworks of varying degrees of quality spread throughout the rest of the spectrum.  This 

thought is buttressed by the fact that tiny differences of degree, if there are enough of 

them, can amount to a difference in kind.  Given this, there is, indeed, every reason to 

believe that one could have a single spectrum of artworks, each of which differed in 

quality by only a tiny degree from its nearby neighbors, that ranged from high art 

(Rembrandts) at one end to low art (kitsch) at the other.  Similar claims hold for benefits, 

burdens, and illnesses.  Correspondingly, my argument’s empirical premise retains its 

plausibility even if one thinks that there may be discontinuities of value in the domains in 

question. 

As for the view that discontinuity commits us to believing that we must employ 

one scale for comparing works of high art and another scale for comparing works of low 

art, this is terribly important, but both mistaken and misleading.  Here is what may be 
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true.  It may be that in comparing works of high art with each other, and works of low art 

with each other, we appeal to the very same set of criteria, which in essence involves 

comparing them in terms of a particular scale of value.  More generally, it may be that 

whenever we compare artworks of sufficiently similar quality, we compare them in terms 

of the very same set of criteria, which is to say that we appeal to a scale of value that we 

deem appropriate for such comparisons.  But that is compatible with thinking that if we 

compare artworks of sufficiently different quality, say “high” art with “low” art, then we 

must appeal to a different set of criteria, which is to say that we deem a different scale of 

value appropriate for making such comparisons.   Similar remarks would also apply to 

benefits, burdens, and illnesses.  On such a conception, there could be discontinuities in 

value of the sort Griffin discusses—where for certain As and Bs “enough” of A might 

outweigh any amount of B, according to the criteria, and hence scale, appropriate for 

comparing As with Bs.  But this would be consistent with the possibility that A and B 

could be placed on opposite ends of a single spectrum, and that the First Standard View 

would express the relevant criteria, and hence imply the appropriate scale, not for 

comparing As with Bs, but for comparing those alternatives that were near each other on 

the spectrum.   

Thus, even if one granted that there must be a sharp break on the art spectrum, 

such that on one side of the break there is high art, and on the other side there is not high 

art, it would not follow that there would be a discontinuity in value of the sort Griffin 

recognizes between arts works immediately adjacent to each other on each side of that 

break.  This is because the art spectrum might be divided into a multitude of categories, 

ranging, let us suppose, from high art, to very good art, to good art, to fine art, to decent 
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art, to fair art, to okay art, to low art.  Griffin’s view need not commit him to think that at 

each point where there is a “break” in the spectrum from one category to the next there is 

discontinuity, and hence incommensurability.  So, in particular, Griffin can readily grant 

that there is no discontinuity between the worst example of high art, and the best example 

of non-high art, which in this case would be the best example of very good art.  His view 

is simply that there is discontinuity between high art and low art.  A fortiori, Griffin could 

accept that a principle like the First Standard View would be appropriate for comparing 

certain outcomes involving high art with certain outcomes involving very good art, even 

if it would not be appropriate for comparing high art with low art.  Similarly remarks 

would apply to my spectra, involving benefits, burdens, and illnesses.    

The view I have sketched raises huge issues, and it will be developed further, and 

explored at length, in later chapters.  My point here is just to introduce one way of 

thinking about the claim that there may be discontinuities in value of the sort Griffin 

discusses that does not automatically entail the rejection of either my argument’s 

empirical premise or the First Standard View. 

Some people will object to Griffin’s claim that we could have “a positive value 

that, no matter how often a certain amount is added to itself, cannot become greater than 

another positive value, and cannot, not because with piling up we get diminishing value 

or even disvalue ... but because they are the sort of value that, even remaining constant, 

cannot add up to some other value (p. 85)."16  Such a claim may sound incoherent.  After 

all, if positive values can be accurately represented by positive real numbers, then no 

matter how small the real number representing one positive value may be, if that number 

is “added to itself” often enough, the resulting sum will exceed the positive real number 
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accurately representing another positive value, no matter how valuable the other positive 

value may be (and hence, no matter how large the real number accurately representing 

that value).   

Griffin, of course, wouldn’t deny the mathematical truth expressed in the 

preceding sentence.  But he would insist that it misrepresents his view, a view that 

recognizes the possibility of incommensurable values, and that insists on the “suspension 

of addition” when comparing alternatives involving such values.  Consider the following 

simple analogy.  A student’s overall grade might be based on her performance on three 

papers, or on her performance on those papers, together with any extra papers the teacher 

allows her to submit in order to try to improve her grade.  Among the options for 

determining final grades, a teacher might average all the student’s grades, or just use the 

top three grades.  On either of those options, a student who submits three A papers will 

receive a higher grade than a student who hands in all C papers, no matter how many 

papers she submits.  Suppose that we say a 4 represents the positive value of an A paper, 

and a 2 the positive value of a C paper.   I think this is the kind of case Griffin has in 

mind, in suggesting that we can have “a positive value that, no matter how often a certain 

amount is added to itself, cannot become greater than another positive value, and cannot, 

not because with piling up we get diminishing value or even disvalue ... but because they 

are the sort of value that, even remaining constant, cannot add up to some other value (p. 

85)."17   

Of course Griffin recognizes that if you added the values of each of three C 

papers, they would total 6, and then outweigh the positive value of a single A paper, 4.  

But one needn’t believe that the overall value of three C papers exceeds the value of an A 
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paper; because one can plausibly deny that one should employ a simple additive function 

in determining the overall value of a series of papers.  Note, as Griffin rightly observes, it 

isn’t that one believes that the value of a second C paper is diminished relative to the 

value of a first C second paper, or that it actually has disvalue, as if, for example, the 

value of a second C paper should be represented by a 1 or -1.  To the contrary, one can 

rightly believe that the value of each C paper remains constant, 2; with each being just as 

valuable, as a paper, as its predecessor.  Even so, no matter how many C papers “pile up,” 

they will never surpass the value of three A papers.  This is the view many of us have 

about the value of papers, the view Griffin has about low art versus high art, and the view 

that I have suggested many hold regarding “minor” benefits, burdens, or illnesses versus 

“major” benefits, burdens, or illnesses. 

 As stated, Griffin’s view may be liable to misunderstanding, but it is not 

incoherent.  It may well be that there are sorts of value, such as the value of a C paper, 

“that, even remaining constant, cannot add up to some other value,” such as the value of 

an A paper.  Having said that, there is a different charge that may be laid at the feet of 

someone like me, who accepts a position like Griffin’s.  It might be claimed that 

although, considered by itself, such a view is not incoherent, such a view is inconsistent 

with certain of our other deep beliefs.  But, of course, I accept that charge.  Indeed I insist 

on it.  The gist of this chapter is to argue for precisely that position, and the task of much 

of this book is to explore the foundations and ramifications of that fact. 

Return to the question of whether there might be discontinuities in various spectra 

such that the First Standard View might be implausible even for comparing alternatives 

that were “near” each other on the spectra.  It might be argued that benefits and burdens 
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can be placed on a single large spectrum, with very great benefits at one end, and very 

great burdens at the other, and that somewhere along the spectrum one would pass 

through three alternatives that were very near each other, one of which was a very slight 

benefit, one of which was a very slight burden, and another, between them, which was 

neutral in terms of benefits and burdens, or indeterminate, in the sense of being neither a 

benefit nor a burden, without exactly being “neutral.”  It might then be argued that there 

would be sharp discontinuities between the slight benefit and the slight burden, or even 

between the neutral or indeterminate condition and the slight benefit or slight burden.  

Given this, it might be further claimed that the First Standard View fails for comparing 

outcomes involving such alternatives, even though they are “near” each other on the 

spectrum in question.  Similarly, some might argue that among severe burdens, there 

might be a threshold such that a tiny increase in a really severe burden might transform a 

life from one that is barely worth living into one that is no longer worth living, and that 

though these burdens would lie “near” each other on the spectrum, the First Standard 

View would be implausible for comparing outcomes involving such alternatives.   

Now for what it is worth, I am inclined to find the latter position dubious.  

Specifically, if I thought that people’s burdens were so great, that even a slight increase 

in their burdens would transform their lives from ones that were worth living to ones that 

were not worth living, then I would think that it would be better if a certain number of 

people suffered the slightly more burdened lives, that were not worth living, than if two 

or three or five times the number of people suffered the slightly less burdened lives that 

were worth living, but only barely so.  Remember, the latter lives are so burdened, that if 

they were only slightly more burdened, they would no longer be worth living.  But, for 
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now, let me not insist on this point.  The First Standard View was worded the way it was, 

to acknowledge that there may be some discontinuities of the sort imagined here.  

Perhaps the First Standard View isn’t plausible when comparing lives involving slight 

benefits with lives involving slight burdens, or with lives involving neutral or 

indeterminate conditions; or when comparing lives that are so burdened as to be barely 

worth living, with slightly more burdened lives that are not worth living.  Still, all I need 

for my argument to succeed is that there are some, indeed even one, range of cases on a 

spectrum such that the First Standard View would be plausible for comparing the cases 

that were near each other within that range, and the Second Standard View would be 

plausible for comparing the cases that were at the opposite ends of that range.   

It is no accident that many of my examples take place on one side of the neutral 

point between benefits and burdens.  So, I often focus on trade-offs between high quality 

benefits and low quality benefits, or between large burdens and small burdens (measured 

in terms of the negative impact that they have on the quality of a life).  Likewise, most of 

my examples could easily be constructed so as not to cross the threshold between a life 

worth living and a life not worth living.  For example, one needn’t believe that the life of 

a quadriplegic, or someone deaf, dumb, and blind, can’t be worth living, in order to 

believe that it would be worse if fifty people suffered from quadriplegia, or being deaf, 

dumb and blind, than if virtually any number of people suffered from a minor nosebleed, 

a slight cold, a sprained finger, or a short mild headache.   

Importantly, then, I am open to the claim that there may be some thresholds, or 

discontinuities, along some spectra such that the First Standard View would be 

implausible for comparing outcomes involving certain alternatives that were “near” each 
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other along one of the relevant spectra.  But all this shows is that the First Standard View 

may be limited in scope, not that it is false.  The fact is that the First Standard View is a 

deeply plausible view that seemingly applies to a wide range of cases.  Moreover, 

importantly, many of the cases to which it does seemingly apply render it incompatible 

with instances where the Second Standard View also seemingly applies and the 

transitivity of “better than.”  This is the crucially important fact that this chapter is 

intended to illuminate, and which serves as the starting point for much of this book’s 

work. 

Finally, appearances to the contrary, it may be argued that there isn’t any 

inconsistency between the First Standard View, the Second Standard View, and the 

transitivity of “better than.”  Let me explain. 

In essence, the First Standard View applies the criteria of quality times number to 

a certain set of cases.  The Second Standard View, on the other hand, basically only 

employs the criterion of quality, when comparing certain cases.  Clearly, then, since the 

First and Second Standard Views are employing different criteria for assessing outcomes, 

the notion of transitivity doesn’t apply to the sets of judgments yielded by the different 

criteria.  “Better than” is a transitive relation only when comparing outcomes in terms of 

the very same criteria.  If A is better than B, in terms of the criteria relevant to judging 

good tennis players, and B is better than C, in terms of the criteria relevant to judging 

good husbands, nothing follows about whether A is better than C, whether as a tennis 

player, a good husband, or anything else.  So, it isn’t ever “better than” simpliciter that is 

transitive, it is always “better than with respect to some x,” that is transitive; such as 

“being a better tennis player than,” or “being a better father than.”  
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When, for a given spectrum, the First Standard View tells us that A is better than 

B, B better than C, …, and Y better than Z, it is telling us that A is better than B with 

respect to quality and number, B is better than C with respect to quality and number, and 

so on.  In this context, the claim that “better than” is a transitive relation entails that A is 

better than Z with respect to quality and number.  But this is true.  A is better than Z with 

respect to quality and number.  Likewise, when the Second Standard View tells us that Z 

is better than A, it is telling us that Z is better than A with respect to quality alone.  And, 

indeed, Z is better than A with respect to quality alone.  But there is no conflict with 

transitivity here either, since with respect to quality alone, Z is better than Y, Y better 

than X, …, and B better than A, which, by transitivity, entails the appropriate result that 

Z is better than A with respect to quality alone.  So, on this line of reasoning, there is no 

conflict between the First Standard View, the Second Standard View, and the transitivity 

of “better than.”   

The First Standard View reflects the fact that the members of the spectrum stand 

to each other in one relation.  The Second Standard View reflects the fact that the 

members of the spectrum also stand to each other in a different relation.  Both Views are 

true, and each of the relations in question are transitive.  Since transitivity simply holds 

that for any given relation, R, if aRb, and bRc, then aRc, there is no failure of transitivity 

if aRb, and bRc, but aR1c; where R and R1 are distinct relations.  Thus, one might 

conclude that in examples of the sort I have been considering, there is no failure of 

transitivity, and no inconsistency of the sort I have claimed.  Insofar as one focuses on a 

single relation—whether it be the “better than with respect to quality and number” 

relation or the “better than with respect to quality alone” relation—transitivity applies and 
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holds, but insofar as one makes comparisons involving two relations, which, in essence, 

all my examples do, transitivity doesn’t fail, it simply fails to apply.    

I believe that the preceding analysis gets to the very heart of what is going on in 

all of the cases discussed in this work where it may appear that there is a failure of 

transitivity.  But notice, the essence of this move is to deny the First Standard View 

and/or the Second Standard View.  Advocates of the First Standard View don’t simply 

hold that A is better than B with respect to quality and number; they hold that A is better 

than B all things considered, because it is better with respect to quality and number.  That 

is, they can admit that B might be better than A with respect to quality alone, but they 

believe that in comparisons like those involving A and B, how two outcomes compare all 

things considered is not determined by how they compare with respect to quality alone, 

but that quality and number are relevant for making such comparisons.  Likewise, 

advocates of the Second Standard View don’t simply hold that Z is better than A with 

respect to quality alone; they hold that Z is better than A all things considered, because it 

is better with respect to quality alone.  That is, they can admit that A might be better than 

Z with respect to quality and number, but they believe that in comparisons like those 

involving Z and A, how two outcomes compare all things considered is not determined 

by how they compare with respect to quality and number, but that quality alone is 

relevant for making such comparisons.  That is, intuitively, both the First and Second 

Standard Views reflect judgments about when one outcome is better than another all 

things considered.  Given this, they are inconsistent with “all things considered better 

than” being a transitive relation.  Thus we still face a quandary.  We must reject the 

notion that “all things considered better than” is a transitive relation, or we must reject the 
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notion that the First and Second Standard Views each reflect all things considered 

judgments.  One of them might reflect an all things considered judgment, but not both.    

I shall explore this line of thinking more deeply as the book progresses.  But for 

now, let me simply add the following.  In thinking about my cases, we may come to 

decide that there is a failure of transitivity, in particular, that “all things considered better 

than” is not a transitive relation.  Alternatively, we may conclude that there is never a 

failure of transitivity, but simply a range of cases where insofar as transitivity applies it 

holds, and insofar at it appears not to hold, it simply fails to apply.  The claim that there 

may be a range of cases where transitivity fails to apply may not seem to be particularly 

surprising or worrying.  However, as we will see, a full understanding of this issue may 

have significant implications for our understanding of the good, moral ideals, and the 

nature of practical reasoning. 

 

2.6  Concluding Remarks 

 Let us summarize the argument so far.  Most people believe that numbers count in 

the moral realm.  Moreover, there seems to be overwhelmingly powerful reason to 

believe this.  Analogously, most people believe the First Standard View, that Trade-offs 

between Quality and Number Are Sometimes Desirable.  On the First Standard View, it 

is, in general, better if a larger number of people have benefits of a lower quality, than if 

a smaller number of people have benefits of a higher quality, if the number of people 

with the lower quality benefits is “sufficiently” greater, and if the differences in situations 

of the people if they didn’t have the benefits in question, and the differences in the 

quality of the benefits in question are not “too” great.  In addition, most believe the 
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Second Standard View, that Trade-offs between Quality and Number Are Sometimes 

Undesirable Even When Vast Numbers Are at Stake.  On this view, it would be better if a 

small number of people had higher quality benefits, than if virtually any number of 

similarly situated people had lower quality benefits, if the differences in the quality of 

benefits were “sufficiently” large.  The Second Standard View opposes the use of 

additive aggregation for comparing and assessing all outcomes.  The Repugnant 

Conclusion, the case of lollipops for lives, and the kinds of considerations offered by 

Griffin, Kamm, and Scanlon all provide powerful reason to accept the Second Standard 

View.  As we have seen, however, the First and Second Standard Views are seemingly 

inconsistent with the transitivity of “better than.”  At least, this is so given the plausible 

assumption that there is, or at least could be, a spectrum of benefits, ranging from very 

high quality benefits to very low quality benefits, such that the First Standard View 

would be relevant for comparing outcomes involving benefits that were “near” each other 

on the spectrum, and the Second Standard View would be relevant for comparing 

outcomes involving benefits that were “far apart” on the spectrum. 

Thus we are faced with a dilemma.  We must either show that there couldn’t be a 

spectrum of benefits that stand together in the relation suggested, or we must give up the 

First Standard View, the Second Standard View, or the transitivity of “better than.”  I find 

it extremely hard to believe that there couldn’t be the kind of spectrum described, and in 

fact in this chapter I have presented several spectrums that appear to fit the model in 

question.  But as the chapter implies, for many it will be extremely difficult to reject 

either the First Standard View or the Second Standard View.  This suggests that we 

should be prepared to reject the transitivity of “better than.”  I am prepared, at least in 
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principle, to reject the transitivity of “better than.”  But I also believe that doing so has 

grave implications.  Just how grave these implications are will become evident as the 

book unfolds, but I think that they are sufficiently grave that they will force many to 

reexamine their commitments to the First and Second Standard Views.  In the end, I am 

not sure which of the three inconsistent views should be given up, but I’m pretty sure that 

for most people giving up any of them will require major revisions in their thinking about 

the nature of moral ideals and practical reasoning.  Again, the full extent to which this is 

so will become more apparent later. 

I have canvassed a number of objections that might be raised to my arguments, 

and offered preliminary responses to them.  In doing this, I made the following claims. 

It is important to distinguish the issue of incommensurability and non-

comparability.  Two values may be in incommensurable—meaning that they incapable of 

being put on a common scale such that one could be seen as proportionate to the other—

and yet they may still be comparable. 

A commitment to discontinuities in value does not commit one to deny that there 

may be a single spectrum on which two objects whose values are discontinuous may both 

be placed.  Among objects whose values are discontinuous, one may appear on one end 

of a spectrum, and the other may appear on the other end of the same spectrum.  

Additionally, assuming that objects of discontinuous value may be placed at opposite 

ends of a single spectrum, does not commit one to the view that one must employ one 

scale of value for comparing objects on one end of the spectrum, and a different scale of 

value for comparing objects at the other end of the spectrum.  It may be that one should 

employ the very same scale of value for making such comparisons and, more generally, 
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that one should employ the very same scale for making comparisons between any objects 

that are “near” each other on the relevant spectrum.  However, the claim about 

discontinuity may commit one to the view that one has to employ a different scale for 

comparing objects whose values are discontinuous than for comparing objects whose 

values are not discontinuous.  This, in turn, suggests that one may need to use a different 

set of criteria, or scale, for comparing objects at opposite ends of a spectrum—assuming 

that there is a discontinuity of value between such objects—than the criteria, or scale, one 

would need to use for comparing objects near each other on the spectrum—assuming that 

there is no discontinuity of value between such objects. 

There is nothing incoherent about the claim that there may be certain values, such 

that no matter how many of them “pile up,” they will not exceed some other value, and 

“not because with piling up we get diminishing value or even disvalue … but because 

they are the sort of value that, even remaining constant, cannot add up to some other 

value.”18  This simply expresses the view that in comparing certain values, such as the 

value of C papers versus A papers, a non-additive approach is appropriate.  On the other 

hand, such a position is inconsistent with certain other deeply held views; that is this 

chapter’s central claim.  The problem is determining which of our inconsistent views, 

each of which is widely held, and each of which seems deeply plausible, should 

ultimately be given up, and what the cost of doing so will be.   

 There may be some discontinuities along various spectra, such as discontinuities 

between very slight positive benefits, neutral or indeterminate conditions, and very slight 

negative benefits, or perhaps between great burdens that leave one’s life barely worth 

living, and slightly greater burdens that would leave one’s life no longer worth living.  If 
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there are such discontinuities, this shows that the First Standard View will be limited in 

scope.  But this is not enough to undermine my argument.  All my argument needs to 

succeed is that there is one range of cases along a spectrum, which avoids spanning 

points of discontinuity of the sort suggested above, such that the First Standard View 

seems plausible for all of the cases that are “near” each other along that range, while the 

Second Standard View seems plausible for the cases that are at the opposite ends of that 

range.  The examples presented in this chapter, as well as others presented later, suggest 

that there may be many ranges of cases for which this holds.   

Importantly, it is arguable that there is no contradiction between the First 

Standard View, the Second Standard View, and the transitivity of “better than,” because 

the First Standard View asserts that a certain relation holds between certain outcomes—a 

relation that is, in fact, transitive—the Second Standard View holds that a different 

relation holds between certain outcomes—a relation that is also, in fact, transitive—and 

there is no question of transitivity applying across sets of comparisons that have been 

made in terms of different relations.  But this move only works if one rejects the claim 

that the First and Second Standard Views express all things considered judgments 

regarding the relative comparisons of the different outcomes for which they are invoked.  

For many, this will be difficult to accept, so the troubling inconsistency will remain.  In 

any event, I suggested that the move in question holds the key to thinking about the kinds 

of cases I have been discussing, and that a full exploration of the move will reveal results 

with significant implications for our understanding of the good, moral ideals, and the 

nature of practical reasoning.  But this, of course, is just a promissory note, hopefully to 

be paid in part, if not in full, as the book develops.   
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Finally, let me end this chapter by saying a bit more about the status of, and 

relation between, the First and Second Standard Views.  As we have seen, the First 

Standard View recognizes that there is a large class of cases, where it seems the relative 

merits of two outcomes is a function of the quantity of benefits or burdens in those 

outcomes, where in this context concern for quantity is understood as a concern that takes 

account of the quality and number of benefits or burdens in that outcome. (In fact, 

duration is also relevant to quantity understood in this way.  See Appendix B).  And, 

indeed, often it seems that the better of two outcomes—the one there is most reason to 

prefer from a certain impartial perspective—just is the one with the greatest quantity of 

benefits and/or least quantity of burdens, so understood.  On the other hand, the Second 

Standard View recognizes that there is another class of cases, where it seems the relative 

merits of two outcomes is not simply a function of the quantity of benefits and burdens in 

those outcomes, even when quantity includes quality as one of its components.  On the 

Second Standard View, what matters is how the quantity of benefits and burdens are 

distributed within or between lives.  Clearly, then, on such a view one outcome may be 

better than another, even though the sum total of its benefits, measured as a function of 

quality times number (times duration), is less.  Thus, advocates of the Second Standard 

View needn’t deny that in a certain sense the quantity of benefits may be greater in an 

outcome where many people have been spared a minor head cold, than in an outcome 

where only 10 people have been spared severe dementia, but they deny that the outcome 

with the greater quantity of benefits (or, in this case, perhaps the one with the smaller 

quantity of burdens)—so measured—is better, all things considered, than the outcome 

with fewer total benefits (or larger total burdens).  On their view, the distribution of 
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benefits (or burdens) in the outcomes is such that there is most reason to prefer the 

outcome with the fewer benefits (or greater total burdens) from a certain impartial 

perspective.   

I believe the First Standard View can be interpreted as embodying additive 

aggregation for a certain class of cases, and the Second Standard View can be seen as 

rejecting additive aggregation for a different class of cases.  And, as suggested above, this 

holds the clue as to why we might ultimately come to accept either that “all things 

considered better than” is not a transitive relation, or that the notion of “all things 

considered better than”—which is a transitive relation—fails to apply to the cases as I 

have considered them.  We shall explore this point further, in chapter ?, but for now I 

want to suggest an analogy between our attitudes towards the First and Second Standard 

Views, and many people’s attitudes towards total utilitarianism.   

Many people find total utilitarianism implausible as the correct theory of what we 

ought, morally, to do, but they find it more plausible as an evaluative theory about what 

ought to be the case, or which outcomes, from an impersonal perspective, we ought to 

prefer.  In particular, there are many cases where it seems the additive aggregative 

approach of total utilitarianism yields the correct answer in the assessment of outcomes.  

Even so, there are a class of outcomes, illustrated by the Repugnant Conclusion and the 

lollipops for lives cases, where the additive aggregative approach of total utilitarianism 

generates conclusions that most find wildly implausible, and for which the additive 

aggregationist approach seems deeply wrongheaded.  And for such cases, it seems one 

needs to invoke an alternative approach for assessing the relative merits of outcomes.   
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I suggest, then, that it shouldn’t be surprising that the First Standard View seems 

plausible for certain cases, and the Second Standard View seems plausible for others.  

This tracks the well-known fact that the additive aggregationist approach of views like 

total utilitarianism, does seem plausible for comparing certain kinds of cases, but doesn’t 

seem plausible for comparing others.  Naturally, purists might insist that either the 

additive aggregationist approach should be accepted everywhere, or it should be accepted 

nowhere.  But here, as elsewhere, the middle ground seems, at least initially, most 

plausible.  An additive aggregationist approach seems plausible in some cases, such as 

those captured by the First Standard View, but not in others, such as those captures by the 

Second Standard View. 

This chapter has introduced a certain kind of argument, which I call a spectrum 

argument, that illuminates an apparent inconsistency between some deeply held beliefs.  I 

shall present other examples of such arguments in Chapters Four, Five, and Six, and 

analyze and assess them further in Chapters Seven and Eight.  But first, I want to discuss 

two principles of aggregation suggested by the Second Standard View that seem relevant 

to the assessment of outcomes.  Let us turn to that next. 

                                                 
*  Somewhere in the book must acknowledge that this an early version of this chapter was commissioned 

by the World Health Organization, and was written while I was a Visiting Fellow of All Souls College.  I 

am deeply grateful to both the WHO and All Souls College.  Special thanks go to Dan Wikler of the WHO, 

and Derek Parfit and Jerry Cohen of All Souls College, for their comments on earlier versions of this 

chapter.  Also, acknowledgment to Beilefeld conference, Amartya Sen, John Roemer, etc.  Also earlier 

version published as….. 

1   Prioritarianism is the term I now use to describe the position Parfit has called the Priority View, and that 

I have previously called extended humanitarianism.  Roughly, on this view one wants everyone to fare as 
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well as possible, but the worse off someone is in absolute terms the greater weight is attached to improving 

their situation.  Parfit has discussed the Priority View in…. (two standard cites), and I discuss extended 

humanitarianism in ….  I introduce the term prioritarianism in my “Equality, Priority, and the Levelling 

Down Objection” …. 

2  Cite to Taurek, plus comment regarding Kant, and Nozick.  Also cite Parfit’s response…. 

3  Cite here to Parfit’s response, “Innumerate Ethics.” 

4  Here, or elsewhere, appropriate cite to Tim:  in graduate school:  making claims weaker, and therefore 

stronger.  I will often apply that principle throughout this book. 

5  State Maximin principle and give relevant cite. 

6  The astute reader—which naturally includes all readers of this book, and especially you—will note that 

strictly speaking 5 and 5M are not necessarily opposed to 4 and 4M.  5 and 5M may be compatible with 4 

and 4M due to the qualifier “virtually” that appears in 4 and 4M.  Nevertheless, as I intend them to be 

interpreted, the spirit of 5 and 5M is opposed to the spirit of 4 and 4M.  One could convey the opposition 

more rigorously by further qualifying the different positions.  For example, one could note that advocates 

of 4 and 4M will maintain the view in question unless, perhaps, the number of people receiving the smaller 

benefits is astronomically large (and perhaps even then), and then spell out just how large “astronomically” 

large would have to be before they might doubt the claim in question.  Then, one might further explicate 5 

and 5M by noting that the number of people necessary to qualify as “sufficiently” large needn’t be 

“astronomically” large.  I have chosen not to characterize 5 and 5M and 4 and 4M in such terms, because 

doing so properly would be both complex and cumbersome.  But I trust it is now evident that 5 and 5M and 

4 and 4M could be spelled out so that they genuinely oppose each other, and that I intend them to be 

interpreted accordingly.  Similar remarks apply to the purported opposition between 9 and 9M and 8 and 

8M, below.   

 Note, it is arguable that anyone willing to accept positions like 4 and 4M for any cases where the 

number of people receiving the smaller benefits are not “astronomically” large, should be willing to accept 

them even in cases where the number of people receiving the smaller benefits are astronomically large, and 

hence I should simply drop the qualifier “virtually” from my characterization of 4 and 4M.  And once the 

qualifier “virtually” is dropped, then 4 and 4M are straightforwardly opposed by 5 and 5M.  I am 
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sympathetic to this position, but I know of people who would readily accept the qualified version of 4 and 

4M, but who claim to have no views whatsoever, or at least no confidence in their views, about any cases 

where astronomically large numbers are involved.  Correspondingly, I cautiously include the qualifier 

“virtually” so that my arguments will have force for as many people as possible.  That is, I am slightly 

limiting the scope of claims 4 and 4M, so as to expand the reach of my overall argument.  Similarly, for 8 

and 8M, below. 

7  Reasons and Persons, p. 388.  Parfit's arguments concerning the Repugnant Conclusion are fascinating 

and, together with related considerations he presents--especially the Mere Addition Paradox--first sparked 

my interest in intransitivity.  See Part Four of Reasons and Persons, and my "Intransitivity and the Mere 

Addition Paradox."  Parfit's seminal publication on this topic was "Future Generations:  Further Problems," 

Philosophy and Public Affairs 11, (1982):  113-72.     

8  Ralph Waldo Emerson, from his Essays, New England Reformer, Ib. ii. Self-Reliance.   

9   Well-Being:  Its Meaning, Measurement, and Moral Importance, Clarendon Press, 1986, p. 85.   

10  Cite to relevant page. 
 
11   "Health and Equity" p. 3 of the unpublished manuscript--get more publication details, also add relevant 

cites about aggregation from one or both of her books.   

12   What We Owe to Each Other, The Belknap Press of Harvard University Press, 1998, p. 235. 

13  Many people who believe the qualified claim in the text, will also believe the stronger claim that it 

would be better to prevent or cure even one person from suffering an illness of severity 18 than any number 

of people from suffering illnesses whose severity was less than 3.  I incline towards this view myself.  

However, the weaker claim is all I need for my arguments to succeed, and since some people may accept 

the weaker claim who worry about the stronger claim, and anyone who accepts the stronger claim will also 

accept the weaker claim, it is the weaker claim I employ in my argument.  Cf note 5.   

14   Well-Being:  Its Meaning, Measurement, and Moral Importance, Clarendon Press, 1986, p. 85.   

15  Cite to relevant page. 
 
 

Here is a different example.  For purposes of adding color accents to a room, it 

might be that the colors red and blue are incommensurable, in the sense that there is no 
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common scale on which red and blue can both be put, such that we can meaningfully say 

that a given shade, or amount, of blue is worth, or proportionate to, a given shade or 

amount of red.  In particular, it would be silly to claim that if it were true that adding blue 

accents had a positive impact on the aesthetics of the room, then as long as one added 

enough of them this would have to improve the room more than adding some number of 

red accents.  This might clearly be false.  But this doesn’t mean that the red and blue 

accents are not comparable.  To the contrary, it may well be the case that for a given 

room red accents (of any shade or amount) would be better than blue ones (of any shade 

or amount).  To be sure, the color analogy is strained in certain respects.  Still, I think it 

helps illuminate the important distinction between incommensurability and 

incomparability. 

 
16   Well-Being:  Its Meaning, Measurement, and Moral Importance, Clarendon Press, 1986, p. 85.   

17   Well-Being:  Its Meaning, Measurement, and Moral Importance, Clarendon Press, 1986, p. 85.   

18  Repeat relevant cite with page number. 
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